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Stream processing apphcations for enline analytics are in-
creasingly used in dornains ranging from sensor data pro-
cessing to social networking, To achieve high-throughput,
streasn processing engines suppert pipelined execution, low-
overhesd fault-tolerance, and efficient group commuunication
ove‘rlavc The throughput of pipelined application-workflows
s significantly impa‘i:i;ed by dynamic systern state. In par-
ticular, we show that a single bottleneck in the pipeline
{congested Bnk or an overloaded operator) can drastically
impact the system throughput. In this paper, we present a
number of techniques for addressing hottlenecks in strears

engines. Onr fall into two maj
network-aware routi hr m e mecg CONETo

and dynanic ov
of group commmunication GPP‘T‘&U’Q]’IQ Io ena g
flow re-optimization, we present a light-weig h protocol for
consistent rmodification of pipelin We present detailed

algorithms, their implementation in a real system, and ad-

ress issues of fault tolerance and performance. Ne evaluate
the performance of the proposed techniques in the coni
of three real spplications. We show that our techniq
improve performance by 20% to 200%, under various over-
heads, relative to a baseline representative of current imple-
mentations. We demonstrate that our techniques are robust
sstion pat-
sread use of streaming systerns and

to highly dynamic state, as well as complex cong
terns, Given the wide
the need for dealing with dynamic systemn state, our tech-
nigues represent a significant and practical i EIYL})L( wvernent.

18X

1. INTRODUCTION
processing engines (SE) such as Borealis
and Storm {25] are commonly used to pr

inating from d}str}bui,sio sen-
logs, and datal ctions., Stream

streams of data ori

continuous
8073, user-activity
processing .Ag,uhce-m)ns include anline learning of complex

yase tran

ma(zhme learning madels over streaming data {7, 6, 13]. A
diverae set of applicamons have heen successtully developed,
including click-stream analysis [26], tracking malicious activ-
ity rspam classification, intrusion detect eal-time anal-
vsis of micro-blogs and fweets [18], and ad-c i

-

Stream engines codf? the 2 pphra ion workflow as s di-

rected acyclic graph {IPAG) of operators, referred to as a
iopology. Tuples are processed in p,polns :d fashion as
they traverse through the topo'iogy‘ To achieve exacily-
once processing of all tuples and to avoid baffer-overflows
it the pipeline, s

tolerance and flow-control mechanisms. In this setting, even

stresin engines adopt coarse-grained fanlt-
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as ng;le b]\)‘N pipeline-stage affects the thronghput of the en-

tive To su mta-n high pipﬂhnc— ﬂ[u-l“-’lput over lﬂng

d.B’fFuSti any pipeline- bo‘f EPT\&:LJJS(

Emerging online-lesrning  applications have complex
topologies and often use structured overlays for group-
communication operations. In an online lesrning applica-
ti s their respective partitions of
the input stream {alsc called an example stream), and up-
date thelr individual models. Concurrently, learners also
synn‘monizc‘ their models pericdically using group commu-
nication pnrn,tiveb — typically an all-reduce {3]. When corn-
pare i » traditionsl streaming workloads, online learning
workioads have the following distinct characteristics: (i}
v be large (tens to hundreds of megahytes), which
Ee;sdss t;.;) larg state transfers between operaiors; (
plex, pipeli
are needed to synchronize potentially large state among all
learners. Dynaxmc orchestration of « -)mple( topologies to
maintain high throughpuat in the presence of bottlenecks re-
guires novel technigues.

With the emergence of cloud-computing solutions, stream
engines are often deployed on clond-based virtual machines.

Instead of stand-alone deployments, they co-exist alongside
other compnute and storage systems, such as MapReduce for
batch-processing and key-value stores & T'he orches-

systems is handled

by a global cluster scheduler such as Mesos {11]. Tn such de-
playments, stream engines experience & etwork heter ogeneity
due to several

Co-hosted

n, learner O")G‘i“ai OFs Process

5

2} g‘"-')up communication {all-reduce) b(;-p()}og]es

2

for data.

tration of cluster rescurces among these sys

fh TWﬂ virtual machines (VM) hosted on the
same physical machine interfere in their network usage, The
bandwidth otserved by one VM depends on the traffic How-
ing inte/ from the other VM.

Co-hosted Framework: Clust
may allot compute slots ta two differe
processing framework such as MapRe
srocessing frarmework — on the same
VM. -hﬁ le to netwark interference and ax-even } sand-
width availability to the different frameworks.

Co-hosted Topology: Fven if only a stream processing sya-
tem oceupies all slots on the entire physical machine, multi-
pie stream-topologies may he scheduled on these slots lead-
ing to network interference.

Fur Shis are deployed for long time periods,
workicad variations are corarnonly cbserved {e.g., activity of
sors exhibits temporal variation), ]ead»»

energy-measu T]Il &=
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ACKER \

Trigger

Low Bandwidth link

Higure 10 Flow control and faudt tolerance mechanism in

Storm

ing to temporal skew in CPU utilization. Thu >
stream processing, stream engines must effectively rha gnose
any pipeline bottlenacks induced by heterogeniety in com-
pute and network resources

Schedulers built for traditional SEs {17, 31| do net ef
fectively handle ne "haﬂenges pose -'i' by deployment and
nents, First, schedulers take a stabic topology
as input. Howeven for complex group communi cation oper-
ations such as all-reduce, the most efficient overlay structure
depends on the network and compuie resources allocated to
the learner-oper For current schedulers
are una‘bie to optimize complex communication structures,
since they sssume that the best topalogy s known a-priori.

To detect and diagnose teraporally varyi
botilenecks, SEs need a feedback-driven control Fur-
thermore, the diagnosis phase, which involves changing the
topology routes, should cause least disruption to the tuple-
through pu( of the st Resilient substitution [24}
has b

wn

sage redqs

ators. this reason,

g pipeline-

oo p-

eam engine.

general technigue to scale

» oper-
e stream,
te from

aticm, since I‘f mvok es multiple
copying U’l\‘

St &VV]’}X]’}E“ new operators,

old operator, refreshing network connections, and re-starting
the stream. However, frequent invocation of such high over-

head methods to react to dynamic bottlenecks is infeasible.

To allievate Lhese problems, we propose ‘\IAYL-, &
topology controller, which uses novel methods and protocols
for dynamic, network-aware routing and on-the-fly topology
modificat
network-aws

per-

We rely on three novel techuigues to achie

(i) re ]')\(‘,‘-(‘Uf]'}‘j topology link

ions.,

ture using roule- (h) naistent hashing
grained key»-spaa::e management ud routing

back information about rescurce bo L]er-ecw is translated to

key-space mapping; and (i) a light-weight, fauli-tolerant
srotocol {or atomic route-mnap update. By applying novel

heuristics on the topology performance (feedback) metrics,
the controller determines efficient route-maps, which encode
tuple-ronting information and also the topology link strue-

ture. These new rouie-maps arve atomically injected inte
multiple operators, on-the-fly, using a light-weight, fault-

tolerant protocol, for fast topology

We implement cur algorithms and protocols jo 5t 51.
In the context of three real applications, we demaonstrate
that VAYU achieves significant pe(f(unmnbe improvements,

BYaLY

20% to 200% depending on the bottleneck. Purthermore, we

re-optimiz

show that our improvements are robust to highly dynamic
network state, as well as (Oﬂlji 2% congestion patterns.

2. MOTIVATION AND OVERVIEW

Attormey Dockel No. 14097P

We start by describing a low-overhead method for flow-
control and fanli-tolerance emploved by Storm.  We then
discuss how pxpf‘:u e bﬂtt‘en(—‘cks can se‘/’erelv aﬁ’f—‘(‘t tbmno‘b—

3
Finaﬂv, we mention the ,\-{ wrtcomings of tr ad\ Ior..xi sched~
ulers in solving this problem. We use thes uments to

motivate our proposed solution.

[

4 ¥Flow Conirol and Fault Tolerance Mech-
anism in Storm

In Storm, a topology is a graph whose nodes are operators
(spouts and bolis) and edges are virtual conpections among
operators. For simplic ssume that every topology has
a source operator a spout). Figure 1 shows
30 example 1()p ology. v the topolegy through
the spout. “every tuple (fups) that enters the topology,

Storm keeps Udaj of all the tup ]eb that are emitted by bolts
aa an after-effect of observing fups. The emitted tuples are
called descendents of tups. When s bolt receives fups and

¢ receiv
emits fupy, it ac ] nowledges hy sending ack lple: one each
for fup, and fupg, to a system managed Acker The
hread calculates the XOR of all uk‘nhﬁers (extracted
froma ack tuples) that it veceives. If the topology s a divected
acyclhic graph (DAG}, a tuple’s descendents form a bounded
tree. In such cases, the Acker thread receives the identifier of
every tuple twice, and XOR of all these tuple identifiers will
result in a zevo. zero, the Acker thread
marks the source tuple tu ssfully processed, and a
new source tuple is allowed to enter the topology, leading to
end-to-end flow control. 1f the Acker thread does not receive
scknowledgements for all descendenis within a user-defined
threshold time inter ai, then it

it ?Ldpq\
to re-enter the topology, » re-processing of the en-
tire descendent tree. This method
processing of all tuples.

Building upon the basic stringent gu
antees s as exsctly-once tuples can be
achieved {25}, To this end, taples are split into batches with
monotonically increasing identifiers. Onee the Acker thread
receives acknowledgements for all descendents created by tu-
ples in 8 baich, it forces the upera,tors to commit the state
created by that batch. During comumit, the state is tagged
with the identifier of the last observed batch. When a b:ib :h
is replayed, owing to a fault in the system, the committed
batch-identifiers are used o ensure that state is not updated
twice by tuples of the replayed-batch. Maore
the mechanism can be found in {25].

=t
ool

~
]
&
o

Acker

Upon observing a

s &5 BUCC

s the source tu p-x

=~ <,
rn) s
ot -

gusrantees atleast-once

techn i(‘ue nore

i

Pr OC(‘S::H‘,‘_) o

I

=

details about

7

Drawbacks of the flow-control mechanism
fault-tolerance mechanism described above has low
()verhead, since it needs constant space per descendent tree

riable for XORing all tuple-identifiers in a batch}, ir-
'espechlve of the number of tuples in the tree. However, the
How contrel aspect of the method e highly sensitive to rate
of sck emission b‘y di ﬁmcnf operators processing tuples in
shown in figure 1. ﬁX%t-n-e
1 opet ban'iw idth.

This leads to ] aW mhe of tuple movement ju S-E-} path of
the pipeline. Consequently, the rate of ack emission by F is
Iow. The Acker thread emits new baiches into the system
only after reception of a from old-batches. Furthermore,
nunther of baiches t topology at any
method of matching sending-rate to

The

amrs [T and I has low

traverse the

a constant

time. This the ack-rate
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Throughput per node {MB/5)

G200 400 600 BOU woe iiﬁﬂ]dﬂ(}l&ﬂﬂ 1860
Time

Figure 2: Effect of cheking a single random node. Band-
width choked to 400 Mb/s at 300 sec mark, and to 200
Mb/s at 850 sec, and comple 1400 sec mark

etely unchoked at

sck-clocking o computer networks [14]. e to
nf ack emission by F, ing ensures that
tuples 112-\*(‘156 S-E-} path with the rate dictated by the
slowest segment (Jow-bandwidth buk). This rate-matching

However, since the

cck-clocki

avoids quene overflows and packet drops.

Acker thread applies ack-clocking to entire batches, over-
all batch-emission rate decy Consequently, throush-

r pipeline-paths (:S—C—D\‘, with potentially high-
This leads to low-utilization of
resources, and low system throughput. Similar through-
put decrease can be observed due sing
delays at an overloaded operator { ope\‘ator B in figure 1).
MNote that this phen(m-eru n occurs even if the batch con-
tains only one tuple, but is replicated and forwarded onto
different *-')po'in:)““v»-pa‘i;hs‘ Figure 2 shows the throughput
decrease cbserved in a fweel hashtag couniing application,
when the receiver bandwidth of a randc m]y chosen node
15 dynamically varied. In the topolog

p.ﬂ ﬂf other
7, also decreases.

1o excessive proces:

> get of opers-
s them to an-

tors read tweets from externsl files and pas

~balance. T l

drops by more fhem 5&) & when handwidth is reduced from
845 Mb/s (gigabit network) o 400 Mb/s. A], werve that
the original throughy estored when the link bandwidth
is restoved. This demonstrates how one choked link can
ause throughput decrease in the entire topology, due to the
coarse-grained ack-
Maintaining high throughput in the presence of conser-
vative flow-control mechanisims requires dynamic, network-
sware re-routing of data to balance load and increase re-
source {compute and network) ntilization.

2.2 Overview of Pmp@sed System
In ihis paper, we propose light-weight
netwaork-aware routing,

fu'o logy throug
S

put is re

~

clocking mechanism.

methods {or

which is a combination of comput
-balancing, along with eflicient topology re-
optimization. Ivery operator chooses the destination op-
erator for its outgoing tuples based on Route-
msps contain information on the type and proportion of
traffic for each destination operator. The per-tc )poio
troller periodically collects metrics from ‘f,he system
an the observed bottlenecks, the controller computes new
rn')1=1'6>»-inz'-p<‘ that minimize the maximum network and CPU
utilization {Section 3). The controller also determines route-
maps that tune corm y]ex all-x d uction L( p()logl es {Section 4).

network load

route-maps.

I}

&3,

con-
{) ases (J

{
\
1

The resultant route-maps a in a consiste 1( mal-
ner on a running cluste hfght weight atomic route-

Attormey Dockel No. 14097P

update protacol (Section 5). The key insight in the sclution
is to allow adaptive tuple routing at the sender operators, by
gsending them feedback information about CPU and network

conditions of dowustream nodes.

3. DYNAMIC NETWORK
STREAM ROUTING

In a strea

s i'umm 1¢ on compute nodes.

AWARE

ri-topology, tuples are communicated among op-
We refer to grouping as
the pattern of tuple-routing by a set of senders {upstream

operators) to a set of receivers (downstrear operators). A

topolegy is ressed as a sevies of groupings between op-
erators. “l n-]owm;; are two most commoen groupings ob-

servesd in topologies: (1) shuffle grouping: upstiszam oper-

ators route each tuple to a random downstream operator;
and (i1} fields group all tuples with the same values for

a given set of tuple-fields — alsc called a key — are Voufed to
the same downstream operator. Fields-grouping is
gation or reduction of tuples with the same ch

2 »

i
AeeT 1
aggre hy

3.1 Factors Affecting Grouping Throughput
Several factors affect the grouping throughput, measured
s the tuple processing rate -)f downstream operators.
,"Vmu;am burz"wziffd skew: The available network band-
width at downstream operators be skewed. [If the
i ho md Lhe que (—‘imf delay at the op-
v affect the

may

Loy tzm e-count skew: In fields grouping, there may
woin tne numbe\‘ of tuples per key - some kevs

e heavy-hitters. For example, in a sepsor-processing
could be move active than others.
v hashed with a good
hash function, the downstream ()pﬁr:itOL receiving the tuples
bearing the heavy-hitter key becomes a bottleneck,

Current systems, such as Storm, use modulo-based hash-
Ing to realize fields grouping. A tuple with key & is sent
» operator with index (7}, where 7 = ;
hash denotes the hash £ and m is the num-
ber of downstream operators. {f the number of distinct keys
is large, this method leads to good load-balanc
downstream operators. However, in the context of many real
applications, the method sulfers from several drawbacks:

Inabilily to cccormmodate downstream skew:
network bondwidth skew and per-key tuple-
the grouping-throughput. These eriteria need to
rated in the routing strategy of upstream npm
cient load-balanci ng among downstream operators
based hashing methods do not allow this flexi b ]

Large overhead while scaling: Consider the prnx s of
adding a new downstream operstor. With modulo bawd
hashing I

cation, some
quently, even if keys are randomi

nsors

Cons

function

E]’lé‘ AMONE

unt skew a-fow

be incorpo-
tors for effi-
Vicdido-

, many keve would be re-mapped (o different down-
strearn operators, If downstream operators contain state,
key-remapping entails high-overhead state movement be-
tween o p(‘m OTS.

Lack of specificity: Tt is not possible to assign a particular
heavy-hitter key 0 a specific operator with more resc

3.2 Consistent Hashing
To aveid the drawbacks of moedolo-based hashing, we use

& variant of consistent hashing [16]. Consis
first used in di

OUYees.

et hashing was
stributed hash table (DHT) implementations
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Lo accornmmodate frequent node additions and removals in
peer-to-peer systems. In our case, we use consistent hash-
ing primarily to encode the fine-grained information about
changing network-capacities snd workload hmbalance among
dowustream operators.

In consistent hashing, keys sre hashed into a range, say,
N Te R e 1, using a hash function. The range is 4i-

vided into p coptigucus partitions, termed as b As-
suming there sre m downstream ()perzat-:)rs, m]t}ahy, each

downstream operator is assigned p/m '{iuckets, chosen ran-
dornly without replacement. This random ass
to load—boia'lc among downstream opera

count (p) 1s large and 1f all downstream opera
CPU and net

»-s‘

racities.

Fine-grained resource assignment

Random assignment of buckets ors is not sutfi-
i » account for fine-grained network bandwidih skew and
per-key Luple-count skew, in fields-grouping. To this end, the
controller periodically collecis the following statistic for all
buckets in all operators: 'pe'r’—b'u:’ke* per-batch tuple-count,

£ operal

equal to count of tuples received by the bucket in thf‘ last
batch. It alse collects the following qva‘rnm metrics: i) CPU

capacities of nodes {messured as millions
(mips)); i) petwork bandwidths {(in and
node-pairs; and it} system throughput. The controller uses
these metrics to i-”]('xeass: the pipeline throughput by appro-
priately assigning the buckets to operators, which are hosted
on physical nodes.

Sinee it 18 difficult to model the throughput of a complex
ipeline, state-of-the-art achedulers aim to load-balsnce the
nndes while decreasing the amonnt of network #raffic [17,
311 In the same spirit, cur controller first balances com-
pute requirements of all pipeline stages by propertionately
increasing the cpu-weight {share of total compute-capacity}
cpu-constrained stages. gns buckets to oper-
ators so as to minimize the maximum CPU and network uti-
hization. For simplicity, assume every node has a replica of
all different operator-types. In this seiting, a bucket can be

assigned to its oper 1tor—replica on any node, The resource
assignment problem, formulated as
sion of the one

of instructions pet

second {(mi ot} of sl

Later, it as

an integer programming
problem, is an exte used by the COLA [17]

¥
scheduler.

3.3.1  Resource assignment problem formulation

For both shuffle and fields grouping, each key-space par-
titien forms a bucket. Let B denote the set of all buckets.
15 a bucket, 77(" tes the (:-t)mpu"ation--ratp
Let N ¢

tes the com-

(my receiveu by b. denote
the de n € N, O{n) den
puting capacity (mips) of the node. For any assignment of
buckets to nodes, we set the decision varisble xp, to 1 if
bucket ’; is a,ssigned to an opmator replica on node n, oth-
5. Let S{n) dencte 1ho sum of compute-

rates of :i] buckets a<’<;igru3d to n. 1o terms of the decision

&
o
)
(sl
o]
<

erwise it

variables, S{r) = 37, we, # D(b). For (tkets b, B,
let F{by,bs} denote the rate of data-low between the two

buckets in the stream-topclogy. Using the decision variable,
for nodes w,v € N, the rate of data ﬁowmg from w to v, can
be defined as Fu, v} =37, | o p®p1uezio o (b, ba). Let

en: the two nodes.

R{u,v) denote the actual bandwidth betwe

Attormey Dockel No. 14097P

’

C(mi‘r(:']ler assigns buckets ta nodes (specified by variables
} based on the solution of the following integer program:

minimize cu

Wy * WAX S(ny/C

+ Wy ok max Fu, v)/Blu,v)

w N
W, v

.
iy

N

The chjective of th i3 to minimize a weighted
function of two D) : maximur observed CPU
atilization; and i} NU: maximum cbserved network utiliza-
tion. gaal of re-
ducing the total inter-node traffic (3 Similar
te COLA [17], we use a combination of a graph partitic
and load-balancing heuristics i obtain a feasible solution.
For large problem sizes (bucket-count s large), graph par-
titioners are computationally expensive,

Guanti

The controller also has another competing

g

1 (’!,L,'U}).

U, vEN

In such cases, we

=4

irnplement a recently proposed ve-streaming algorithm fo
multi-constraint graph partitioning [22], which is shown to
be competitive with offline-graph par‘f,:tloners while usi

O

i resonrces

following are key differences of our formulation with
respect to the COLA scheduler: 1) modelling traffic as data
received by fine-grained key-space buckets instead
grained operators. This allows fine-grained mapping of
buckets to nodes, leading to balanced-load even in the pres-
ence of per-key tuple count skew; i} balancing utilization of
all network links is added to the objective
is important in envivonments where network capacity can

of coarse-

> function. This

have significant variations.

Accuracy of network bandwidth estimaies
Measuring available network bandwidth between nedes
cluster already running a streamn-proc g

s challenging problem for $wo veasons: i) the data-sent
suring tocls, such as [Perf [21], interferes with the
E m-traffic, thereby refurning noisy bandwidth estimates;
i} due to the interference fromm measurement-traffic, the
strearn throughput drops during the measurement-period.
To aveid these overheads, the controller mainly uses band-
width estimates inferved from the rate of tuple-acks emitted
by different nodes in the past time—wind(\wa {t uses measur-
hat the as-
instead
t

38Ing (‘UF‘" ne is

by me

-

of sccurate Vah €S, Io avou] hcout rt bur‘k e-ass
controtler invokes the control loop ounly whe:] hyst:
applied system *hi()ughpuu (rate of tuple-ingsstion by thti
spout) in the recent time wu,\iows drops by a threshold per-
wntasﬁe {default: 10%) when compared to the lung term av-
rage. Purthermore, the controller first checks for CPU load
Once the con ch tuple-
connt skew as the reason for throughput-decreas
for the network bandwidth skew. These polici
the usage-frequency of noisy bandwidth estimates, and also
helps in setting appropriate weights in the mu l‘fmc
ioad-balancing heuristics.

'}“'153 aubput of the rescurce assignment problem is 8 map-

of buckeis to operators, referred to as roule-maps.
ng these route-maps, in maodified shuffle-grouping,
stream operators choose a random downstream }\ucket, in-
ad of a downstream operator, when routing tuples

imbalance. troller discards the

3
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(b) Reduction Tree (c) Broadcast Tree

Figure 3: Sample reduction and broadcast trees generated
by MWI} heuristic

4. TOPOLOGY RE-OPTIMIZATION FOR
INTERMEDIATE DATA ROUTING

4.1 Need for group communication operations

Ciroup communications operations, emphified by an
sll-reduce operation, are used by wany ributed ounline
fearning applications [3, 10}, These ot:-zara,tions typically rely
on structured static uvmiavs for orchestrating data

as ex

o8

'.’1

rmove-

ment., In this section, we propose an algorithm for deter-
ining spanning tree c‘\'edayv for pipelined all-reduce oper-

ations, which explicitly accounts for dynamic network-staie.
In an online learning application, operators that train the

model using training-examples are termed {earners. For ac-

curate mode! training, the model (ju cur case of a stochastic

gradient descent, slso called is peried u/.xii
sync‘-‘]ronived among learners, using an all-reduce operation.

"’L

static binary trees are among the v used over-
Liy in systems [3, 10} for pipelmed ‘:‘H-reduce ZEGUP COmmin-
ation. Each learner divides i w-ﬂlg ht ve into slices.
Each slice traverses up the tree 3 eduction and down
the tree during broadcast. The iree structure is ef
for pipelining slices of 8 large model or for sendmg com-
piete models in guick succession, 83 the network links in a
tree allow un-congested iraffic flow. However, the through-
put of a pipelined tree is heavily influenced by the slow-
est link. In streaming systems, since maode
tion traffic flows alongside the regular example traflic (in-
put tuples used to train models), the available bandwidth
on different links may vary significantly. In this scenario,
the tree overiay must be dynamically optimized to su H bly

nge links with higher available bandwidth. Far thermore, in
a tree, {learners) emit their model and re-
ceive the reduced model at different times. {n this scenaric,
tr ure that low-bandwidth links do not
significantly impact made] synchronization times for all of
the nodes. With these bigh-level goals, we first define s few
terms and formally state the prub]om We then describe our

method for dynamic computation of efficient

-1 synchroniza-

‘erent nodes

e overlayvs must ens

’e

t over aye.

4.2 Problem formulation

Let & be a complete directed graph, where podes de-
note machines hosting learner o p for and O'i
potential overlay links. The div
nodes s and d is Wy 4, which is
a3 byvte of data from s to d {inverse of lok bandwidth). Fig-
ure 3 shows a sarmple t‘educhmn iree and a sarmple bmadcza,sﬁ
tree generated from the same '>‘£‘aph

Let t.(i} denote the start-time for model synchroniza-

tion at node 7. This i¢ the time when node ¢ attempts to

-

CE Yepresen

,he Unw 1<3Ksn 0 rmsmit

Attormey Dockel No. 14097P

the correspending model-
Node ¢ subseguently sends
ice to its parent in reduction tree. Let
<{2) denote the end-time for model \‘" 1(‘11101114r1t,op at node
;. This is the time when node 7 recel
model-shice from its parent in brosdeas ‘f ee.
note the model svnchronization time for n )dP 2, iefmea as

reduce its first model-slice with
slices received from its children.
'Lhe reduced moedel-s

te (i) — £.(d).
Froblem  Steiement:  Generate a spanning tree for

npelined all-reduce that minimizes the average model syn-
(=2 W

chironization tmu, over all nodes.

minimize () *

age passing (MPI) systems, overlays are chosen to
e the maximum completion time of a
munication operation. In contrast,
the average completion
ing systems, group communication operations do uot follow
barriers; they are *rip‘swrvd peri
cornpletion of the previ
line learning appli
an indirect measure of model mixing-rate.
We extend the Min Weighied Degree Tree (MWD heuris-

tic [3] to generate both pipelined broadcast and plpehncg
reduction trec

In mess:
ninimiz

group Com-
we focus on optimizing

time. This is hecause, in stream-

sdically irrespective of the

us operabions. Farthermaore, in on-

tons, average completion time is also

3S.

4.3 Pipelined all-reduce overiay genemﬁﬁm
To compute a broadcast spanning tree topok MWD
(Algorithm 1) works as follows: Initially the spanning tree
contains o nlv the root node. Ineach tion, the algorithm
adds the least weighted out-edge (intuitively, thg fastest out-
anuning tree. The edge-weights of
edges from node o that are not alveady
2 incremented by the time node u
v chosen children.
- wet efhtb to current cf
). ] he algorithm continues to

link), say "Lc, v}, to the sp
all Gther o MEEoit

inn the

Gpam ing tv

1 ?
select o(:geq autil all nud\;, are included in the spanning tree.
When seleciing edges, nodes in the spann*n'f tree that have
sshold & edges are en preference.

less than a preset thre
tuned to generate trees \Mtn differ-

aiv
This parameter can b tre
ent branching factors,

To generste spanning tree for all-rednce, we use the MWD
heuristic (Algerithm 1) to first find a reduction tree, stariing
from a given root (v). Since it is a reduction f‘rf—e7 edges com-
ing into the spanning tree ( ges) are cons when
After the reduction spanning tres
ed, its edges are removed from the graph. The
a]g )r]f}xm is now run on the residual g

¢

hoo siug the min-edge.

g

broadcast tree with the same root '10(‘@ "'U} The average
synchronization path length, over all nodes, is caleulated

using the generated reduction and broadcast trees. The al-
gorithm repeats the above steps, each time with a different
{he final chosen root

node is the one with the least average synchronization path
fength, and the Hual reduction and broadcast trees are the

node as the roet of spanning tree.

ones generated by the chosen root node. Inside each node,
ane learner aperator is chosen as leader and all other learners

The leader reduces the model shices gen-
cde-local learners hefore sending them to other

It also performs node-local broadceast.

are connected to1t.
ersted hy no
nodes.
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Using fbonacci hem 38 f)( edge-set implementation, the
§ o generate reduction

algorithm tak . A

and broadcast trees for a chosen root, where I Is the set of
ed and V is the set of nodes. The slgorithm is invoked
|V| times, one for each chosen root node.

Algorithm MWD has a ml'nber of desirable preperties.
The greedy heuristic builds pipslined spanni ng trees with
low weighted out-degree (sum of cut-edge w ts} of any
node 1o the broadcast tree; correspondingly low weighted
in-degree of any node in reduoction tree. This strategy min-
imizes the choking f"e( i of any one stage in the pipeline,

Before generating the broadeast tree, the algorithm re-
moves the edges used for reduction tree. This eliminates
the possibility of a single link being used for both reduction
and broadcast. The final chosen voot is one that reduces the
. Intuitive

w
=

=

average model synchronization time of all nodes
the heuristic pushes the congested links closer 1,() the leas

=W

than the r()oi,, because a congested link close to the roct will
He in the synchronization path of a large number of nodes,
thereby increasin

b}

> their synchrn*ii;‘a:&-)ﬁ tirne. In }*l'mre 3
width. Therefore, the heuristic places
ng its choked b-&nd‘mdt h from affect-

it among leaves, avoidi
ing the entire pipeline. Furthermore, if node 5 was made
the rvoot, it would veceive the model-traffic from two chil-
dren. This }

s extra traffic further decreases the bandwidth for
the concurrent training-example traffic, thereby increasing
the choking-effect of that node.

ez

A linear tree, generated by setti ng % to 1, has better
pipeline bandwidth than binary tree {k set to 2). Assuming
n nodes in total, in linear tree, n — 1 nodes are involved in
reduction. Bven if one of these nodes has less in-banc iw-d h
it chokes the entire pipeline. Fnrth(—‘nm re,
models, or when the change in mode
nizatio small, linear tree performs peorly
proport\or\a‘,:, to ¥{n). On the other hand, binasry trees have
comparai,iveiy less pipeline bandwidth, but offer two hene-
fits: 1) n/% internal nodes are involved in reduvc-
tions, ill-effects of choked nodes (upi() n/2) can ke localized
by plaﬁ:ing thﬂrn among the leaves; ii} bi miv trees perform
well even fcw small models due to € ( log n} height. There-
fore, YAYU chooses binary trees ‘rV d(‘fm h Tf‘r'nij‘ tree (k
is 3} can }m used when there is considerable skew inn node
capacities, since only n/3 nodes form internal nodes.

5. ON THE FLY TOPOLOGY
TION

In previous sections, we described methods for dynami-

MODIFICA-

cally changing key-space assignment and overlay topologies.
Ancther novelty in VAYU lies in the method for updating
routing information ab operators to reflect the changes pro-
posed by the controller.

5.1 Route Maps as Topology Route Specifica-
tion

routes on Whlch uu-.,pa‘f, messages shonld be sent after pro-
cessing incoming messages. For instance, to specify an all-

reduce topology, each route-map entry would be of the form:
recesve-from 1 1, 2, 3|, send-to : 5, 6] . This imphes, the
operator should Wajf for mpui nmessage reception from oper-
ators with ids: 1, 2 and 3, before sending the outpnt message

: te-map el,try

to operators with 1ds: 4, 5 and 6.

Attormey Dockel No. 14097P

Algorithm 1 Min Weighted Degree Tree

1. procedure Min-Welaned-DEGREE-

TrREE(V, vs, F T

2

3:

4

5 cost{w, v}« Ty .

6: and for

T4 while e

8 if Tre ce then

N "reeV ertices |

10 o adyVerti
b {u[v;—R’"

1

12:

33

4

i5:

ia: and for

17 end if

1%: if Treelype = Reductiond > then

10: ReadyVertices Vv

20

21:

for each edge
cost{w, v) <

6 end for

a7 end if

28: end while

20- return Treclldges

30: end procedure

,.,‘f 'im otes the
nstream operators.

5.2 Ammiciiy Reqmirements

To change a running topology on-the-fly,
involved operators must be updated in an atomic manner -
t.e., all nodes must switch o the new route-maps at the same
time. For example, if upst
an different route-maps, two tuples with same keys may not
reach the same downstream l"-er;sto-' hPreby violating the
of fields-grouping v, ay modification
needs {o be atomic. If ->I-]V a <=1b s»ei; c)f the nodes have
received new route-maps and the other nodes are using the
old route-maps, then the resultant to'pology may not satisfy
reduction sermantics.

To this end, we propose a light- WLL'YH pfot of for moed-
ifying topology route-maps in an atowic manner. We focus

on updating ht/ route-maps with least possible 1,1.ef1up‘f-or

to the existing am traffic.

eain operators route tuples based

semantics

3.3 System Cm&straﬁntg

2.4, Storm uses a global acknowl-
ork-error and

As described in a
edgement mechanism to d(‘ 11 with both netw
operator-failures during tuple traversal.

5.5, i*a:! Fast Operators

Operato qto ‘m topology are f . That is, un
like (mt:J' e no that log all tn-ﬂr : 5 inim a write-

ahead-log,

their .,mnc,x:pondmg cubputs.

« orm Operators do not log all input tuples and
Ounly designated operators
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~
Rest of the topology &

e T “
§ Processor @ Spout reads tuples §
§ (Operator} from external storage §
§ KafkaQueue Controller §
S Y g
Flgﬂ 4: Atomic route- map ded & Provo ol

checkpoint their local state at batch-
his design helps in quick re- u.)d\mn,ng of a
d of pro-
unr{o or redo ]Ou {ncase Ofk SPers xtm‘ tmlart,, the

tolerance mechanisn ensures re-delivery of vn-
processed upiess‘ This fail-fast design, unfortunately, does
ditional atomic commit protocols
such as 2-phase or 3-phase commit protocols, which rely on
leeal write-ahead-logs for participant recovery

5.4 Atomic Route Map Update Protocol
We propose &
As shown in Figure 4, for every topolog

y siX-step profocol to assure atomic route-map

ey, there ex-

cheduler) and

katka

update.
ist two components: a ¢ ntﬂ')l,ie: {part of the s
wi; both ha,vs: ‘

t hezse g

heir message sour
the following fl []Lt mality: - truncates the stiea, 3] 11-10
batche‘ and demar(zate ending siari-batch and
ered .)u‘c‘ch :'-1';)165 to the stream at b t ch b(updﬁum and -u\-
1t emits #1ck-tuples to trigger time-
tions. Tru‘ cating the stream in
of global fault-tolerance mechanisms. I\ )h/ hat 1 mﬂ*—ba.
and end-batch tuples traverse the entire topology DAG start-
ing fram the spout. Tick-tuples oo to pediodically trig-
ger all-reduce {or windowed aggregation operations) on ali

are s

apera,

To update ronte-mnaps, the controller creates new route-
maps for each mvolved operator, tags the new maps with
number {which increases monotonically}, and ex-
ecutes (h.:‘ following six-step protocol.

‘o1 ] stores the new route-maps in its
stabe, durabiy stoved in zookeeper. Later, it sends the new
i’)‘ a version-id, to the spout

s kafka queue.
te»-ma‘pq fram its kalka quene,
the message,
d operators by pi gg) ‘backing on
the next stari-batch ituple. The bgouh waits for acknowl-
edgements from involved Ope”xtors; this happnpb through
torm’s Acker interface. On reception of route-maps, op-
erators do not immediately switch to the new route-maps;
they simply append it to their list of rouie-maps.

3' After receiving ackunowledgements from all operators,
the spout sends a roufes-installed confivmation message to
the (:(;-ntroi] by placing it in the Iatter’s kafka quene.

4} On reception of the roules-installed message, the con-
trojfler durably stores the new topology-route-maps in its
local-siate, ’\s the controller is part of the scheduler, this
local-state is stc,red h zookeeper. The controller now sends

OTS,

a version

local

2‘ Sp()ui, ui:id‘: the new you
appends an wnstall-route
sends it to all the involve

o5 command ¢ and

03
3
i

|
i

o

€2

o

=4
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'\, On

t first appends the recets

receiving the ocBivale-new-roufes messsge, the
ived message onto the next start-
The coniroller then waits
commit of all currently executing batches before sending the
pizgybacked storé-baich tuple. Since
ing the new rvoute-maps for the same E atch,
grouping and reduction amoung operators is consistent.

6} Onee the spout receives all acknowledgements for
start-batch tuple containing aclivate-
sends an activeted-new-routes
placing it in the latter’s kafka queue.
receives the messape, it marks the s
the pretocol.

fupi

the
new-routes message, it
message to the controller, by
When the coniroller

“

ssinl completion of

5.5 Correctness of the Protocol

We prove the
it does not viola

No duplicate smt(z changes:
date the state for
Our protocol ensures this property since every batch adopts
ating on a

orrectness of the protocol by showing thai
the following

i

the same key-space bucket in a batch.

[
te
e

satety properties.
wo operators must not up-

a single route-map version, and all operators opere
batch follow the same route-map.
Access to complete sto

: Once an operator assuines own-
.fi‘shlp of a kev—sr)ace bucket, it must have access to all the
nevated for that bucket. This property
WHET oper ator to preocess all queries invelving keys
| bucket. The protecol satisfies this property
35 new routes are activated only afler ensuring that all pre-
vicus batches have committed. Therefore, the new owner of
can fetch any needed state from the persistent

,ﬂ
o]
i~
=
n
)
n
N
=]

= 0%

i
oo
Q
[om

store while answering gueries.

Consistent gro For reduction among
operators, the apout ensures that all the emitted tick-tuples
fall into the same batch. This ensures that s

follow the sa; te-maps for reduciion.

up commurication:

all operators
Bne rot

586 Protocol Fault Tolerance

his section describes the r"\echf\r\ism% used bv the proto-
col to handle t

5.0.0  Route Installation Phase
The route instaliation phase is marked compleie only af-
ter the cantroller read the installed-rovies message from the
spout and subsequently stored all the versioned route-
in zookeeper., I installation fails before this point, controller
times-ount and retries the installation phase.
ensures that the protocol d)e@ not rnove to the aclivaie-
tes phase until the previous reute-installation phase
successfully completes. This ordering ensures that all oper-
stors are aware of the new routes before any of them starts
to send messages along new routes,
Three types of faults are possible:
failure, or tuple loss due to netw 'Qr] fai ‘1 ace. If spo
then controller times-out and retries the phase. In the event
of operator {ailure or tuple loss, the spount times-out in re-
ceiving the acknowledgements, and re-tries the installation
phase by piggvbacking on the next siari-batch tuple.

Yoaps

The controller

new-17ouy

i

out fatlure,

562

Since route-activation is piggvbacked on start-befch tu-

Roure Activation Phase

ples, any operstor failure manifests aa a regular topology
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fai"ur'ﬂ The systern reacts to operator failure in two ways:

. 1 130
1 the controller re-spawns the operator with all the lat-
’b{ route-maps information. Since controller is in roude- z W
o N . ) o L0GTve
aotivation-phase it is guaranteed that all other live operators =
have the latest route-maps; and ( /ii) if the spout emitting the 2 a0 P
stream tuples times-out, it re-emits the batch tuples. Since, g [
. s [ H
every shari- b tuple carries tma route-map version nun- g 80 :
ber that the operators are required to follow, each o 1 :
[ \ . 2 H AW
will follow the correct route-map during next aggrega £ a0 y{v\!‘ *
. § i !
reduction. 3 i H
& 2 g
i—-
5.6.3  Controller Failure @ ‘ ‘ : s
o e T §THGT400 665 E00 1000 1206 TAG6 1855 Thoo
The controller always logs its topology medification re- Time
lated actions in zookeeper. This is done to make it fail- ] )
. T T S ler is a suff- Figure 5 Bffect of choking a single random node. Band-
fast. Thus, re-spawning the r is a suffi &
clent fault-tolerance mechanism for the protocol to progress. width choked to 400 Mb/s at 300 sec mark, snd to 200
The re-spawned controller will work-off the state ed in Mb/s at 850 sec mark, and completely und-okp-i at 1400 sec
zookeeper, Furthermore, it reads the pending me from mark
its kafks queue. For this reason, never RN
mes Since communication hetween the spout and the

¢ place through ¢
message loss in that com

implemented in vowpal-wabhit [29] us-
descent (SGD). Learners synchro-

k:iﬂ{a queues,
s not possible.

nunicatio

nize their models (weight vector \; through all-reduce oper-
c £ Fy s ations using a spanning tree overlay imposed on the learn-
5.6.4  Need for Two Phases > £ &8P b -
) , .. ers [10]. In literature, other online iear'}mo applications have
{The first phase (route-map ostalistion} is used to ensure i

A . reported weight
two conglmonu. (1) all involved cperators have sufficient re- the performance
scurces {memory capacity, connections to new, scaled-out
operatcrs, ete) to 9\(}1&(10” buckets as dictated by new
route-mnaps; and (i1} all operators have the new route-maps.
Onee these two conditions are sausﬁed, the second phase

rs for 20 million features [28]. To study
:duction pipelines on weight vectors of
varving sizes, we inirodnce appropriste random features into

the dataset. This application mainly uses shuffle-grouping

e

and all-reduce overlays.
The senscr analytics application [15]
energy o

: analysis o
msumption measurements from sensors deployed
in a smart god. The load prediciion guery forecasts the
energy demand of a amart plag in the near future based on
meassurements sent by ibs sensor in a past time-window. An-

6. EXPERIMENTAL EVALUATION other query detects outlicrs among the smart plugs based on

(route activation phase) can atomically switch to new routes
without, any system-level interruptions

To this section, we present a comprebensive evaluation of their past usage. Both queries use fields-grouping for time-
the two techniques preseuted in this paper - dynamic ronting windowed processing of messurements from a particular sen-

for dealing with overloaded network-links/cpu; and adaptive sor. T'wo issues manifest in a stream-engine that processes
- cements from . ber of sensors.  The vate
averiays for group communication. The goal is to deman- nrements from a large number of sensors. The rate

strate the effectiveness and robustness of the proposed tech- of emitted measurements scross different sensors is prone
niques. We conduct all experime: a 30-node cluster. to skew: temporal skew ocours when sensors in one conti-

Each node has a 2.4 GHz quad-core Xeon processor with nent do not exnit observations f\during aight-time} while sen-
SGB of RAM, connected via gigabit ethernet links. sors in other continents are achive; spatial skew occurs when

some sensors emit frequent measurements due to heavy us-
age. Fine-grained tracking of bucket (key-space)} loac
to handle threughput loss due to skew,

6.1 Static versus Dynamic topologies

6.4.1 Applications 6.1.2  Effect of Link Congestion on Siatic and Dy-

<A
To compare the performance of static and dynamic namic {opologies

{network-aware roubing) topologies, we implemented three To test the effect of dynamic netw - roubing, we
representative streaming appli cations from different do- rancdomly choose certain nodes hosting Lonntﬂ‘--c'perﬁt s (in
mains: (i} hashtag counting on tweets; {1i} a maliciouns url hashtag counting app) and decrease their in-bandwidth us-

ol

detection algorithm [20}, representative of an online learning ing iroffic control {TC) and intermediate f?.//;'znz()'n('l block
spplication; and (i1} stream sunalytics on sensor messure- {IF'B) tools in linux. Thc controller d
menis from DERBS 2014 grand chalienge [13]. ceiver via the metrics interface. Subs tro

In hashing counting application, tweets are emitied to creates new-route maps and installs them in the t pology.
random counter-operatars which maintain a count of unique o . . .
hashtags observed in tweets. The application mainly uses 6.1.3  Impact of Dynamic congesiion
shuffle-grouping. In the malictous wrl defection application, In this set of experiments, we investigate the respons
the learner operators train a linear model using incoming behavior of the controller when one link-state 15 dynami
{shuffied) spam urls from multiple sources: tweebs, o173 xaﬂs cally varied, Here, a random learner is chosen and its in-

s

blacklists, ete. For training, each

bandwidth choked according to the following pattern: at
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Figure 6: Eiffect of choking multiple nodes (': raplex con-
gestion). At 300 sec mark, bandwidths are sampled from
‘()rmalf mean=700Mb/s, sd=200Mb/s}. At -’30 ec mam

300Mb /s

w

andwidths follow I\nr'nol (mean=400Mb/s

AL 1450 sec mark, all nodes are unchoked

o }44

,—a

the 300 sec mark, the m-bandwidth is choked to 400 Mb/s;
at 850 sec r"\a“k. 1t is choked o0 200 Mb/s; at 1400 sec mark,
it is unchoked to its full gigabit bandwidth. Fi igure 5 shows
the throughput-per-node (volume of input tweets processed
per node) as a function of time, for the hashiag counfing
application. Results for the other spplications showed
a similar pattern.

For static overlays, once choking sets in, throughput die

sign 0%,

Ops
ificantly (almost 60% for 400 Mb/s and 80% for 200
Mb/s), even though only a single link is choked. In the
of dynamic overlays, once the controller detects throughput
{oss and new route-maps are incorporated inte the topology
we observe a substantial increase in overall throughput. |
ter 400 Mb /s chake, throughput returns $o 95 MB/s from 45
MB/s, Co-ie'%pond]r-o rnmgh}v to 2009% incy in through-
put. For 200 Mb/s ¢

ywﬂ

ioke, performance increases by almost
300% when choked link ut ilizabion is reduced. Our experi-
ments demonstrate that network-aware routing can be used
to recover a substantial part of this lost performance. Note
the downward spikes (intermittent loss of throughput), in
the dyunsmic case. They ceincide with the times when the
controller triggers either network bandwidth messurements
ar new route-miap installation, after obs
systern throughput. Activation of new route-map uqn"
flushing of current batches to avoeid semantic inconsi
cies. The loss in throughput for a brief time wi

V]UQ (».]&]’}E‘"Eif) in

Lo more accurate load-balancing and consequent increase in
throughput over the long-term. Futhermore, due to hystere-
sis in measurements, the controller takes a while to react to
foss in system throughput. The reaction time of the con-
troller can be tuned by adjnsting the hysteresis parameters.

{t is important to note that while performance improve-
ment from dynamic, network-aware routing are substantial,
it coudd uot completely regain the lest throughput., This is
dune to two reasons: 1) the measure of available-bandwidth
at learners is not very-accurabe; and L) the stream-traffic re-
moved from the choked nodes is now processed by the other
nodes, along with their own traffic, thereby increasing the
total baich-processing delay.

G.4.4  Impact of Complex Congesiion Patterns in Link
State
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ure 7: Impact of aperator load skew. Initially all sensors

: as same rate {5 tuples/s). At 360 sec mark
sion rates follow N

/

SERSOY ernis-
1'[]’13]\\Iﬂemﬂ— tuples/s, sd=>5 tuples/s)

To realize complex congestion patierns typically observed
in cloud settings when the system runs for long fime pm“—
ods, we choke nodes based on sampling s distribution. Fig-
ure 6 shows the performance of static and dynamic topolo-
de complex congestion pattern. At 300
sec mark, in-bandwidths are sayupled from a normal disti-
bution {mean=700Mb/s, sd=200Mb/s}. At 800 sec mark,
dwidths follow normal distribution {(mean=400Mb/s,
300Mb/s). At 1450 sec mark, all nodes are '_m"-hr ked.
As is evident from the results, when the standard-deviation
)}, the improvement in throughp‘-_lt i large
3. This arises due to the need for sccurate

*’XE s under multi-ne

load-halancing between slow and fast Hnks, When standard
deviation is sma:], the difference between in- p-anuwidi;hs is

ivnamic load-

not significant. Cousequently, the need for «
balancing diminishes and the performance gains are com-

> B

mensurately lower.

6.4.5  Impact of skew in per-key iuple couni

To test the irnpact of CPU load imbalance created by
rer-kKey tuple count, we use the sensor-analytics application,
which relies on fields-grouping for analyzing the pattern of

individual sensor measurements over a time-window., We
skew among sensors by sampling their measurement

rates from a normal distribution.
e 7 shows the throughput increase due to fine-

d balanciog of tuple-skew by the controller

:)0 sec mark, the rate of sensor-measuvement mnssi(m is
sampled from a normal distribution{mean="0 tuples/s, sd=5
tuples/s). The small number of nodes hosting the sensor

with high rate of emission, pm"e‘sg more data, adding ex-
tra delay to the batch-pipeline. The controller de
reduced thronghput and triggers load-balancing of tqo ﬁqo
grained key-space buckets, leading to sensor re-assignment.
Throughput improves by more than 20% after bucket reass-
ignment.
{he above results show the benefit of fine-grajned © n-(‘}x-ng
of per-sensor activity via key-space bucket monitoring. Con
tent hashing f—‘ndbl"lﬁ fine-grained key-space parti MOUmO,
which is nieeded to track, diagnose and rectify skewed sensor
Selective bucket re-assignment leads to selective-

sis

aCtly

sensor allocation to nodes.
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model sync times.

6.2 Performance of Dynamic Overlays on

Group Commmunications

In tvaicai lea
municate to s

arning applications, learners periodically com-
rmchronize their mo(u:‘is, In the following set of

experiments, we compare the average model syncronization
times ohserved in spanning tree overlays obtained through
two technigues: a random, static binsry tree (baseline)

TWD approach. se, we quantify the
ik congestion on performance.

& 11(4,

in each ca

the proposed 1
impact of Hin

6.2.1 Min-

Jfor

Sfrom
Approach

Performance  Improvement
Weighied-Degree (MWD)
Varvm z Madel Sizes

Figore 8 shows the impact of choking link bandwidth on
verage model sync tires for (‘ ifferent weight vector sizes.
1 this eXp eriment, the in-bandwidth of a randomly selected
hoked to 100 Mbit/sec. Learner tasks, hosted on

20 nodes, volved in the Our ex-
periments demonstrate that the preposed MW appreach
outpe\‘f(l‘rms ti-e random binary tree by a significant margin
(more than two-fold speed ip). for different model sizes.
further understand this result, we plot the model sync times
ed bV various learners in Figure 9 In case of MWD,
only the latency of the single choked node is affected. This
is because the heurlbmc places the choked node among the
leaves of the spanning tree. On the other hand, a random
binary tree, in its worst case, can place the choked learner in

r-—« &

[

nurk is ¢

are in all-reduce operation.

To

observe
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the interior of the tree thereby choking a significant portion
of the pipeline. In this way, MWI} achieves sigpificantly
better average synchronization times.

6.2.2

Figure 10 shows the average model syne times observed for
a 32 MB miodel on 20 learner nodes, with different levels of
in-bandwidth choking. It can he seen that as the choking in-
reases, the improvement from our MWD approach increases
a5 well (more than 15% improvement even for 400Mbit/s).
This is due to the fact that MW successfully localizes the
lower bandwidth Hiuks to the lower E»veh of the tree.

fmpact of Varving Link Bandwidih

Ch

6.2.3
Figure 11, gquantifies the effect of multiple choked links.
The links are choked to the same magnitade of 200 Mb/s.
The weight vector size in these experirpents iz 84MB. In-
crease in the mamber of choked links leads to age in per-
fomance benefits of onr MW approach {more than 30%),
when compared to the average-case bma\" tree
be explained as follows: as number of choked links increase,
there are more chances of a random binary tree placing one
of the choked uodes in of the tree and thereby
allowing the choked node to impact the overall
throughput. However, note that the performance
worst case binary tree, where all choked nodes are placed

in the interior of the tree, does not vary substantislly. This

fmpact of Complex Link Bandwidth Patierns

mcre

the interior
pipeline
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‘.~ hermore, the rate of the pi pt ]mc depends entirely
l west link, rrespective of the number of such slow links.
However, if the moedel-size 18 small, the all-reduce implemen-
E,ai,i-:)m E,rans'mts the model as a single message, without any
pipelining. In such cases, a random biuary tree could place
the choked nodes in different levels -)f the tree, leading to
an accumulation of delays. In contrast, MWD places all the
choked-nodes arong the tree- 1ea\'e , ensuring that delays
due to choked nodes are overiapped.

Figure 12 guantifies the e model syne thme when
nodes’ in-bandwidths are sa‘npled from two normald distyi-
butions: {1) mean is 500Mb/s and t’m’ialc‘ deviation is
200Mb/s; and (it) mean is 70@Mb,% and standard deviation
is 300MbB /5. As evident fram our vesults, w?‘ en th: stax
deviation is high, link-bandwidths are * is
increased scope for improving the topo bg'v.
in average syne time is more than 139% between the best and
the case of large standard deviation.

;.

s ’l"

o m

averag

-
(4]

worst overlays for

7. DISCUSSION

Using large nuwmber of buckets leads to fine-grained track-
ing of key-space activity. However, it also increases overhead
of metrics collection. Thus, we U]:m to extend VAYU with
methods for dynamic merging of contiguous buckets when
they exhibit similar activity, -&nd methods for splitting buck-
etas when finer-prained tracking is needed.

Current implementation of VAYY does not support dy-
namic physical rescurce scaling through node additions.
However, the two phase nai ure of route-map update pro-

tacol, provides clear interfaces fo b extensions. In pare-
ticular, the route-inst ]}ai ion phase -phase) can be used

to establish connections with new 'K;des» Due o the strict
ordering between phases, hot-swapping of route-rnaps in
second-phase 15 guaranteed to maintain correct operation
sernantics.

8. RELATED WORK

Strearn 7)((,-(,-35‘\111" systerns

g ) were initially designed to pro-
ming event streams
could be generated by

stock quotes,

cess continuous database queries
under low
sensor networks in industrial proc

5 0N Neo

latency. These eveni

s control,

11
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stream processing

()

1l Syt

from IBM. Recently, several o
83 tem@ have been developed.
Yaboo!, Storm [25] by Twitter,
These systems have been design
jog clicksty
tivity on websites. Current generatio
on enabling bigh-throughput st
new features such as: guaranteed mes
tolerant operator state management, and efficient scale-oui
Recenblv several research efforts have investi-
gated efficient mechanisms for fault-tolerant
ment and op fif(c,r B Git , 8]. In contrast, we focus
on heuristics and proteocols for fast topolegy re-optimization,
to mainiain high stream-throughput ai all times.

The TimeStream [24] system uses a technique called re-
silient substituion o scale-out arbitrary tapologies. Th scale
a particular operator, the technigue finds the smallest di-
recﬁed acyclic graph {DAG) containing the operator, and
e inflow of tuples into this DAG. The DAG is then
CC‘ﬂf:‘. d-ont by adding more nodes, and the How is restarted.
By pro’viding generic mechanisms for scale-out, ech-
i In contrast, we propose light-
] d~balf\ncin§f and route-modifications
framework.
re-optimization has

i by Linkedin.
d 3pe J{’.’?FﬁUV for aunslyz-
eari data generated by logging ouline user ac-

engines focus

B stre

eam processing along w

sage processging,

mechanisms

state manage-

these

W;n ktlow

STOCESSING-S3

been proposed for batch-
ysterus such as MapReduce [4]. Their
on improving the job workflow based on statistics collected
from previous job executions. Exarnples of workflow changes
inciude: pushing filters npstreamn, changing the algorit

Yot 19
IOCUs 158

nged for joins based on data-sizes, etc. In constrast, we
focus on opbtimizing gronp comi uncatlon topologies and
fine- ed assignment of eperators to resources.

siich a3
aptimizing
rthermaore,

Propose schedulers for
COLA 1
comiplex group co
their resoure -
an entire ope suiered for assignment. In
contrast, by leveraging our route-maps representation of the
topology, we separately optimize the group-comnmnication
the ginal stream-topology.
Furthermore, by using consistent-hashing for tuple-routing,
propose methods for fine-grained key-space (bucket)
assignment.

Dproving support for complex analytics applications in
databases is an emerging field. Many new sys E,em designs
ha (23, 12]. Tn con
on improving enline analytics in the

stream-engines,

i

arse-grained, where

ica I8 con

operations irrespective of ori

we

e been recently propos

9. CONCLUBING REMARKS

Dynarnic compute and network overheads can signifi-
cantly itnpact the pmfo-manr*(‘ of streaming systems. In this

paper, we present efficient ifechniques for dynamic topol-
ogy re-optimizaiion, fhruugh the use of a feedback-driven
contrel loop.  We present a novel technique for network-
sware tuple routing using consistent hashing. that improves
stream flow throughput in the presence of a number of run-
tirne overheads. We alse present methods
mization of overlay topologies for group communication op-

rations. To enable fast topology sation with least
system-disruption, we 1, fault-tolerant

light-weight,
protocol. Al of the proposed technigues are implemented

for dynamic opti-

present a
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in a real systern and comprehensively v }(‘aieﬁ on three
real applications. We demonstrate significant
in pcrinnﬁrxr‘-cc {20% to 200%), while dealing with various
and network bottlenecks. \/"e show that cur per-
formance improvements are robust to dynamic changes, as
well as complex congestion patte\‘ns Given the importance
of stream processi and the ubiquity of dynamic
netwark state in ¢
ificant and practic
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Add button. Add

Statement under 37 CFR 1.55 or 1.78 for AlA (First Inventor to File) Transition
Applications

This application (1) claims priority tc or the benefit of an application filed before March 16, 2013 and (2) also

contains, or contained at any time, a claim to a claimed invention that has an effective filing date on or after March
[] 16, 2013.

NOTE: By providing this statement under 37 CFR 1.55 cr 1.78, this application, with a filing date on or after March

16, 2013, will be examined under the first inventor to file provisions of the AlA.
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PTO/AIA/14 (12-13)

Approved for use through 04/30/2017. OMB 0651-0032

U.S. Patent and Trademark Office; U.S. DEPARTMENT OF COMMERCE

Under the Paperwork Reduction Act of 1995, no persons are required to respond to a collection of information unless it contains a valid OMB control number.

Attorney Docket Number | 14097P

Application Data Sheet 37 CFR 1.76

Application Number

Title of Invention | Dynamic, Network-Award Topology Optimization for Accelerating Stream Processing Applications

Authorization to Permit Access:

[] Authorization to Permit Access to the Instant Application by the Participating Offices

If checked, the undersigned hereby grants the USPTO authority to provide the European Patent Office (EPO),

the Japan Patent Office (JPQ), the Korean Intellectual Property Office (KIPQO), the World Intellectual Property Office (WIPO),
and any other intellectual property offices in which a foreign application claiming priority to the instant patent application

is filed access to the instant patent application. See 37 CFR 1.14(c) and (h). This box should not be checked if the applicant
does not wish the EPO, JPO, KIPO, WIPO, or other intellectual property office in which a foreign application claiming priority
to the instant patent application is filed to have access to the instant patent application.

In accordance with 37 CFR 1.14(h){3), access will be provided to a copy of the instant patent application with respect

to: 1) the instant patent application-as-filed; 2) any foreign application to which the instant patent application

claims priority under 35 U.S.C. 119(a)-{(d) if a copy of the foreign application that satisfies the certified copy requirement of
37 CFR 1.55 has been filed in the instant patent application; and 3) any U.S. application-as-filed from which benefit is
sought in the instant patent application.

In accordance with 37 CFR 1.14(c}, access may be provided to information concemning the date o f filing this Authorization.

Applicant Information:

Providing assignment information in this section does not substitute for compliance with any requirement of part 3 of Title 37 of CFR
to have an assignment recorded by the Office.

Applicant 1

If the applicant is the inventor (or the remaining joint inventor or inventors under 37 CFR 1.45), this section should not be completed.
The information to be provided in this section is the name and address of the legal representative who is the applicant under 37 CFR
1.43; or the name and address of the assignee, person to whom the inventor is under an obligation to assign the invention, or person
who otherwise shows sufficient proprietary interest in the matter who is the applicant under 37 CFR 1.46. If the applicant is an
applicant under 37 CFR 1.46 {assignhee, person to whom the inventor is obligated to assign, or person who otherwise shows sufficient
proprietary interest) together with one or more joint inventors, then the joint inventor or inventors who are also the applicant should he

identified in this section.

(®) Assignee (O Legal Representative under 35 U.S.C. 117 (O Joint Inventor

O Person to whom the inventor is obligated to assign. O Person who shows sufficient proprietary interest

If applicant is the legal representative, indicate the authority to file the patent application, the inventor is:

Name of the Deceased or Legally Incapacitated Inventor :

If the Applicant is an Organization check here.

Organization Name NEC Laboratories America, Inc.
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PTO/AIA/14 (12-13)

Approved for use through 04/30/2017. OMB 0651-0032

U.S. Patent and Trademark Office; U.S. DEPARTMENT OF COMMERCE

Under the Paperwork Reduction Act of 1995, no persons are required to respond to a collection of information unless it contains a valid OMB control number.

Attorney Docket Number | 14097P

Application Data Sheet 37 CFR 1.76

Application Number

Title of Invention | Dynamic, Network-Award Topology Optimization for Accelerating Stream Processing Applications

Mailing Address Information For Applicant:

Address 1 4 Independence Way

Address 2 Suite 200

City Princeton State/Province NJ
Country il us Paostal Code 08540
Phone Number Fax Number

Email Address

Additional Applicant Data may be generated within this form by selecting the Add button. Add

Assignee Information including Non-Applicant Assignee Information:

Providing assignment information in this section does not subsitute for compliance with any requirement of part 3 of Title 37 of CFR to
have an assignment recorded by the Office.

Assignee 1

Complete this section if assignee information, including non-applicant assignee information, is desired to be included on the patent
application publication . An assignee-applicant identified in the "Applicant Information" section will appear on the patent application
publication as an applicant. For an assighee-applicant, complete this section only if identification as an assignee is also desired on the
patent application publication.

Remove

If the Assignee or Non-Applicant Assighee is an Organization check here. ]

Prefix Given Name Middle Name Family Name Suffix

Mailing Address Information For Assignee including Non-Applicant Assignee:

Address 1

Address 2

City State/Province
Country i Postal Code
Phone Number Fax Number

Email Address

Additional Assignee or Non-Applicant Assignee Data may be generated within this form by
; Add
selecting the Add button.
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PTO/AIA/14 (12-13)

Approved for use through 04/30/2017. OMB 0651-0032
U.S. Patent and Trademark Office; U.S. DEPARTMENT OF COMMERCE
Under the Paperwork Reduction Act of 1995, no persons are required to respond to a collection of information unless it contains a valid OMB control number.

Application Data Sheet 37 CFR 1.76

Attorney Docket Number

14097P

Application Number

Title of Invention

Dynamic, Network-Award Topology Optimization for Accelerating Stream Processing Applications

Signature:
NOTE: This form must be signed in accordance with 37 CFR 1.33. See 37 CFR 1.4 for signature requirements and
certifications.
Signature |[/Joseph Kolodka/ Date (YYYY-MM-DD)| 2015-03-13
First Name | Joseph Last Name Kolodka Registration Number | 39731
Additicnal Sighature may he generated within this form by selecting the Add button. Add

This collection of information is required by 37 CFR 1.76. The information is required to obtain or retain a benefit by the public which
is to file (and by the USPTO to process) an application. Confidentiality is governed by 35 U.S.C. 122 and 37 CFR 1.14. This
collection is estimated to take 23 minutes to complete, including gathering, preparing, and submitting the completed application data
sheet form to the USPTO. Time will vary depending upon the individual case. Any comments on the amount of time you require to
complete this form and/or suggestions for reducing this burden, should be sent to the Chief Information Officer, U.S. Patent and
Trademark Cffice, U.S. Department of Commerce, P.O. Box 1450, Alexandria, VA 22313-1450. DO NOT SEND FEES OR
COMPLETED FORMS TO THIS ADDRESS. SEND TO: Commissioner for Patents, P.O. Box 1450, Alexandria, VA 22313-1450.
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Privacy Act Statement

The Privacy Act of 1974 (P.L. 93-579) requires that you be given certain information in connection with your submission of the attached form related to
a patent application or patent. Accordingly, pursuant to the requirements of the Act, please be advised that: (1) the general authority for the collection
of this information is 35 U.5.C. 2(b)(2); (2) furnishing of the information sclicited is voluntary; and (3) the principal purpose for which the information is
used by the U.S. Patent and Trademark Office is to process and/or examine your submission related to a patent application or patent. If you do not
furnish the requested information, the U.S. Patent and Trademark Office may not be able to process and/or examine your submission, which may
result in termination of proceedings or abandonment of the application or expiration of the patent.

The information provided by you in this form will be subject to the following routine uses:

1.

administrative tribunal, including disclosures to opposing counsel in the course of settlement negotiations.

3.

The information on this form will be treated confidentially to the extent allowed under the Freedom of Information Act (5 U.S5.C. 552)
and the Privacy Act (& U.S.C. 552a). Records from this system of records may be disclosed to the Department of Justice to determine
whether the Freedom of Information Act requires disclosure of these records.

A record from this system of records may be disclosed, as a routine use, in the course of presenting evidence to a court, magistrate, or

A record in this system of records may be disclosed, as a routine use, to a Member of Congress submitting a request involving an
individual, to whom the record pertains, when the individual has requested assistance from the Member with respect to the subject matter of
the record.

A record in this system of records may be disclosed, as a routine use, to a contractor of the Agency having need for the information in
order to perform a contract. Recipients of information shall be required to comply with the requirements of the Privacy Act of 1974, as
amended, pursuant to 5 U.S.C. 552a(m).

A record related to an International Application filed under the Patent Cooperation Treaty in this system of records may be disclosed,
as a routine use, to the International Bureau of the World Intellectual Property Organization, pursuant to the Patent C ¢ o p eration Treaty.

A record in this system of records may be disclosed, as a routine use, to another federal agency for purposes of National Security
review (35 U.S.C. 181) and for review pursuant to the Atomic Energy Act (42 U_.S.C. 218(c)).

A record from this system of records may be disclosed, as a routine use, to the Administrator, General Services, or his/her designee,
during an inspection of records conducted by GSA as part of that agency's responsibility to recommend improvements in records
management practices and programs, under authority of 44 U.5.C. 2904 and 2906. Such disclosure shall be made in accordance with the
GS8A regulations governing inspection of records for this purpose, and any other relevant (i.e., GSA or Commerce) directive. Such
disclosure shall not be used to make determinations about individuals.

A record from this system of records may be disclosed, as a routine use, to the public after either publication of the application pursuant
to 35 U.S.C. 122(b) or issuance of a patent pursuant to 35 U.S.C. 151. Further, a record may be disclosed, subject to the limitations of 37
CFR 1.14, as a routine use, to the public if the record was filed in an application which became abandoned or in which the proceedings were
terminated and which application is referenced by either a published application, an application open to public inspections or an issued
patent.

A record from this system of records may be disclosed, as a routine use, to a Federal, State, or local law enforcement agency, if the
USPTO becomes aware of a violation or potential violation of law or regulation.
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