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Examiner Name BLAIR, Douglas B.
Attorney Docket No. 2711-0073
Confirmation No. 3296

NON-PATENT REFERENCES

Examiner| Cite
Initials™ No.

Non-patent Reference bibliographic information, where available

Notes

13-1

DEPOSITION of James A. BALTER, Civil Action No. 2:07¢cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 19, email from David A. Farber dated May 12,
1999 [1 pg.]

13-2

DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 20, email from If-tech@sandpiper.com dated
11/25/1997 [3 pgs.]

13-3

DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 21, document titied “Patent Claim: HTTP
Redirector” Draft 2, May 20, 1996, Dave Farber, Sandpiper Software Consulting,
LLC [11 pgs.]

13-4

DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 22, document titled “Patent Claim: Resource
Request Redirector,” Dave Farber, Sandpiper Software Consulting, LLC, Draft 3,
May 24, 1996 [17 pgs.]

13-5

DEPOSITION of James A. BALTER, Civil Action No. 2:07¢cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 23, document titled “Patent Claim: Network
Reflector/Repeater,” Dave Farber, Sandpiper Software Consulting, LLC, Draft 5,
July 2, 1996 [21 pgs.]

13-6

DEPOSITION of James A. BALTER, Civil Action No. 2:07¢cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 24, document titled “Software Design
Specification: Advanced Rewrite Tool,” J. Balter, 12/3/99, Sandpiper Networks, Inc.

13-7

DEPOSITION of James A. BALTER, Civil Action No. 2:07¢cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 3, email from Andrew Swart dated April 1, 1998

[1pg.]
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NON-PATENT REFERENCES
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14-1 | DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 4, email from Rick [Richard] Greer dated
12/14/1998 [6 pgs] '

14-2 | DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 5, copy of U.S. Patent No. 6,654,807 [28 pgs.]

14-3 | DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 6, copy of U.S. Patent No. 7,054,935 [24 pgs.]

14-4 | DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 7, email from David A. Farber dated Dec. 21,
1998 [2 pg.]

14-5 | DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D. }
Va.), Aug. 8, 2008, Depo. EXHIBIT 8, email from David A. Farber dated Jan. 11,
1999 [1 pg.]

14-6 | DEPOSITION of James A. BALTER, Civil Action No. 2:07cv589 (WDK-FBS) (E.D.
Va.), Aug. 8, 2008, Depo. EXHIBIT 9, email from Jim [James] Balter dated
04/19/1999 [4 pgs.]

14-7 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 11, copy of U.S. Pat. No. 6,185,598 [23
pgs.]
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*Examiner: Initial if reference was considered, whether or not citation is in conformance with MPEP 609. Draw a line through citation if
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following is provided: EA = English Abtract, T = Translation, PF = Patent Family.
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Examiner Name BLAIR, Douglas B.
Attorney Docket No. 2711-0073
Sheet 15 of 20 Confirmation No. 3296
NON-PATENT REFERENCES
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15-1 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 12, email from David A. Farber sent Jan.
18, 1999 [4 pgs.]

15-2 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 195, document titled “Web
Repeater” (Interactive Systems Corporation), Sandpiper Software, 11/23/96, [80
pgs]

15-3 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 196, Subpoena in Civil Case 2:07cv589
RGD/FBS (E.D. Va.), 6/19/08 {10 pgs.]

15-4 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 197, email from Rick Greer sent 2/18/1999
[3 pgs.]

15-5 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07¢cv589 )
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 198, email from Rick Greer sent 1/20/99 [7
pgs.]

15-6 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 199, email from Rick@sandpiper.com sent
10/9/1998

15-7 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07¢cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 200 email from Rick@sandpiper.com sent
10/2/1998 [2 pgs.]

.‘;
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*Examiner: Initial if reference was considered, whether or not citation is in conformance with MPEP 609. Draw a line through citation if
not in conformance and not considered. Include a copy of this form with next communication to applicant. Notes: [f identified, the

following is provided: EA = English Abtract, T = Translation, PF = Patent Family.
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16-1 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 201, email from Will Crowder sent
12/21/1998 [2 pgs.]

16-2 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 202, email from rick@digisle.com sent
11/20/2000 [2 pgs.]

16-3 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589 )
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 203, mail from David A. Farber sent
11/3/1999 [1 pg.]

16-4 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 4, email from Rick Greer sent Dec. 14,
1998 [6 pgs.]

16-5 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07¢cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 5, copy of U.S. Pat. No. 6,654,807 [28 pgs.]

16-6 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 6, copy of U.S. Pat. No. 7,054,935 [24 pgs.]

16-7 | DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 7, email from David A. Farber sent
12/21/1998 [2 pgs.]
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*Examiner: Initial if reference was considered, whether or not citation is in conformance with MPEP 609. Draw a line through citation if
not in conformance and not considered. Include a copy of this form with next communication to applicant. Notes: If identified, the

following is provided: EA = English Abtract, T = Translation, PF = Patent Family.
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Filing Date Feb. 23, 2005

First Named Inventor Farber, David A.

Examiner Name BLAIR, Douglas B.

Attorney Docket No. 2711-0073

Sheet 17 of 20 Confirmation No. 3296

NON-PATENT REFERENCES

Examiner| Cite | Non-patent Reference bibliographic information, where available Notes
Initials* No. -
17-1 DEPOSITION of Richard E. Greer, Sept. 3, 2008, in Civil Action No. 2:07cv589
(WDK-FBS) (E.D. Va.), Depo. EXHIBIT 8, email from David A. Farber sent Jan. 11,
1999 [4 pgs.]
17-2 | DEPOSITION Transcript OF Andrew D. SWART, Aug. 21, 2008, in Civil Action No.
2:07cv589 (WDK-FBS) (E.D. Va.) [redacted, 98 pgs.]
17-3 | DEPOSITION Transcript OF Andrew D. SWART, Sept. 5, 2008, in Civil Action No.
2:07¢cv589 (WDK-FBS) (E.D. Va.) [redacted, 78 pgs.]
17-4 | Deposition transcript of David A. Farber, Sept. 9, 2008, in Civil Action No.
2:07¢cv589 (WDK-FBS) (E.D. Va.) [87 pgs.]
17-5 | DEPOSITION Transcript OF JAMES A. BALTER, AUGUST 8, 2008, in Civil Action -
No. 2:07¢cv589 (WDK-FBS) (E.D. Va.) [69 pgs.] ’
17-6 | DEPOSITION transcript of Richard E. Greer, Sept. 3, 2008, in Civil Action No.
2:07cv589 (WDK-FBS) (E.D. Va.) [79 pgs.]
17-7 | Exhibit A to REPLY AND SUPPLEMENTAL REPORT OF DR. KEVIN C.
ALMEROTH TO THE ANSWERING REPORT OF SCOTT BRADNER, in Civil
Action No. 2:07¢cv589 (RGD-FBS) (E.D. Va.) Sept. 5, 2008 {14 pgs.]

Examiner
Signature

Date
Considered

*Examiner: Initial if reference was considered, whether or not citation is in conformance with MPEP 609. Draw a line through citation if
not in conformance and not considered. Include a copy of this form with next communication to applicant. Notes: If identified, the

following is provided: EA = English Abtract, T = Translation, PF = Patent Family.
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INFORMATION DISCLOSURE : :
First Named Inventor  [Farber, David A.
STATEMENT BY APPLICANT -
FORM PTO-1449 (modified) Group Art Unit 2442
Examiner Name BLAIR, Douglas B.
Attorney Docket No. 2711-0073
Sheet 18 of 20 Confirmation No. 3296
NON-PATENT REFERENCES
Examiner| Cite | Non-patent Reference bibliographic information, where available Notes
Initials™ No.

18-1 | Exhibit B to REPLY AND SUPPLEMENTAL REPORT OF DR. KEVIN C.
ALMEROTH TO THE ANSWERING REPORT OF SCOTT BRADNER, in Civil
Action No. 2:07¢cv589 (RGD-FBS) (E.D. Va.) Sept. 5, 2008 [12 pgs.]

18-2 | Exhibit C to REPLY AND SUPPLEMENTAL REPORT OF DR. KEVIN C.
ALMEROTH TO THE ANSWERING REPORT OF SCOTT BRADNER, in Civil
Action No. 2:07¢v589 (RGD-FBS) (E.D. Va.) Sept. 5, 2008 [12 pgs.]

18-3 | Exhibit D to REPLY AND SUPPLEMENTAL REPORT OF DR. KEVIN C.
ALMEROTH TO THE ANSWERING REPORT OF SCOTT BRADNER, in Civil
Action No. 2:07¢cv589 (RGD-FBS) (E.D. Va.) Sept. 5, 2008 [13 pgs.]

18-4 | Joint Statement Regarding Claim Construction with Exhibit “The ‘807 and ‘935
Footprint Patents,” in Civil Action No. 2:07cv589 (RGD-FBS) (E.D. Va.), filed
07/09/08 [27 pgs.]

18-5 | LEVEL 3'S MEMORANDUM OF LAW IN REPLY TO LIMELIGHT'S CLAIM -
CONSTRUCTION BRIEF, in Civil File No. 2:07CV589 (E.D. Va.), July 3, 2008 [24
pgs. + exhibits]

18-6 | LEVEL 3'S MOTION FOR JUDGMENT AS A MATTER OF LAW OR, IN THE
ALTERNATIVE, FOR A NEW TRIAL PURSUANT TO RULES 50(B) AND 59(A), in
Civil File No. 2:07CV589 (E.D. Va.), Feb. 9, 2009 [3 pgs.]

18-7 | LEVEL 3'S REPLY IN FURTHER SUPPORT OF ITS MOTION FOR JUDGMENT
AS A MATTER OF LAW OR, IN THE ALTERNATIVE, FOR A NEW TRIAL
PURSUANT TO RULES 50(B) AND 59(A), Mar. 12, 2009, in Civil Action No.
2:07cv589 (MSD-FBS) (E.D. Va.) [22 pgs.]

Examiner Date
Signature Considered

*Examiner: Initial if reference was considered, whether or not citation is in conformance with MPEP 609. Draw a line through citation if
not in conformance and not considered. Include a copy of this form with next communication to applicant. Notes: If identified, the

following is provided: EA = English Abtract, T = Translation, PF = Patent Family.
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Application No. 11/065,412
Filing Date Feb. 23, 2005
INFORMATION DISCLOSURE First Named Inventor Farber, David A.
STATEMENT BY APPLICANT -
FORM PTO-1449 (modified) Group Art Unit 2442
Examiner Name BLAIR, Douglas B.
Attorney Docket No. 2711-0073
Sheet 19 of 20 Confirmation No. 3296
NON-PATENT REFERENCES
Examiner| Cite | Non-patent Reference bibliographic information, where available Notes
Initials™ No.

19-1 [ LIMELIGHT NETWORKS, INC.’'S Claim Construction Hearing Presentation, July
14, 2008, in Civil File No. 2:07CV589 (E.D. Va.) [123 pgs]

19-2 | LIMELIGHT'S OPPOSITION TO LEVEL 3'S MOTION FOR JUDGMENT AS A
MATTER OF LAW OR, IN THE ALTERNATIVE, FOR A NEW TRIAL PURSUANT
TO RULES 50(B) AND 59(A), Mar. 2, 2009, in Civil Action No. 2:07cv589 (MSD-
FBS) (E.D. Va.) [31 pgs.]

19-3 | Markman PowerPoint Presentation, July 9, 2008 in Civil File No. 2:07CV589 (E.D.
Va.) [16 pgs.]

19-4 | MEMORANDUM OF LAW IN SUPPORT OF LEVEL 3's PROPOSED CLAIM
CONSTRUCTIONS in Case No. 2:07cv589 RDG FBS, (E.D. Va.) June 14, 2008 [32
pgs. + exhibits]

19-5 | REPLY AND SUPPLEMENTAL REPORT OF DR. KEVIN C. ALMEROTH TO THE .
ANSWERING REPORT OF SCOTT BRADNER, in Civil Action No. 2:07cv589
(RGD-FBS) (E.D. Va.) Sept. 5, 2008 [62 pgs.]

19-6 | SECOND SUPPLEMENTAL EXPERT REPORT OF DR. KEVIN C. ALMEROTH
Civil Action No. 2:07cv589 (RGD-FBS) (E.D. Va.) Dec. 24, 2008 [9 pgs.]

19-7 | SUPPLEMENTAL ANSWERING REPORT OF SCOTT BRADNER PURSUANT TO
FED. R. CIV. 26(a)(2)(B) CONCERNING THE VALIDITY OF U.S. PATENT NO.
6,654,807 CIVIL ACTION NO. 2:07CV589 (RGD-FBS) (E.D. Va.) 12/10/2008 [28
pgs.]

Examiner Date
Signature Considered

*Examiner: Initial if reference was considered, whether or not citation is in conformance with MPEP 609. Draw a line through citation if
not in conformance and not considered. Include a copy of this form with next communication to applicant. Notes: If identified, the

following is provided: EA = English Abtract, T = Translation, PF = Patent Family.
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First Named Inventor  |Farber, David A.
Group Art Unit 2442

Examiner Name BLAIR, Douglas B.
Attorney Docket No. 2711-0073
Confirmation No. 3296

NON-PATENT REFERENCES

Examiner| Cite Non-patent Reference bibliographic information, where available Notes
Initials™ No. A
20-1 TRANSCRIPT of Proceedings for Jury Trial, Norfolk, VA, Jan. 7 to 23, 2009, in Civil
Action No. 2:07¢cv589 (E.D. Va.) [1052 pgs.]
' 20-2 | TRANSCRIPT of Proceedings for Markman Follow-up Hearing, Norfolk, VA,
October 23, 2008, in Civil Action No. 2:07cv589 (E.D. Va.) [68 pgs.]
20-3 | TRANSCRIPT of Proceedings for Markman Hearing, Norfolk, VA, July 14, 2008, in
Civil Action No. 2:07cv589 (E.D. Va.) [69 pgs.]
20-4
20-5 -
20-6
20-7

cniaiasi e
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Date
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*Examiner: lInitial if reference was considered, whether or not citation is in conformance with MPEP 609. Draw a line through citation if
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Approved for use through 06/30/2010. OMB 0651-0032

U.S. Patent and Trademark Office; U.S. DEPARTMENT OF COMMERCE
ork Reduction Act of 1995 no persons are required to respond to a collection of information unless it displays a valid OMB control number

%’. Under the P.
g‘ Effective on 12/08/2004. Complete if Known
ant to the Consolidated Appropriations Act, 2005 (H.R. 4818).

Application Numb 11/065,412
FEE TRANSMITTAL [Fwooe  ooraems

For FY 2009 First Named Inventor | FARBER, David
Examiner N
[ Applicant claims small entity status. See 37 CFR 1.27 ey BLAIR, Douglas B.
Art Unit 2442
\ TOTAL AMOUNT OF PAYMENT | ($) 180 Attorney Docket No. | 2711-0073 (0090-US-C3) y,

METHOD OF PAYMENT (check all that apply)

D Check D Credit Card DMoney Order DNone [:]Other (please identify):

Deposit Account  Deposit Account Number: 501860 Deposit Account Name: DAVIDSON BERQUIST JACKS(
For the above-identified deposit account, the Director is hereby authorized to: (check all that apply)

Charge fee(s) indicated below D Charge fee(s) indicated below, except for the filing fee

Charge any additional fee(s) or underpayments of fee(s) |/ | credit any overpayments
under37 CFR1.16 and 1.17 y overpay

WARNING: Information on this form may become public. Credit card information should not be included on this form. Provide credit card
4 information and authorization on PTO-2038.

FEE CALCULATION
1. BASIC FILING, SEARCH, AND EXAMINATION FEES
FIUNGSFEEISE SEARCH FEES EXAMINATION FEES
mall Entity Small Entity Small Entity
Application Type Fee ($)  Fee (§) Fee ($) m:ee (5")' Fee ($) mpaee (;nl' Fees Paid ($)
Utility 330 165 540 270 220 110
Design 220 110 100 50 140 70
Plant 220 110 330 165 170 85
Reissue 330 165 540 270 650 325
Provisional 220 110 0 0 0 0
2. EXCESS CLAIM FEES Small Entity
Fee Description Fee ($) Fee ($)
Each claim over 20 (including Reissues) 52 26
Each independent claim over 3 (including Reissues) 220 110
Multiple dependent claims 390 195
Total Claims Extra Claims Fee ($) Fee Paid ($) Multiple Dependent Claims
-20 orHP = X = Fee ($) Fee Paid ($)
HP = highest number of total claims paid for, if greater than 20.
Indep. Claims Extra Claims Fee ($) Fee Paid ($)
-3 0orHP = X =

HP = highest number of independent claims paid for, if greater than 3.
3. APPLICATION SIZE FEE i
If the specification and drawings exceed 100 sheets of paper (excluding electronically filed sequence or computer
listings under 37 CFR 1.52(e)), the application size fee due is $270 ($135 for small entity) for each additional 50
sheets or fraction thereof. See 35 U.S.C. 41(a)(1)(G) and 37 CFR 1.16(s).
Total Sheets Extra Sheets Number of each additional 50 or fraction thereof Fee ($) Fee Paid ($)
: -100= /150 = (round up to a whole number) x B

4. OTHER FEE(S)

E . ) . . Fees Paid ($)
Non-English Specification, $130 fee (no small entity discount)
Other (e.g., late filing surcharge): Information Disclosure Statement (1806) Rule 17(p) 180
(suBMITTED BY R
. . . Registration No. Teleph
Signature /Brian Siritzky/Reg. No. 37,497 (Atorney/Agent) 37,497 elephone 703 894.6400
|Name (PrintType)| Brian Siritzky Date July 17, 2009 )

This collection of information is required by 37 CFR 1.136. The information is required to obtain or retain a benefit by the public which is to file (and by the
USPTO to process) an application. Confidentiality is governed by 35 U.S.C. 122 and 37 CFR 1.14. This collection is estimated to take 30 minutes to complete,
including gathering, preparing, and submitting the completed application form to the USPTO. Time will vary depending upon the individual case. Any comments
on the amount of time you require to complete this form and/or suggestions for reducing this burden, should be sent to the Chief information Officer, U.S. Patent
and Trademark Office, U.S. Department of Commerce, P.O. Box 1450, Alexandria, VA 22313-1450. DO NOT SEND FEES OR COMPLETED FORMS TO THIS
ADDRESS. SEND TO: Commissioner for Patents, P.O. Box 1450, Alexandria, VA 22313-1450.

If you need assistance in completing the form, call 1-800-PT0O-9199 and select option 2.
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JUL 1720 ) Approved for use through 06/30/2010. OMB 0651-0032

U.S. Patent and Trademark Office; U.S. DEPARTMENT OF COMMERCE
%’ perwork Reduction Act of 1995 no persons are required to respond to a collection of information unless it displays a valid OMB control number
) Effective on 12/08/2004. Complete if Known )
uant to the Consolidated Appropriations Act, 2005 (H.R. 4818).
11/065,412

Under thi
o Application Numb
FEE TRANSMITTAL [Fireone TJonzuzos

For FY 2009 First Named Inventor | FARBER, David
Examiner Name
D Applicant claims small entity status. See 37 CFR 1.27 xamirer Tam BLAIR, Douglas B.
Art Unit 2442
TOTAL AMOUNT OF PAYMENT | (§) 180 Attorney Docket No. [ 2711-0073 (0080-US-C3) W,

METHOD OF PAYMENT (check all that apply)

DCheck DCredit Card DMoney Order DNone DOther (please identify).

Deposit Account  Deposit Acsount Number. 501860 Deposit Account Name:_ DAVIDSON BERQUIST JACKS(
For the above-identified deposit account, the Director is hereby authorized to: (check all that apply)
Charge fee(s) indicated below D Charge fee(s) indicated below, except for the filing fee

Charge any additional fee(s) or underpayments of fee(s) Credit t
under 37 CFR 1.16 and 1.17 reait any overpayments

WARNING: Information on this form may become public. Credit card information should not be included on this form. Provide credit card
information and authorization on PTO-2038.

FEE CALCULATION
1. BASIC FILING, SEARCH, AND EXAMINATION FEES
FILINGSFEE"SE SEARCH FEES EXAMINATION FEES
mall Enti Small Entity Small Entity
Application Type Fee ($) Tmm Fee ($) m:ee (;n)I Fee mpze (g)l Fees Paid ($)
Utility 330 165 540 270 220 110
Design 220 110 100 50 140 70
Plant 220 110 330 165 170 85
Reissue 330 165 540 270 650 325
Provisional 220 110 0 0 0 0
2. EXCESS CLAIM FEES Small Entity
Fee Description Fee ($) Fee ($)
Each claim over 20 (including Reissues) 52 26
Each independent claim over 3 (including Reissues) 220 110
Multiple dependent claims 390 195
Total Claims Extra Claims Fee ($) Fee Paid ($) Multiple Dependent Claims
-200rHP = X = Fee ($) Fee Paid ($)
HP = highest number of total claims paid for, if greater than 20.
Indep. Claims Extra Claims Fee ($) Fee Paid ($)
-30rHP = X =

HP = highest number of independent claims paid for, if greater than 3.
3. APPLICATION SIZE FEE . )
If the specification and drawings exceed 100 sheets of paper (excluding electronically filed sequence or computer
listings under 37 CFR 1.52(e)), the application size fee due is $270 ($135 for small entity) for each additional 50

sheets or fraction thereof. See 35 U.S.C. 41(a)(1)(G) and 37 CFR 1.16$s).
Total Sheets Extra Sheets Number of each additional 50 or fraction thereof Fee (§) Fee Paid ($)
-100= /50= __ (round up to a whole number) x =

4. OTHER FEE(S)

. . . ) . Fees Paid ($)
Non-English Specification, $130 fee (no small entity discount)
Other (e.g., late filing surcharge):Information Disclosure Statement (1806) Rule 17(p) 180
SUBMITTED BY
Signature /Brian Siritzky/Reg. No. 37,497 S\ig'rigj‘)\gzn'ff' 37, 497 Telephone 703 894.6400
|Name (Print/Type)| Brian Siritzky Date July 17, 2009

This collection of information is required by 37 CFR 1.136. The information is required to obtain or retain a benefit by the public which is to file (and by the
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IN THE UNITED STATES DISTRICT COURT
FOR THE EASTERN DISTRICT OF VIRGINIA
Norfolk Division

LEVEL 3 COMMUNICATIONS, LLC,

Plaintiff,
V.
LIMELIGHT NETWORKS, INC.,
Defendant.

Civil Action No. 2:07cv589 (RGD-FBS)

JOINT STATEMENT REGARDING CLAIM CONSTRUCTION

Pursuant to the Court's June 26, 2008 Order, Plaintiff Level 3 Communications , LLC

("Level 3") and Defendant Limelight Networks, Inc. ("Limelight") respectfully submit this Joint

Statement Regarding Claim Construction. At issue is the construction of disputed terms from the

three patents-in-suit: U.S. Patent No. 6,654,807, U.S. Patent No. 7,054,935 (collectively the

"Footprint Patents"), and U.S. Patent No. 6,473,405 (the "Routing Patent™).

I Construction of the Claims and Terms to Which the Parties Agrée

. The parties agree upon the construction of the following claim terms, both of which are

found in the Routing Patent:

"cost"

The value of network communication performance metrics, in

accordance with a practitioner's priorities and needs, associated

with transmitting a message from a source to a destination.
"existing routing The routing mechanisms used by the underlying network.
mechanisms" )

1-825107.1
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II. Each Side's Construction of Disputed Claims and Terms
A table setting forth each party's proposed construction of disputed claims and terms is
attached hereto as Exhibit A.

III.  Each Side's Rebuttal to the Proposed Construction Submitted by the Opposing
Party

Each party's rebuttal to the proposed construction offered by the opposing party is also
set fc;rth in Exhibit A.
IV.  Proposed Witnesses for the Claim Construction Hearing

The parties' respective proposed witnesses during the claim construction hearing are set

forth in the table below with a brief description of each of the respective witness' testimony.

RIEE DES N OF
Mr. Clark will provide expert testimony regarding the
construction of disputed claim terms from the perspective of
one of ordinary skill in the art. Specifically, Mr. Clark will
testify regarding the technology at issue, including networking,
content delivery, routing techniques, hardware and software
used to deliver content over a communication network such as
the Internet, hardware and software used to route a message
through a communication network such as the Internet,
hardware and software used to control traffic flows through a
communication networks such as the Internet, congestion
management techniques, the expertise and understanding of one
skilled in the art, and matters covered in his declarations in
support of Level 3's Opening and Reply Briefs.

Kevin Almeroth | Limelight | Limelight believes the pending claim construction issues can be
resolved based on the declarations submitted with the parties’
briefs and believes that live witness testimony is not necessary
at the Markman hearing. However, if Level 3 presents live
witness testimony, Limelight reserves the right to call Dr. Kevin
Almeroth to rebut such testimony. Dr. Almeroth also will
provide a brief description of the relevant background to the
technology for selecting content servers and the technology for
assessing and responding to requests to servers on the Internet,
and will offer testimony the subject-matter covered in his
Declaration submitted as Exhibit 6 in support of Limelight’s
Claim Construction brief. This subject-matter includes the
understanding of a person of ordinary skill in the art of the

bny Clark

2
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RIEF:DESCRIBTIONIOBTESTHIMON
terms “repeater selector mechanism,” “subscriber verifying

mechanism,” “rejection,” “resource,” “overlay node,” and “real-
time.”
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Dated: July 9, 2008

LEVEL 3 COMMUNICATIONS, LLC

By: : /s/ 4

Michael R. Katchmark (VA Bar No. 40440)
Counsel for Level 3 Communications, LLC
Willcox & Savage PC

One Commercial Place

Suite 1800

Norfolk, VA 23510

(757) 628-5500

(757) 628-5566 Facsimile

mkatchmark@wilsav.com

Charles B. Molster, III (VA Bar No. 23613)
Ryan Sparacino (VA Bar No. 68675)
Winston & Strawn LLP

1700 K Street, NW

Washington, DC 20006

(202) 282-5988

(202) 282-5100(fax)
cmolster@winston.com

Peter C. McCabe
Peggy M. Balesteri
Winston & Strawn LLP
35 West Wacker Dr.
Chicago, Illinois 60601
(312) 558-5600

Pejman F. Sharifi

Jason S. Charkow

Winston & Strawn LLP

200 Park Avenue

New York, New York 10166
(212) 294-6700

Counsel for Level 3 Communications, LLC
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Respectfully submitted,
LIMELIGHT NETWORKS,‘INC.

By: /s/

Daniel F. Attridge

Charanjit Brahma
Kirkland & Ellis LLP
655 Fifteenth St., N.W.
Suite 1200
Washington, D.C. 2005
(202) 879-5000
(202) 879-5200
Dattridge@kirkland.com

cbrahma@kirkland.com

Stephen E. Noona

Kaufman & Canoles, P.C.

150 W. Main Street, Suite 2100
Norfolk, VA 23510

(757) 624-3000

(757) 624-3169

Counsel for Limelight Networks, Inc.
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EXHIBIT A

THE ‘807 AND ‘935 FOOTPRINT PATENTS

1. “origin server”

Claim Term

‘807 & 935: passim | “origin server”

. LEVEL3:SIPROPOSED,DEE
A server containing subscriber resources,
which can be distributed to one or more
repeater servers. Level 3 Opening
Markman Brief (“L3 Br.”) at 7-8. ‘935

.| Patent, Fig. 2; Col. 4:28-29, 49-52; Col.

VIELIGHT’S PROPOSED DEFINITION.
Server from which subscriber resources
originate, and to which a client first makes a
request for a particular resource. (Limelight
Claim Construction Brief (“Limelight Br.”) at
13-14. “807 Patent, Col. 4:45, Col. 3:1-4, Col.

10:59-61; Col. 11:11-13; Col. 16:41-57.

1-825111.1
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Filed 07/09/2008 Page 2 of 23

EXHIBIT A

JEBISIREBULTAT
| Adding the word “originate” unduly limits

the functionality of an origin server as
described in the patent.

The specification does not require that an

| origin server be the server which first
receives client requests. A client request is
taught as being received by any one of a . .
reflector, an origin server or a repeater
server: See ‘935 Patent; Fig. 1; Col. 7:44-53
and Col. 8:28-31; 63-65 (describing a
reflector being able to receive a request for a
particular resource). See also ‘935 Patent, -
Fig. 2 (describing a repeater server being
able to first receive a request for a particular
resource); Col. 11:11-14 (“Note that the
bottom row of Fig. 2 refers to an origin
server, or a reflector, or a repeater, depending
on what the URL in step Al identifies.”);
Col. 16:46-54. '

In rebuttal to Limelight’s argument
concerning Level 3’s definition, Level 3’s
definition distinguishes between an origin
server and a repeater server. See ‘935 Patent,
Col. 11:11-13. Under Level 3’s definitions,
an origin server receives resources from
subscribers and distributes resources to
repeater servers, while a repeater server
receives resources from either an origin
server or another repeater server (but not a
subscriber) and services resource requests
from end users. Level 3 Reply Brief (“L3
Reply Br.”) at 5-6.

FIMEFIGHIRSIREBUIFIAL

Limelight’s construction relies on the
description of “the invention” in the patent,
which is that a client first makes a request to an
origin server, which is then intercepted and sent
to a repeater, and that the origin server is where
resources originate. (Limelight Br. 13; ‘807
Patent, Col. 4:45.)

Level 3’s construction reads out the description
of the invention — that the origin server is where
resources originate and to which a client first
makes a request for a resource. (Limelight Br.
13; ‘807 Patent, Col. 4:45, Col. 3:1-4, Col.

-] 3:10-11.). While repeater servers may receive

client requests, it is only after such requests
have first been made to an origin server.

Level 3’s construction makes no distinction
between origin servers and other servers, such
as other repeater servers. Repeater server
contain subscriber resources and can distribute
to other repeater servers. The origin server
must mean something different, so Level 3’s
construction fails. (Id.)

1-825111.1
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EXHIBIT A

2. “repeater server”

‘807 & ‘935: passim | “repeater server”

#3ISIPROBOSED/] ) DEE
A server which may receive resources Server that replicates some or all of the
from one or more origin servers and subscriber resources from one or more
which is used to service resource requests. | origin servers, and that receives client _
L3 Br. at 8-10. ‘935 Patent, Fig. 2; Col. requests directed to the server by a repeater
4:28-31; Col. 5:26-28, 31-33; Col. 10:62- selector mechanism. (Limelight Br. at 14.)

11:6

IMELIGHT:S REBU

The additional phrase “and that receives Level 3’s construction ignores the only

client requests directed to the server by a disclosed means of a repeater server receiving a

repeater selector mechanism” is unnecessary | client request so that it may serve the request:

and incorrect as a matter of law. the request is directed to the repeater server by
a repeater selector mechanism. (Limelight Br.

Limelight’s definition attempts to import 14; ‘807 Patent, Col. 3:1-11.) )

structural and functional limitations from .

other parts of the claims.

Limelight’s proposed definition adds a
limitation that is not included in other
asserted claims (e.g., ‘807 Patent, claim 26;
‘935 Patent, claim 1).

Limelight’s definition erroneously limits the
term to the preferred embodiment. L3 Reply
Br. at 6-7. '

I-825111.1 3
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EXHIBIT A

3. “repeater server network”

‘807 & “935: passim | “repeater server network”
‘ “repeater server network, including a plurality of repeaters”

DD
A network including repeater servers. L3
Br. at 10. ‘935 Patent, Fig. 1; Col. 4:33-37,
Col. 5:43-46.

Limelight’s definition reads the preferred
embodiment into the claim limitation by
including the phrase “connected to a master
repeater.” See ‘935 Patent, Col. 4:33-37.

There; has been no clear disavowal of claim
scope by the inventors.

An embodiment of a repeater server network
described in the specification makes no
réference to a “master repeater.” See ‘935
Patent, Col. 5:43-46 (“A complete operating
network consists of any number of clients,
repeaters, reflectors, and origin servers.
Reflectors communicate with the repeater
network, and repeaters in the network
communicate with one another.”).

Limelight is attempting to add functionality
where none is required. A master repeater
has different functionality than a non-master

or file history requires master repeaters to be
connected to non-master repeaters. L3 Reply
Br. at 8-9.

repeater. Nothing in the claims, specification

! ISIPROP

One or more repeater servers connected to a

master repeater. (Limelight Br. at 14-16.

‘807 Patent, Col 4:8-9, 18-19; Col. 11:50-55;

12:34-36.) ' ' :
IMEEIGHTESIREBUEFAT

T T

ED DEEINI

Each-term in a claim must be given meaning.
Level 3’s construction ignores the claim
language “including a plurality of repeater
servers.” The “repeater server network™ must
be more than just a collection of repeater
servers; otherwise, the language “including a
plurality of repeaters” would be superfluous.
(Limelight Br. at 15.) :

Level 3’s construction ignores the patent’s
description of what a repeater server network is
— repeater servers connected to a master
repeater (as depicted in Fig. 1 described as the
invention). The master repeater is central to the
invention, including repeater selection and
subscriber verification. Level 3 offers no
explanation as to how these functions are
disclosed in the patent if there are no master
repeaters in the network. (Id. at 15-16. ‘807
Patent, Col 4:8-9, 18-19; Col. 11:50-55, 58-59;
Col. 12:34-36; Col. 18:32-35; Col. 20:6-7; Col.
22:1-17)

1-825111.1
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EXHIBIT A

4. “subscriber”

‘807 & “935: passim | “subscriber”

3 ’SIPROPOSEDDEFIN | LIMELIG »
An entity that publishes resources via one | Entity that publlshes resources via an ongm
or more origin servers. L3 Br. at 10-11. server and is authorized to have requests for

such resources directed to the repeater
-_| server network. (Limelight Br. at 16.)

IMELIGHT;S REBUTTA
There is no requirement in the patent that a Level 3’s construction ignores the specification,
subscriber be “authorized” to receive which states that when an entity subscribes, it is
requests for resources. permitted to use the repeater server network.

Level 3 cites the preceding sentence in the

misplaced. It points to a portion of the SP e.‘; lfi‘;lat;);ltﬁ) 81(11p porF 1tt§ confstruczon,':ut
specification that describes what happens omuts the Cr cescription of a SUSCTIber as

after an entity becomes a subscriber. ‘935 ?ited by Limelight. (See Limelight Br. 16.
Patent, Col. 10:41-42. 807 Patent, Col. 10:36-40.)

Limelight’s citation to the specification is

Limelight is effectively reading a “reject” Level 3’s construction makes no distinction
limitation into the claims, even though some | between “subscribers” to the repeater server
claims already contain a “reject” limitation network, and any other “publishers” in the

(e.g., ‘935 Patent, claim 1), while others do | internet. (‘807 Patent, Col. 1:27-28.)

not (e.g., ‘807 Patent, claim 26).
(eg ) Limelight’s construction does not read a

“rejection” limitation into the claims, because it
makes no reference to how a request that is not
for an information from a subscriber is handled.

The prosecution history does not limit the
meaning of subscriber. L3 Reply Br. at 9.

1-825111.1 5
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EXHIBIT A

5. “name”

‘807: 8, 11, 23, 25 ‘“a name by which the repeater server was addressed”

‘807: 19, 26 “a name by which the server was addressed”

‘935: 3,14 “a name by which at least one repeater server handling the request
was addressed”

An 1dent1ﬁer L3 Br at 11-12. 935 Patent, | A word or term umquely assngned to the
Col. 7:34-42; Col. 9:50-54, 65-67; Col. 10:1- | selected repeater server. (Limelight Br. at
4; Col. 22:28-30, 62-65; L3 Br., Ex. B, 22) .

Amendment during prosecution dated Oct.
17, 2005 at 11

The claims do not require that a “name” be Limelight’s construction relies specifically on

“uniquely assigned to the selected repeater the specification’s description of the selected
server.” ‘935 Patent, Col. 9:50-54, 65-67; | Server uniquely identified by a name in the
Col. 10:1-4; Col. 22:62-65. Nor does the | S, (Limelight Br. 21-22. 807 Patent, Col.

T . : . 3 8:41-45; Col. 9:55-59; Col. 10:1-8.)
specification contain a disavowal of claim
scope regarding the term “name.” Level 3 also conflates the name of a domain or
the network with the name of a server where it
tries to support its argument. (See Limelight
Br. 22 discussing Level 3’s arguments
regarding “a set of [repeaters] identified by a
given domain name” and
“a1952.g.akamaitech.net” being the name of a
network, not a server.)

The phrase “uniquely assigned” does not
‘appear in the specification. In fact,
Limelight’s definition is inconsistent with at
least one embodiment. See ‘935 Patent, Col.
22:28-30 (“Each time a reflector attempts to
connect to a repeater, it uses DNS to identify
a set of candidate repeaters given a domain
name that represents the repeater network.”).

Limelight’s position contradicts its position
taken during the Akamai v. Limelight
litigation, in which Limelight’s expert
testified that a name was not limited to a
single repeater. L3 Reply Br. at 10-11.

1-825111.1 6
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EXHIBIT A

6. “rejecting the client request”

‘935:1 “wherein the request for the resource is reJected if the requested
: resource is not from a subscriber ..
‘935:7 . .. rejecting the request”
‘935:9, 10 “causing the request to be rejected ...”
‘807:2,11, 13,22 “réjecting the client request ...”
1.°935:18

Ty ceonr

~ LEVEL3’SPROPOSEDDEFIN
‘Refusing to return a requested resource to
a client. L3 Br. at 12-14. “935 Patent, Col.-
9:50-54; Col. 10:1-4, 36-41, 45-47, L3 Br.,
Ex. B, Amendment during prosecution dated
| Oct. 17, 2005 at 10.

CLIMELIGHT:S!

SED DEEINITION'
Returning a reply that rejects a client

request when it is determined that the client
request is for a resource that is not from a
subscriber, based on the origin server
identified in the client-request URL.

(Limelight Br. at 17-19.)

1-825111.1
07/09/2008 11:19 AM

Page 381 of 1037




Case 2:07-cv-00589-MSD-FBS  Document 53-2

Filed 07/09/2008 Page 8 of 23

EXHIBIT A

Limelight’s definition reads into the word
“reject” practically the entire functionality of
most of the asserted claims. See ‘935 Pateént,
Col. 9:50-54; see also, Col. 10:1-4

Returning a “reply” is the preferred
embodiment, which Limelight is trying to -
read into this definition. For example, the
prosecution history stresses that a “reply” is
just “one embodiment.” L3 Br., Ex. B,
Amendment during prosecution dated Oct.
17, 2005 at 10.

Limelight’s definition is inconsistent with
what one of ordinary skill would understand
the term to mean. See L3 Br., Ex. F at |16.

Limelight’s construction reads out an
“alternative approach” expressly set forth in
the specification. See ‘935 Patent, Col. 9:50-
54 (“Placing the origin server name in the
reflected URL is generally a good strategy,
but it may be considered undesirable for
aesthetic or (in the case, e.g., of cookies)
certain technical reasons.”); Col. 19:1-4 (“If
the repeater can determine by which name it
was addressed, it can use this information
(along with a table that associates repeater
alias names with origin server names) to
determine which origin server is being
addressed.”).

Limelight’s construction violates principles
of claim differentiation. See ‘935 Patent,
claims 4 and 13.

The Examiner's Statement for Reasons of
Allowance is not limiting because there was
no disavowal by the inventors. L3 Reply Br.
at1l.

LIMELIGHTS REBUTTAL

Limelight’s proposed construction is based on
the intrinsic evidence, the specification and file
history. Level 3’s construction is based on
extrinsic evidence — an expert declaration.

In the reasons for allowance of the claims, the
examiner cited the “particular novelty” in the
claimed method of rejection, specifically
referring to a portion of the specification
describing the use of the origin server name to
determine if the request is from a subscriber.
(Limelight Br. 18, and Ex. 18 at 2.) The
examiner’s statement is limiting because it
gives the public notice of what is claimed, and
the inventors did not seek to modify or change
the record.

The claim should be limited to this particular
novelty, and not HTTP messages or a simply
non-response, which is what Level 3 tries to
capture. HTTP messages were in existence
long before the filing of these patents (certainly
not “particularly novel”). Level 3 even tries to
capture a non-response to a request for any
reason as a rejection, which is also not
“particularly novel.”

1-825111.1
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EXHIBIT A

7. “resource”

“resource”

12 ROPOSED DEFINITIO AMELIGH
One or more data files such as text, Flle or ob]ect not a link that requires
images, v1deo, audio and the like. L3 Br. at | further action. (Limelight Br.-at 16-17.)

15-16

The term “resource” should be defined by Level 3 agrees that a resource is not a link, but

what it is, rather than what it is not (e.g., not | refuses to limit this term to its proper scope.
a link). (Limelight Br. 17.) The file history supports

Limelight’s construction, explicitly defining

Whether a link is an “object” has no bearing links as being different from objects. (Id.)

on whether a link is a resource.

A resource can include or be associated with | The portion of the specification cited by Level 3
alink. ‘935 Patent, Col.6:2-4. L3 Reply Br. | refers to “data” not a “resource.” The

at 12. specification describes that the resource may be
specified in the URL path, not that it is a URL
itself. (‘935 Patent, Col. 6:44-49.)

8. “client request for a resource”

. Claim Term

‘807: passim “client request for a resource”
“request from a client for a resource”
“client request”

" LEVEL 3S PROPOSED DEFINITION | LIMELIGHT:S PROPOSED DEFINITION
Message from a client requesting a URL that includes the name of the server

resource, which is located in a computer from which the resource is requested.

network such as the Internet L3 Br at 16. | (Limelight Br. at 19.)
E ) ’S REBUTTA IMELIGHT’S REBUTTAL

Level 3’s proposed definition is the plain and | Level 3’s construction ignores the

ordinary meaning of the terms. L3 Br. at 16. | specification’s description of a client request,
which is that it includes the name of the server
from which the resource is requested.
(Limelight Br. 19; ‘935 Patent, Col. 10:23-27,
34-35.)

1-825111.1 9
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EXHIBIT A

‘807 & 935: passim | “URL”

h L3:SIPROPOSED'D
URL, for example, as commonly used in
the world wide web. 1.3 Br. at 16

: CEVELS;SIREBUILTAT

Limelight’s definition cites exemplary

language and is vague. L3 Br. at 16.

Limelight’s construction attempts to
eliminate claim scope coverage of any URLs
developed between the date of RFC 1738 and
the present. L3 Reply Br. at 12.

“Uniform Resource Locator”

Uniform Resource Locator, as defined in
RFC 1738. (Limelight Br. at 20-21.)

CIMELTGHAESIREBUTTA

Level 3’s construction cites exemplary
language and the vague phrase “as commonly
used in the world wide web,” offering no clarity
for a jury. Limelight’s relies on the RFC cited
in the specification, and is what would be
understood by one of ordinary skill in the art as
what is commonly used in the Internet.
(Limelight Br. 20-21; ‘935 Patent, Col. 6:23-
28.)

1-825111.1
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EXHIBIT A

10. “appropriate repeater server”

repeater server”

‘807:1, 8, 25 “repeater selector mechanism constructed and adapted to identify,
for a particular client request, an appropriate repeater server from
the plurality of repeater servers” '

“repeater selector mechanism for identifying an appropriate

One or more repeater servers which are
not too heavily loaded or which are
selected by some measure of network cost.
L3 Br. at 14-15.

Limelight’s argument (footnote 4) that the
specification limits this to “not too heavily
loaded and which are selected by some
measure of network cost” reads in the
preferred embodiment. Plus, it is
inconsistent with the doctrine of claim
differentiation. See ‘807 Patent, claim 36.

SED.D N | EI

] IGHE:SEROPOSEDIDEEINITION
Limelight included “appropriate repeater
server” in its definition of the entire claim
“repeater selector mechanism constructed and
adapted to identify, for a particular client
request, an appropriate repeater server from the
plurality of repeater servers.” An “appropriate
repeater server” is “a repeater server
determined via the Best Repeater Selector
algorithm, based at least upon repeater load
in a Load Table aggregated by the master
repeater and based upon at least the network
di e from the client.”

Level 3’s construction of “an appropriate
repeater server” is vague and does not provide
sufficient clarity to guide a jury. (Limelight Br.
at11)

Level 3 uses the “preferred embodiment”
portion of the specification (indeed the only
description of the invention) for its
construction, but changes the word “and” to
“or.” (‘935 Patent, Col. 11:22-24.)

1-825111.1
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MSD-FBS Document 53-2
EXHIBIT A

Filed 07/09/2008 Page 12 of 23

tor mechanism”

im Term

‘807:1, 8, 11, 12, 19,
22, 25, 36, 37,
40, 41

“a repeater selector mechanism constructed and adapted to
identify, for a particular request, an appropriate repeater server to
handle the request”

“a repeater selector mechanism constructed and adapted to
identify, for a client request, a repeater server”

“repeater selector mechanism for identifying an appropriate
repeater server”

“repeater selector mechanism”

me

OPOSED DEFINITIO]
chanism which is constructed and

G OPOSED.DEF
§112. 96 function: to identify, for a

adapted to identify an appropriate
repeater server from a network of one or
more repeater servers for a particular
client request. L3 Br. at 16-19. ‘807 Patent,
Col. 26:29-31; Col. 27:31-33, 63-65; ‘935

particular request, an appropriate repeater
server to handle the request.

§112, 46 structure: a software program, co-
located with an origin server, that intercepts

Patent, Col. 11:22-26.

a request to such origin server, determines
via the Best Repeater Selector algorithm
which repeater to direct the client request to
(based at least upon repeater load in a Load
Table aggregated by the master repeater
from information sent by repeater servers,
and distributed by the master repeater to the
repeater selector mechanism, and based
upon at least the network distance from the
client), and then provides to the client a
modified resource identifier designating the
identified repeater server. (Limelight Br. at
10-11; ‘807 Patent., Col. 3:9-15; Col. 5:30-32;
Col. 11:12-16, 26-28, 53-55.)
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Case 2:07-cv-00589-MSD-FBS  Document 53-2  Filed 07/09/2008 Page 13 of 23
EXHIBIT A

Limelight has not overcome the presumption

that §112, 6 should not apply. because the claims specify a function without
reciting sufficient structure to perform that

“Repeater selector mechanism” has a function, and because the term mechanism does

generally understood meaning. not connote structure itself. (Limelight Br. 7-

Furthermore, the claim language itself 11]:5)) Level 3, ignores the apphcablhty of §112,

provides sufficient structure to one of

ordinary skill in the art. Level 3 reads out of the claims the only

. T structure disclosed in the patent for performing
| 1 §112, 6 applies, Limelight’s proposed this function: a reflector/software program co-

structure is wrong as a matter of law. The located at an origin server and using tables from
patent does not require that the reflector be a master repeater. Level 3 also seeks to claim
“co-located” at the origin server. See ‘935 subject-matter (a DNS-based approach) that the
Patent, Col. 7:54-59. The location of the inventors distinguished from their invention,

admitted that they in fact did not invent, and

software is irrelevant to the function of indeed copies from its competitor Akamai. (Id
id'entif.‘ying the appropri.ate Tep ez_iter Server. at11. ‘80p7 Patent., Col. 2:119)—15; Col. 5:3 0-—3-27-
Limelight’s expert admitted during the Col. 11:12-16,26-28, 53-55.)

Akamai v. Limelight litigation that the
reflector “could be separate from the origin
server.”

If §112, 96 applies, the proper structure for
performing the function is “a software
program that receives a request for content
by an end user, and determines, via the Best
Repeater Selector, an appropriate repeater
server to handle the request.” L3 Reply Br.
at 12-17.

Level 3’s construction of “an appropriate
repeater server” is too vague and does not
provide sufficient clarity to guide a jury. (1d.)
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07/09/2008 11:19 AM

Page 387 of 1037



Case 2:07-cv-00589-MSD-FBS  Document 53-2

Filed 07/09/2008

Page 14 of 23

EXHIBIT A

12. “subscriber verifying mechanism”

‘807:1, 8, 11, 12, 19,
22, 25, 26, 45,
46, 47, 48

“subscriber verifying mechanism constructed and adapted to
verify whether an entity is any one of the plurality of subscribers to
the repeater server network”

“subscriber verifying mechanism”

A mechamsm, such as a table, used to
associate a subscriber with a resource
requested by a client. 1.3 Br. at 19. ‘935
Patent, Col. 9:50-54; Col. 10:1-4, 36-37.

§112, j 6 function: to verlfy whether an entlty
is a subscriber to the repeater server
network.

§112. 46 structure: a Subscriber Table,
located at the master repeater and

propagated to all repeater servers in the
network, having information necessary to
determine whether the origin server
identified in a client-request URL belongs to
a known subscriber. (Limelight Br. at 12.

‘807 Patent Col 10 36 43 Col 18:31- 34)

Limelight has not overcome the presumption
that §112, 96 should not apply.

“Repeater selector mechanism” has a
generally understood meaning.

Furthermore, the claim language itself
provides sufficient structure to one of
ordinary skill in the art.

Limelight’s construction that the Subscriber
Table is “located at the master repeater and
propagated to all repeater servers in the
network™ violates claim differentiation. See
‘807 Patent, claims 45 and 47.

If §112, 96 applies, Limelight’s proposed
structure is wrong as a matter of law. L3
Reply Br. at 12-17.

because the claims specify a function w1thout
reciting sufficient structure to perform that function,
and because the term mechanism does not connote
structure itself. (Limelight Br. 7-9, 12.) Level 3
ignores the applicability of §112, 6.

Level 3’s construction reads out “verification” and
requires that a mechanism merely “associate” a
subscriber with a resource, and provide exemplary
language (“such as a table”) that fails to provide
clarity to the term. (Id. at 12.)

Level 3 also ignores the only structure disclosed in
the patent for verification: a subscriber table at the
Master repeater server propagated to all repeaters in
the network. (Id. ‘807 Patent, Col. 10:36-43; Col.
18:31-34.)
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EXHIBIT A

13. “embedded”

Resource automatically downloaded to a
user's computer when a browser loads the
age. (Limelight Br. at 17.
IMERIGHIZSIREBURTA

No construction is necessary as Limelight’s [ Limelight’s construction relies upon plain

‘proposed construction is based on their meaning and is supported by the prosecution

erroneous construction of resource. L3 history, where the applicants made the

Reply Br. at 12. The term should be given its | distinction when arguing that embedded objects

plain and ordinary meaning. are “by definition, automatically downloaded.”
(Limelight Br. 17.) Level 3 offers no
construction.

14. “request for a resource may be handled”

935:1, 18 “a request for a resource may be handled by the repeater server
network”

935:7 “a request for information may be handled by the repeater server
network”

935: 9,10 “requests for content may be handled by the repeater server
network”

( PROPOSED DEFIN] YOROSED,DEEINITION
[No Proposed Construction] A selected repeater server handles a request

for a resource to an origin server when that
request is intercepted and directed to the
repeater server by a Best Repeater Selector
algorithm co-located with the origin server.
(Limelight Br. at 19-20; ‘935 Patent, Col. 3:4-
20; Col. 8:28-34; Col. 10:23-31; Col. 11:15-17.)
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07/09/2008 11:19 AM

Page 389 of 1037



Case 2:07-cv-00589-MSD-FBS Document 53-2  Filed 07/09/2008 Page 16 of 23

No construction is necessary. The term
should be given its plain and ordinary
meaning.

EXHIBIT A

Level 3 does not propose a construction for this
term. Limelight’s proposed construction is
derived directly from the “invention” as
described in the specification — namely the
“Summary of the Invention.” Limelight further
relies on the specifications description of “How
a Repeater Handles a Request.” (‘935 Patent,
Col. 3:4-20; Col. 8:28-34; Col. 10:23-31; Col.
11:15-17.)

Level 3 ignores the description of the invention,
and seeks to expand the scope of the patent
claim to cover a DNS-based approach
distinguished by the inventors, admitted by
Farber and Swart to not being an invention (and
certainly not their invention), and a method
copied from a competitor — Akamai. (Limelight
Br. 19-20.)

15. “obtaining a client request”

‘807:1,8,9,11,22 | “obtaining a client request for information by a repeater server”

“obtain a client request for information”

P TR R

LEVEL 3’S PROPOSED DEFINITION

No Proposed Construction]

Recelvmg a ciient request dlrected by the
repeater selector mechanism to a repeater
server. (Limelight Br. at 20; ‘935 Patent, Col

No construction is necessary. The term
should be given its plain and ordinary
meaning.

Level 3 offers no construction for this term.
Limelight’s proposed construction is based on
the only disclosure in the specification.
explanation of how repeater servers obtain
client requests, which is through the reflector
repeater selector mechanism as described in the
summary of the invention. (Limelight Br. 20;
‘935 Patent, Col 3:21-24.)
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EXHIBIT A

16. “Determining . . . based . .

. on a name by which the repeater server was addressed”

‘807: 8; 19 (similar); | “determining. .

. based, at least in part, on a name by which the
repeater server was addressed, whether the requested information
is from any one of the pluralities of entities that public information
to the repeater server network”

‘807:11; 26
(similar);

“determining . . . based, at least in part, on at least . . . (a) a name

by which the repeater server is addressed ...”

935:9, 18

“using at least the name. ..
addressed in order to ascertain whether the request is for content
from a subscriber to the repeater server network”

by which the repeater server was

“935:10
subscriber”

“determine if the client request is for information from the

‘3°S'PROPOSED DEFEINITIO!

[No Pfﬁpﬂéed Construction]

No construction is necessary. The term
should be given its plain and ordinary
meaning.

Us(es)/(mg) a table to determlne the orlgm
server name associated with the name by
which the repeater server was addressed,
and then determine(es)/(ing) if the origin
server belongs to a subscriber. (Limelight Br.
at 21; ‘807 Patent, Col. 10 1-8; Col. 10 35-36.

Limelight’s proposed construction is based on
the only description in the patent as to how a
repeater server determines if a client request is
for information from a subscriber, which is by
using the origin server name. (Limelight Br.
21; ‘807 Patent, Col. 10:1-8; Col. 10:35-36.)
Level 3 offers no proposed construction for this
term.
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EXHIBIT A

THE ‘405 ROUTING PATENT

1. “default path”

 ClaimTerm -

7The path denved by means of ex1stmg’
routing mechanisms. L3 Br. at 23-24.

Limelight’s definition eliminates the
possibility that a default path can be used
even when there is an overlay network.

for word from his earlier declaration in the
Cable & Wireless v. Akamai litigation. L3

Ex. 7 at {33.

Br. at 24-25.

Mr. Clark’s definition here was taken word

Reply Br. at 17-18. See also Limelight Br.,

LIMELIGHT’S PROPOSED DEFINITION:
The path that a data pocket would travel if
there were no overlay network (Lunehght

IMELIGHT%%S‘

Level 3’s constructions merely parrots other
language in the claims, without clarifying what
a default path is. Also, as explained with
respect to the term “alternative path,” Level 3
offers no definition for the constituent term
“path.” )

Level 3’s expert recognized in prior litigation
that the existing routing mechanisms are those
used by the underlying network if there is no
overlay network. (Ex. 7 9937, 41.)
Accordingly, in construing “existing routing
mechanisms,” the Cable & Wireless court
found that “the default path is the one that the
message would travel along if there were no
overlay network.” (Level 3 Opening Br. Ex. C,

| 7/10/03 Cable & Wireless Memorandum &

Order re claim construction at 6.) The parties
agree that the Court should adopt the Cable &
Wireless court’s construction of “existing
routing mechanisms” — Limelight believes that

1-825111.1
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EXHIBIT A

2. “alternative path”

1-7,10 “alternative path”
“alternate path”

LIMELIGHT:S PROPOSED DEFINITION |

A path that is not the default path. L3 Br. | Path that includes intermediate nodes that
at 22-23. ‘405 Patent, Fig. 1; Col. 3:54-62; are co-located with normal nodes of the
Col. 4:39-41. See also L3 Reply Br., Ex. F at | communications network, but have-

2. additional processing capabilities to form a
virtual topology on the top of the existing

netw i ime}igh 4.) _

Level 3’s construction is straightforward and | Level 3’s construction does not capture the
the definition previously agreed upon by the limitations of the mtnnsw’ ’record_of a “special
parties in prior litigation between Cable & set of intermediate nodes.” Specifically, the -

. AN - patent describes these intermediate nodes as
Wireless and Akamai. Limelight’s definition being “co-located” with nodes of the underlying

confuses the definition with a number of network that may be used to form the “default
technical terms (e.g., “virtual topology”) that path” and as creating a “virtual topology.”
provide no assistance to the jury. See L3 (‘405 Patent, Col. 2:46-47, 52-57; Ex. 20 at 3.)
Reply Br., Ex. F at 2. There is no basis to ignore these requirements

o . » . simply because they need to be explained a jury
Limelight’s inclusion of “intermediate nodes | or may not have an ordinary meaning to those

that are co-located with normal nodes™ - of ordinary skill in the field.
makes no sense to one of ordinary skill in the '
art. L3 Reply Br. at 17. Level 3’s construction does not specify that the

“alternative path” must be “within” the
underlying communications network, a
requirement that the patentee used to
distinguish prior art in obtaining the patent.
(Ex. 19 at5))

Level 3’s construction also does not explain
what a “path” is. That term is specifically
defined as part of “the present invention” in the
specification (‘405 Patent, Col. 2:52-57). In the
prosecution history, the patentee distinguished
prior art on the basis that it did not select a
“path.” (Ex. 20 at 24) Level 3’s description of
the “path” incorrectly ignores the source and
destination of a data packet transmission.

1-825111.1 19
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EXHIBIT A

3. “destination”

1,4,7-12 “destination”

A netwoi'k connection point at whlch a Thebendpomt node ldentlﬁed by the

message is received. L3 Br. at 24-25. destination field of a data packet. (Limelight
Br. at 25-26.

The inclusion of “destination field” in Level 3°s construction makes no distinction

Limelight’s proposed construction is between a destination and any other connection

points at which a message might be received,
e.g., an intermediate node. The specification
consistently discusses the “destination” as the

improper. The term “destination field”
already appears in the claims and adding the

limitation ot;“destination field” into end point of a transmission, not merely any
“destination” would add redundancy to the point along a transmission path at which a data
claims. L3 Reply Br. at 18. packet is received.

This is further clarified by the use of the term
“destination field” in the claims of the ‘405
patent. To construe these terms consistently,
the destination field must identify (whether by
address or otherwise) the node that serves as the
“destination.” Level 3’s construction violates
the presumption that a term — “destination” —
should be given the same meaning throughout
the claims, and, in particular, within a claim,.

1-825111.1
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EXHIBIT A

4. “overlay node”

3,6 “overlay node”

A network connection point that has
additional functionality for exploiting
overlay routing, and that cooperates to
provide forwarding to paths overlaid over
the underlying network. L3 Br. 27-28; L3
Reply Br., Ex. G at 6; ‘405 Patent, Col. 2:43-
58; Col. 3:62-65; Col. 3:67-4:6; Col. 5:37-42,
51-56; Col. 6:32-35.
“ 'EVEPSISIREBUTTA

Measuring cost to all other overlay nodes is
only one embodiment of the invention. See
‘405 Patent, Col. 2:43-58; Col. 6:32-35.

Limelight’s definition that requires cost to all
nodes to be measured eliminates
embodiments where cost to only a “specified
number” of nodes is measured. See ‘405
Patent, Col. 5:37-42.

Level 3’s definition is adopted from Judge
Breyer’s claim construction ruling in Cable
& Wireless v. Akamai construing the term
“intermediate nodes,” which is used
interchangeably with “overlay nodes” in the
specification. See ‘405 Patent, Col. 2:47-49,
55-56. See also L3 Br. at Ex. G, at 6-7.

In some embodiments cost can be measured
for all overlay nodes and in other
embodiments cost can be measured for less
than all nodes. ‘405 Patent, Col. 6:32-35.
1.3 Reply Br. at 19.

EVEL3:SIRROROSEDDEEINTEION |

A node of an overlay network that has
additional functionality for measuring the
cost of communication to all other overlay
nodes and that cooperates to provide paths
utilizing the underlying network. (Limelight
Br. at 27-29. ‘405 Patent, Col. Col. 2:43-49;
3:43-Col. 4:5; 6:32-35.)

IMEEIGHIZSIREBUTT
Level 3’s construction ignores the
specification’s explicit requirement that an
overlay node measure the cost of
communication to all other overlay nodes.

(Col. 6:32-35.) It is improper to ignore the
statements in the specification as relating to a
“preferred embodiment,” because the entire
patent discusses the use of “overlay nodes” only
in the context of that embodiment.

Level 3’s construction is also not as clear as
Limelight’s, because, while it acknowledges
that an “overlay node” must have “additional
functionality for exploiting overlay routing,” it
does not specify what that additional
functionality is.
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EXHIBIT A

5. “dynamic router”

Claim Term

'1,2,4,5 “dynamic router”

EV PROPOSED DEEINITION: | L.
A router capable of transmitting data
along a default or alternative path to an
intended destination based on real-time
traffic information. L3 Br. at 25-26; L3
Reply Br. at 18-19.- ‘405 Patent, Fig. 2,

AELIGHT’S PROPOSED DEFINITION |
A router that computes on-demand
alternative paths for a specific packet to the
intended destination, based on real-time
traffic information. (Limelight Br. at 26-27.)

A dynamic router does not have to perform
all computations itself. The specification
provides that a dynamic router can be
provided with computations performed by
other devices. See, e.g., ‘405 Patent, Col.
5:51-6:8.

One skilled in the art, reading the
specification in light of the “preferred
embodiment” language would understand
that in some embodiments, the computation
of alternative paths could be performed by
another device and provided to the dynamic
router. L3 Reply Br. at 18-19.

LIMELIGHT’S REBUTTA

The term “dynamic router” is used nowhere in
the specification, and Level 3 points to no
ordinary meaning.

Level 3’s construction is indistinguishable from
the term “source” (or, for that matter, a “router”
as used in unasserted claims 7-10 of the ‘405
patent). Different claim terms are presumed to
mean different things. In effect, Level 3’s
construction assigns no meaning to the term
“dynamic” in the phrase “dynamic router.”

What “dynamic” means is set forth in the
claims themselves, which state that for a
particular packet, the path from the dynamic
router to the destination is “dynamically
selected” when certain conditions exist. Thus, a
“dynamic” router must be capable of making
that dynamic path selection. Level 3°s
construction ignores the “dynamic router’s”
role in “dynamically selecting” an alternative
path on-demand, based upon real-time traffic
information.

Furthermore, Level 3 offers no basis for
interpreting a “router” to be simply a “network
connection point.” In fact, it offers the same
construction of “node” (in its proposed
construction of “overlay node). Again,
different claim terms must mean different
things. The term “router” has a well-settled
(and much narrower) definition in the field.
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EXHIBIT A

6. “real-time traffic information”

1,4,7,10 “real-time traffic information”

Current traffic information at the time of | Data concerning the load carried by links or
measurement. L3 Br. at 28-29. channels of the communications network

within a few seconds of the time such data is
requested. . (Limelight Br. at 29-30; Patent,
Abstract;

Limelight’s reliance on dictionary definitions | Level 3’s construction of “current” offers no

for its proposed construction is improper. limitation on the amount of time between the
o data and the measure, so it does nothing to

The Court’s definition should not be clarify what “real-time” means.

“lenient.” Rather, it should be the definition

supported by the intrinsic evidence. The specification makes clear that, at most,

o ] ] ) . “real-time” in the context of routing refers to a
Limelight mischaracterizes the specification | few seconds and refers to the time the data is

by referring to only part of the re-routing considered, not merely when it is collected.
process, not the entire re-routing process. L3 | Level 3’s construction ignores how the term
Reply Br. at 19-20. “real-time” is used in the specification. (Patent,

Abstract; ‘405 Patent, Col. 10:37, 44-50.)

Level 3’s construction is also of limited use,
because it fails to interpret the constituent term
“traffic.”
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OPTIMIZED NETWORK RESOURCE LOCATION

1. Field of the Invention
"This invention relates to replication of resources in computer networks.

5 2. Background of the Invention ‘
The advent of global computer networks, such as the Interet, have led to

entitely new and different ways to obtain information. A user of the Internet can now
access information from anywhere in the world, with no regard for the actual Jocation of
either the user or the information. A user can obuin information simply by kaowinga -

10 network address for the information and providing that address to an appropriate
application program such as a network browser.

The rapid growth in p:opulari:y of the Internet has imposed a heavy traffic
"burden on the entire network. Solutions to problems of demand (c.g., better
accessibility and faster communication links) only increase the strain on the supply.

15 Totemet Web sites (zeferred to here as “publishers”) must handle ever-increasing
bandwidth needs, accommodate dynamic changes in load, and improve performance for
distant browsing clients, especially those overseas. The adopdon of content-rich
applications, such as live audio and video, has fucther exacerbated the problem.

To addsess basic bandwidth growth needs, a Web publisher typically subscribes

20 to additional bandwidth from an Internet service provider (ISP), whether in the form of
lacger or additional “pipes” or channels from the ISP to the publisher’s premises, or in
the form of large bandwidth commitments in an ISP’s remote hosting sexver collection.
Thesc increments are not ahways as fine-grained as the publisher needs, and quite often
lead times can cause the publisher’s Web site capacity to lag behind demand.

25 ‘To address more serious bandwidth growth problems, publishers may develop
more complex and costly custom solutions. The solution to the most common need,

increasing capacity, is generally based on replication of hardware resources and site
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content (known as mirroring), and duplication of bandwidth resources. These solutions,
however, are difficult and expensive to deploy and operate. As a result, only the largest
publishers can afford them, since only those publishers can amortize the costs over
many customers (and Web site hits).

A number of solutions have been developed to advance replidn'on and
mirroring. In general, these technologics are designed for use by a single Web site and
do not include feamures that allow their components to be shared by many Web sites
simultancously.

) Some solution mechanisms offer replication software that helps kecp mitrored
servers up-to-date. These mechanisms generally operate by making a complete copy ofa
file system. One such system operates by transparently keeping multiple copies of a file
system in synch. Another system provides mechanisms for explicitly and regulady »
copying fles that have changed. Datzbase systems ate patticulasly difficult to replicate,
as they are continually changing. Several mechanisms allow for replication of databases,
although there are no standard apptoai:hcs for accomplishing it. Several companies
offesing proxy caches describe them as replication tools. However, proxy caches differ
because they are operated on behalf of clients rather than publishers.

Once a Web site 1s served by multiple servers, a challenge is to ensure that the
load is appropriately disttibuted ot balanced among those servers. Domain name-server-
based round-robin address resolution causes different clients to be directed to different
mirrors.

Another solution, load balancing, takes into account the load at each server
(measured in 2 varety of ways) to select which server should handle 2 particular tequ.est..

Load balancers use a variety of techniques to route the request to the appropriatc
server. Most of those load-balancing techniques require that each server be an exact
teplica of the primary Web site. Load balancers do not take into account the “network

distance™ between the client and candidate mitror servers.
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Assuming that client protocols cannot easily change, theré aze two major
problems in the deployment of replicated resources. The first is how to select which
copy of the resource to use, That is, when a request for a resource is made to a single
server, how should the choice of a replica of the server (or of that data) be made. We
call this problem the “rendezvous problem™. There are 2 number of ways to get clients
10 rendezvous at distant mitror servers. These technologies, like Joad balanceré, must
route a request to an appropriate server, but unlike load balancers, they take network
performance and topology into account in making the determination.

A number of companies offer products which improve netwark performance by .
prioditizing and filtering network waffic.

Proxy caches provide a way for client aggregators to reduce nerwork resource
consumption by storing copies of populir resources close to the end users. A client
aggregator is an Jatemet service provider or other organization that brings a large
number of clients operating browsers to the Internet. Client aggregators may use proxy
caches to reduce the bandwidth required to sexrve web content to these browsers.
However, traditional proxy caches are operated on behalf of Web clients rather than
Web publishers.

_ Proxy caches store the most popular tesources from all publishers, which means
they must be very large to achieve reasonable cache cfficiency. (The efficiency of a
cache is defined as the number of requests for resources which are already cached
divided by the total number of requests.)

Proxy caches depend on cache control hints delivered with resources to
detcrmine when the resources should be replaced. These hints are predictive, and are
necessarily often incostect, so proxy caches frequently serve stale data. In many cascs,
proxy cache operators instruct their proxy to ignore hints in order to make the cache
more efficient, even though this causes it to more frequenty serve stale data.

Proxy caches hide the acdvity of clients from publishers. Once a resource is

cached, the publisher has no way of knowing how often it was accessed from the cache.
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SUMMARY OF THE INVENTION

This invention provides a way for servers in a computer network to off-load
their processing of requests for sclected resources by determining a different server a
"repeates”) to process those requests. The selection of the repeater can be made
dynamically, based on information about possible sepeaters.

If a requested resource contains references to other resoutces, some or all of
these references can be replaced by references o repeaters.

Accordingly, in one aspect, this invention is a method of processing resource
requests in a computer nctwork. First a elient makes a request for 2 particulac rcsourc;:
from an otigin sexver, the request including a resource identifier for the particulac
resource, the resource identifier sometimes including an indication of the origin server.
Requests arxiving at the otigin server do not always include an indicadon of the odgin
server; since they ate sent to the origin server, they do not need to name it A
mechanism referred to as a reflector, co-located with the origin server, intercepts the
request from the client to the origin scrver and decides whether to reflect the request or
to handle it locally. If the reflector decides to handle the request locally, it forwards it to
the origin server, otherwise it selects a “best” repeater to process the request. If the
request is refiected, the client is provided with a modified resource identifier designating
the repeater. ’

The client gets the modified resource identifier from the reflector and makes a
request for the particular resource from the repeater designated in the madified resource
identifier.

When the repeater gets the client’s request, it responds by returning the
requested resource to the client. If the repeater has 2 local cdpy of the resource then it
rerurns that copy, otherwise it forwards the request to the origin server to get the
resource, and saves a local copy of the resoutce in order to serve subsequent requests.

The selection by the reflector of an appropriate repeater to handle the request

can be done in 2 number of ways. In the preferred embodiment, it is done by first pre-
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partitioning the network into “cost groups” and then determining which cost group the

client is in. Next, from a plurality of repeaters in the network, a set of repeaters is

selected, the members of the set having a low cost relative to the cost group which the

client is in. In order to determine the lawest cost, a table is maintained and regularly

updated to define the cost between each group and each repeater. Then one member of

the set is selected, preferably randomly, as the best repeater.

If the particular requested resource itself can contain identifiers of other
resources, then the resource may be rewritten (before being provided to the clieat). In
particular, the resource is rewritten to replace at least some of the tesource identifiers
contained therein with modified resource identifiers designating a repeater instead of the
odgin server. As a consequence of this rewriting process, whea the client requests other
tmo\.nccs based on identifiers in the particular requested resousce, the client will make
those requests directly to the sclected repeater, bypassing the reflector and origin servet
endréjy. »

Resouzce rewriting must be performed by reflectors. It may also be performed
by repeatcrs, in the situation where repeaters “peer” with one another and make copies
of resources which include rewritten resource identifiers that designate a repeater.

In a preferred embodiment, the network is the Internet and the resource
identifier is a uniform resource locator (URL) for designating resources on the Interner,
and the modified resource identifier is 2 URL designating the repeater and indicating the
origin server (as described in step B3 below), and the modified resource identifier is
provided to the client using 2 REDIRECT message. Note, only when the reflector is
“reflecting” a request is the modified resource identifier provided using a REDIRECT
message. ’

In another aspect, this invention is 2 computer network comprising a plurality of
otigin servers, at least some of the origin servers having reflectors associated therewith,

and a plurality of repeaters.
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BRIEF DESCRIPTION OF THE DRAWINGS

The above and other objects and advantages of the invention will be apparent
upon consideration of the following detailed description, taken in conjunction with the
accompanying drawings, in which the reference characters refer to like parts throughout
and in which:

FIGURE 1 depicts a portion of a network environment according to the present
invention; and ‘

FIGURES 2-6 are flow charts of the operation of the present invention.

DETAILED DESCRIPTION OF THE
PRESENTLY PREFERRED EXEMPLARY EMBODIMENTS

Overview

FIGURE 1 shows a portion of a network environment 100 according to the
present invention, wherein 2 mechanism (reflector 108, described in detail below) ata
server (hetein origin server 102) maintains and keeps track of 2 number of pardally
replicated servers or repeaters 104a, 104b, and 104c. Each repeater 1042, 104b, and 104¢
replicates some or all of the information availablc on the origin server 102 as well as
information available on other origin servers in the network 100. Reflector 108 is
connected to a particular repeater known as its “contact” repeater (“Repeater B” 104b in
the system depicted in FIGURE1). Preferably each seflector maintains a connection with
a single repeater known as its contact, and each repeater maineains a connection with a
special repeater known as its master repeater (¢.g-, repeater 104m for repeaters 104a,
104b and 104c in FIGURE 1). )

. Thus, a repeater can be considered as a dedicated proxy server that maintains a
pastial or sparse mirror of the origin server 102, by implementing a distributed cohcrent
cache of the o-n‘gin server. A repeater may maintain a (partial) mirror of more than one

ofigin server. In some cmbodiments, the network 100 is the Internet and repeatess
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mirror selected resoutces provided by origin secvers in response to clients’ HTTP
(hypertext transfer protocol) and FTP (file transfer protocol) requests.

A client 106 connects, via the network 100, to origin setver 102 and possibly to
one ot more repeaters 104a etc. )

Origin secver 102 is a server at which resources originate. More generally, the
otigin server 102 is any process or collection of processes that provide resources in
response to requests from a client 106. Ongm server 102 can be any off-the-shelf Web
server. In 2 preferred embodiment, orgin sexver 102 is typicall)'y a Web server such as
the Apache server or Netscape Communications Cosporation’s Enterprise™ server.

Client 106 is a processor requesting resources from origin server 102 on behalf of
an end user. The client 106 is typically a uscr agent (e.g., 2 Web browser such as
Netscape Communications Corporation’s Navigator™) or a proxy for a user agent
Components other than the reflector 108 and the repeaters 104a, 104b, etc., may be
implemented using commonly available software programs. In particular, this invention
works with any HTTP client (e.g., a Web browser), proxy cache, and Web server. In
addition, the reflector 108 might be fully integrated into the data secver 112 (for inseance,
in a Web Server). These components might be loosely integrated based on the use of
extension mechanisms (such as so-called add-in modules) or tightly integrated by
modifying the sesvice component specifically to support the repeaters.  ~

Resources originating at the origin server 102 may b static or dynamic. “That is,
the resources may be fixed or they may be created by the otigin server 102 specifically in
response to a request. Note that the terms “static” and “dynamic” ate relative, since a
static resource may change at some regular, albeit long, interval.

Resource requests from the client 106 to the origin server 102 are intercepred by
reflector 108 which for a given request either forwards the cequest on to the otigin server
102 or conditionally reflects it to some repeater 104a, 104b, etc. in the nctwork 100.
That is, depending on the nature of the request by the client 106 to the origin server 102,

the reflector 108 cither serves the request locally (at the origin server 102), or selects one
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of the fepcatcrs (preferably the best repeater for the job) and reflects the request to the
selected repeater. In other words, the reflector 108 causes requests for resources from
origin server 102, made by client 106, to be cither served locally by the origin server 102
or tmﬁspucndy reflected to the best repeater 1042, 104b, etc. ‘The notion of a best
repeater and the manner in which the best repeater is selected are described in detail
below.

Repeaters 104a, 104b, etc. are intermediate processors used to secvice client
requests thereby improving performance and reducing costs in the manner described
herein. Within repeaters 104a, 104b, ctc., are any processes or collections of processes
that dcliver resources to the client 106 on behalf of the origin server 102. "A repeater
may include a repeater cache 110, used to avoid unsccessary transactions with the origin
server 102, V

The reflector 108 is 2 mechanism, preferably a software program, that intercepts
requests that would normally be sent directly to the origin server 102. While shown in
the drawings as separate components, the refleccor 108 and the origin server 102 are
typically co-located, e.g., on a particular system such as data server 112. (As discussed
below, the reflector 108 may even be a “plug in” module that becomes part of the origin
server 102,

FIGURE 1 shows only a part of a network 100 according to this invention. A
complete operating network consists of any number of clients, repeaters, reflectors, and
origin servers. Reflectors communicate with the repeater netwotk, and repeaters in the

network communicate with one another.

Uniform Resource Locators

' Bachlocationina computer network has an address which can generally be
specified as a series of names or numbers. In order to access information, an address for
that informatan must be known. For example, on the World Wide Web (“the Web")

which is 2 subset of the Intemnet, the manaer in which information address locations are
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provided has been standardized into Uniform Resoutce Locators (URLs). URLs specify
the location of resources (information, data files, etc)) on the network.

The notion of URLs becomes even mote useful when hypestext documents are
used. A hypertext document is one which includes, within the document itself, links
(pointers or references) to the document itself or to other documents. For cxample, in
an on-line legal research system, each case may be presented 23 3 hypertext document.
When other cases are cited, links to those cases can be provided. In this way, when a
person is reading a case, they can follow cite links to read the appropriate parts of cited
cases.

In the casc of the Internet in general and the World Wide Web specifically,
documents can be created using 2 standardized form known as the Hypertext Markup
Language (HTML). In HTML, a document consists of data (text, images, sounds, and
the like), including links to other sections of the same document o to ot;hct documents.
The links are generally provided as URLS, and can be in relative or absolute form.
Relatve URLs simply omit the parts of the URL which are the same as for the
document including the link, such as the address of the document (when linking to the
samne document), etc. In general, 2 browser program will £ill in missing parts of a URL
.using the corresponding parts from the current document, theteby forming a fully
formed URL including 2 fully qualified domain name, etc.

A hypestext document may contain aay numbes of links to other documents,
and each of those other documents may be on a different server in a differcat part of the
world. For example, a document may contain links to documents in Russia, Africa,
China and Australia. A user viewing that document at a partcular client can follow any
of the links mspumdi (i.c., without knowing where the document being linked to

. actually resides). Accordingly, the cost (in terms of time or money or resoutce

allocation) of following one link versus another may be quite significant.
URLSs generally have the following form (defined in detail in T. Berners-Lee etal,
Uniforms Resource Locators (URL), Network Working Group, Request for Comments: 1738,
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Category: Standards Track, December 1994, located at
“heep:/ /ds.intecnic.net/ tfic/cfe1738.0xt", which is hereby incorporated herein by
reference):

scheme:[ [ bost{port] [ urkpath
whete “scheme’ can be a symbol such as “file” (for a file on the local system), “fip” (for a
file on 2n ananymous FTP file server), “bip” (for a file on a file on 2 Web server),and
“telnes” (for a connection to a Telnet-based service). Other schemes, can also be used
and new schemes are added every now and then. The port number is optional, the
system substituting a default port number (depending on the scheme) if nonc is
provided. The “host” field maps to a particular network address for a paricular
computer. The “url-path” is relative to the computer specified in the “host” field. A
url-path is typically, but not necessarily, the pathname of a file in a web server directory.

For example, the following is a URL identifying a file “F” in the path “A/B/C”
on a computer at “sow.usplo.gov’:

bip:/ / wow.usplogov/ A/B/ c/ F

In order to access the file “F* (the resource) specified by the above URL, 2
program (e.g,, 2 browser) running on a user’s computer (i.¢., a dlient computer) would
have to fitst locate the computer (i.c., a server computer) specified by the host name.
Le., the program would have to locate the server “sum. usptogoy’. ‘To do this, it would
access 3 Domain Name Server (DNS), providing the DNS with the host name
(“wwm.aspto.go’). 'The DNS acts 2s 2 kind of centralized directory for resolving
addresses from names. 1f the DNS deteemines that there is a (femote server) computer
corrcspo;xding to the name “smw.uspto.gor’”, it will provide the program with an actual
computer network address for that server computet. On the Intemet this is called an
Intecnet Protocol (or IP) address and it has the form “123.345.456.678". The program
on the user’s (client) computer would then use the actual address to access the remote

(server) computer.
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The program opens a connection to the HT P server (Web server) on the

remote computet “www.uspro.gov” and uses the connection to send a request message to

the remote computer (using the HTTP scheme), The message is typically an HTTP
GET request which includes the ur-path of the requested resource, “A/B/C/F". The

HTTP server receives the request and uses it to access the resource specified by the url-

path “A/B/C/F". The server returns the resource over the same connection.

Thus, conventionally HTTP client requests for Web resources at an origin server

102 ase processed as follows (see FIGURE 2) (This is 2 description of the process when
no reflector 108 is installed.):

Al

Ad,

AS.

A browser (e.g., Netscape’s Navigator) at the client reccives a resource
identifier (i.e.,.2 URL) from a user.

The browser extracts the host (origin scxver) name from the resource
identifier, and uses 2 domain name sexver (DNS) to look up the network
(IP) address of the comresponding server. The browser also extracts 2
port number, if one is present, or uses a default port number (the default

port number for http requests is 80).
Thi browser uses the server’s network address and port number to
establish 2 connection between the client 106 and the host or origin

setver 102.

The client 106 then sends a (GET) request over thé connection

identfying the requested resource.
The origin server 102 reccives the request and

locates or composes the corresponding resource.
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A7.  The origin server 102 then sends back to the client 106 a reply containing
the requested resource (or some form of error indicator if the resource is
unavailable). The reply is sent to the client over the same connection as

5 that on which the request was received from the client.
A8.  The client 106 receives the reply from the origin server 102.

There are many variations of this basic model. For example, in one varation,
10 instead of providing the client with the resource, the origin server can tell the client to
te-request the resource by another name. To do so, in A7 the server 102 sends back to’
the client 106 a reply called 2 “REDIRECT” which contains 2 new URL indicating the
other name. The client 106 then repeats the entire sequence, normally without any user
intervention, this time requesting the resource identified by the new URL.
15

System Operation

In this invention reflector 108 effectively takes the place of an ordinary Web
server or origin server 102. The reflector 108 does this by taking over the origin server’s
IP address and port number. In this way, when a client tries to connect to the origin
20 server 102, it will actually connect to the reflector 108. The original Web server (or
origin server 102) must then accept requests at a different nerwork (IP) address, or at the
same IP address but on a different port number. Thus, using this invention, the server
referred to in A3-A7 above is actually a reflector 108,
Note that it is also possible to leave the origin server’s network address as it is
25 and to let the reflector run at a different address or on 2 different port. In this way the
reflector does not inteccept requests sent to the origin server, but can still be sent
requests addressed specifically to the reflector. Thus the system can be tested and

configured without interrupting its normal operation.
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The reflector 108 supports the processing as follows (see FIGURE 3):

upon reccipt of a request,

Bt

B2

The reflector 108 2nalyzes the request to determine whether or not to
reflect the request. To do this, first the reflector determines whether the
sender (client 106) is a bro\_vst;,: or a repeater. Requests issued By
repeaters must be served locally by the origin server 102. This
determination can be made by looking up the network (IP) address of
the sender in a list of known repeater network (IP) addresses.
Alternatvely, this determination could be made by attaching information
to 2 request to indicate that the request is from a specific repeater, or
repeaters can request resources from a special port other than the one
used for orclmary clients.

If the request is not from a repeater, the reflector looks up the requested
resource in a table (called the “rule base™) to determioe whether the
resource tequested is “repeatable”. Based on this determination, the
reflector either reflects the request (B3, described below) or serves the
request locally (B4, described below). )

" The rule base is a list of regular cxpressions and associated
auributes. (Repular expressions are well-known in the field of computer
science. A small bibliography of their use is found in Abo, et o,
“Compilers, Principles, techniques and tools”, Addison-Wesley, 1986,
pp. 157-158) The resource identifier (URL) for 2 given request is looked
up in the rule base by matching it sequendally with each xcgum
expression. The first match identifies the attributes for the resource,
namely rcpcambic or local. If there is no match in the rule basc, a default
auribute is used. Each reflector has its own rule base, which is manually

configured by the reflector operator.
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B3.  To reflect a request, {to serve a request locally go to B4),
as shown in FIGURE 4, the reflector determines (B3-1) the best repeater
to reflect the request to, as described in detail below. The reflector then
creates (B3-2) a new resource identifier (URL) (using the requested URL
and the best repeater) that identifies the same resource at the selected
repeater.

1t is necessary that the reflection step create a single URL
containing the URL of the originﬂ xcsot;xcc. as well as the identity of the
selected repeater. A special form of URL is created to provide this

information. This is donc by creating a new URL as follows:

Given a repeater name, scheme, origin server name and path, create a
new URL. If the scheme is “http”, the preferred embodiment uses the
following formac :

basp:] [ <repeater> [ <server>[ <path>
1f the form used is other than “http”, the preferred embodiment uses the

following format;

hap:! / €repealer>/ Zserver>@proxy=<scherne> @/ <path>

The reflector can also attach 2 MIME type to the request, to cause the
repeater to provide that MIME type with the result. This is useful

because many protocols (such as FTP) do not provide a way to attach a -

MIME type to 2 resource. The formatis

bup:f | <repeaier> [ <server>@prosy=-<scheme>:<iype>@/ pusib>

This URL is interpreted when received by the repeater.
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The reflector then sends (B3-3) a REDIRECT reply containing
this new URL to the requesting client. The HTTP REDIRECT
command allows the reflector to send the browser a single URL to rerry
the request.

To serve a request locally, the request is sent by the reflector to
(*forwarded to”) the origin server 102. In this mode, the reflector acts as
a reverse proxy server. The ofigin server 102 processes the requestin the
normal manner (A5-AT7). The reflector then obtains the origin sexver’s
reply to the request which it irispects to determine i the requested
resource is an HTML document, i.e., whether the requested resource is

one which itself contains resource identifiers.

If the resource is an HTML document then the reflector rewrites the
HTML document by modifying resource identifiers (URLS) within it, as
described below. The resource, possibly as modified by x&dn’rig, is then
returned in a reply to the requesting client 106.

If the requesting client is a repeater, the reflector may temporarily
disable any cache-control modifiers which the origin server attached to
the reply. These disabled cache-control modifiers are later re-enabled
when the content is served from the repeater. This mechanism makes it
possible for the origin server to prevent resources from being cached at
normal proxy caches, without affecting the behavior of the cache at the
repeater.

Whether the request is reflected or handled locally, details about the
transaction, such as the current time, the address of the requester, the

URL requested, and the type of response generated, are written by the
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reflector to a local log file.
By using a rule base (B2), it is possible to selectively reflect resources. There are
a number of reasons that crtain particular resources cannot be effectively repeated (and
therefore should not be reflected), for instance: »
5 - the resource is composed uniquely for each request;
- the resource relies on a so-called cookie (browsers will not send cookies
to repeaters with different domain names);
- the resource is actually a program (such as a Java applet) that will run on
the client and that wishes to connect to a service (Java requites that the |
10 service be running on the same machine that provided the applet). .
In addition, the reflector 108 can be configured so that requests from certain
network addresses (e.g., requests from clicnts on the same local acea network as the
reflector itself) are never reflected. Also, the reflector may choose not to reflect requests
because the reflector is exceeding its committed aggregate information rate, 2s described
15 below.
A request which is reflected is automatically mirrored at the repeater when the
repeater receives and processes the request. .
The combination of the teflection process described here and the caching
process desctibed below effectively creates a system in which repeatable resources are
20 migrated to and mirrored at the selected reflector, while noo-repeatable resources are
not mirrored.

Alternate Approach

Placing the origin server name in the ceflected URL is generally a good stmt?gy,
but it may bc considered undesirable for aesthetic or (in the case, ¢.g., of cookies) certain
25 technical reasons.
It is possible to avoid the need for placing both the repeater name and the server
name in the URL. Instead, a “family” of names may be created for a given origin server,

each name identfying one of the repeaters used by that server.
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For instance, if www.example.com is the origin server, names for three repeaters
might be created:

wrl.example.com
5 wr2.example.com

wr3.example.com

The name “wrl.example.com” would be an alias for repeater 1, which might also

be known by other names such as “wrl.anotherExample.com” and “wrl :ex.ample.edu".

If the repeater can determine by which name it was addressed, it can use this

10 information (dong with a table that associates repeater alias names with origin secver
names) to determine which otgin server is being addressed. For instance, if repeater 1 is
addressed as wrl .examplc.cox;1, then the origin secver is “www.example.com”; if it is
addressed as “wrl.anotherExample.com”, then the origin server is
“www.anotherExample.com™.

15 The repeater can use two mechanisms to determine by which alias it is
addressed:

1. Bach alias can be associated with a different IP address. Unfortunately,

' this solution docs not scale well, 2s IP addresses are currently scarce, and
the number of IP addresses required grows as the product of origin

20 sexvers and repeaters.

2. The sepeater can attempt to determine the alias name used by inspecting
the “host:” tag in the HTTP header of the request. Unfortunately, some
old browsers still in use do not attach the “host” tag to a request.
Reflectors would need to identify such browsers (the browser identity is

25 a part of each request) and avoid this form of reflection.

How a Repeater Handles a Request

When 2 browser receives 2a REDIRECT response (as produced in B3), it reissues
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a request for the resource using the new resource identifier (URL) (A1-AS). Because the

new identificr refers to a repeater instead of the origin server, the browser now sends a

request for the resource to the repeater which processes a request as follows, with

reference to FIGURRE 5:

ClL.

C3.

Fitst the repeater analyzes the request to determine the network address
of the requesting client and the path of the resource tequested. Included
in the path is an odgin server name (as described above with reference to
B3). '

The repeater uses an internal table to verify that the odgin server belongs
to a known "subscriber”. A subscriber is an entity (e.g., 2 company) that
publishes resources (e.g,, files) via one or more origin servers. When the
entity subscribes, it is permitted to utilize the repeater network. The
subserber tables described below include the information that is used to
link reflectors to subs‘;ribers.

If the request is not for a resoutce from a known subscriber, the
request is rejected. To reject a request, the repeater retuzns a :cpiy\

indicating that the requested 1esource does not exist,

The repeater then determines whether the requested resource is cached
locally. If the requested resource is in the repeater’s cache itis retreved.
On the other hand, if a valid copy of the requested resource is notin the
repeater’s cache, the kcpatcr modifies the incoming URL, crcating a '
rcq;lst that it issues direcdy to the originating reflector which processes
it (as in B1-B6). Because this request to the originating reflector is from
a repeater, the eflector always returns the requested resource rather than
reflecting the request. (Rcca.ﬁ that reflectors always handle requests from
repeaters locally) If the repeacer obtained the resource from the origin
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scrver, the repeater then cach;s the resource locally.

1f a resoutce is not cached locally, the cache can query its “peer
caches” to see if one of them ‘contains the resource, before or at the
same time as requesting the resource from the reflector/origin server. If
a peer cache tesponds positively in a limited period of dme (preferably a
small Eractiox; of a second), the resource will be retricved from the peer

cache.

The repeater then constructs a reply including the requested resource
(which was retrieved from the cache or from the origin server) and sends

that reply to the requesting clieat.

Details about the transaction, such as the associated reflector, the current
time, the address of the requester, the URL requested, and the type of

response generated, are written to a local log file at the repeater.

Note that the bottom row of FIGURE 2 refers to an origin server, or a reflector,

or a repeater, depending on what the URL in step Al identifies.

Selecting the Best Repeater

If the reflector 108 determines that it will reflect the V:cqucsr, it must then select

the best repeater to handle that request (as referved to in step B3-1). This selection is
performed by the Best Repeater Selector (BRS) mechanism descdbed here.
The goal of the BRS is to select, quickly and heuristically, an appropriate epeater

for a given client given only the network address of the client. An appropriate repeater

is one which is not too heavily loaded and which is not too far from the client in terms
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of some measure of network distance. The mechanism used here relies on specific,
compact, pre-computed data to make a fast decision. Other, dynamic solutions caa also
be used to select an appropriate repeater. .

The BRS relics on three pre-computed tables, namely the Group Reduction
Table, the Link Cost Table, and the Load Table. These three tables (described below)
are computed off-line and downloaded to each reflector by its contact in the repeatee
network.

The Group Reduction Table places every network address into a group, wﬁh
the goal thiat addresses in a group share relative costs, so that they would have the same
best repeater under varying conditions (ie., the BRS is invadant over the members of
the group). -

The Link Cost Table is 2 two dimensional matrix which specifies the curent
cost between each repeater and each group. Initially, the link cost berween a repeater
and a group is defined as the "normalized link cost” between the repeater and the group,
as defined below. Over ime, the table will be updated with measurements which more
accurately reflect the relative cost of mransmitting a file between the repeater anda
member of the group. The format of the Link Cost Table is <Group ID> <Group
ID> <link cost>, where the Group ID's are given as AS numbers.

The Load Table is 2 one dimensional table which identifies the current load at
each repeater. Because repeaters may have different capacities, the load is a value that
represents the ability of a given repeatec to accept 2dditional work. Each repeater sends
its current load to a centra) master repeater at regular intervals, preferably at least
approximately once 2 minute. ‘The master repeater broadcasts the Load Table to cach
reflector in the network, via the contact repeater.

A reflector is provided entrics in the Load Table only for repeatess which it is
assigned to use. The assignment of repeaters to reflectors is performed centrally by a
tepeater network operator at the master repeater. This assignment makes it possibleto

modify the service level of a given reflector. For instance, a very active reflector may use
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many tepeaters, whereas a relatively inactive reflector may use few repeaters.

Tables may also be configured to provide selective repeater service to subscribers
in other ways, e.g,, for their clients in specific geographic regions, such as Europe or
Asia.

Measuring Load

In the presendy preferred embodiments, repeater load is measured in two
dimensions, namely v

1. requests received by the repeater pu time interval (RRPT), and

2. bytes sent by the repeater per time interval (BSPT).

For each of these dimensions, a maximum «pagiy'setting is set. The maximum
capacity indicates the point at'which the repeater is considered to be fully lp‘aded. A
higher RRPT capacity generally indicates a faster processor, whereas a higher BSPT
capacity generally indicates a wider network pipe. This form of load measurement
assumes that a given server is dedicated to the task of repeating,

Each repeater regulady caleulates its arent RRPT and BSPT, by accumulating
the number of requests received and bytes seat over a short time interval These
measurements are used to detérmine the repeater’s load in each of these dimensions. If
a repeater’s load exceeds its configured capacity, an alarm message is sent to the tepeater
network administrator.

The two current load components ate combined into a single value indicating
overall current load. Similarly, the two maximum capacity components are combined
into a single valuc indicating overall maximum capacity. The components are combined
as follows: -

current-load = B X current RRPT + (1 -B) %

current BSPT
max-load = B X max RRPT + (1 - B) X max BSPT
The factor B, a value between 0 and 1, allows the relative weights of RRPT and

BSPT to beadjusted, which favors consideration of cither processing pé.wc: or
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The overall current load and overall maximum capacity values are pedodically
sent from each repeater to the master repeater, where they are aggregated in the Load
Table, a table summarizing the overall load for all repeaters. Changes in the Load Table
are distributed automatically to each reflector.

While the prefecred embodiment uscs a two-dimensional measure of repeater

load, any other measure of load can be used.

Combining Link Costs and Load

‘The BRS computes the cost of servicing a given client from each eligible
repeater. The cost is computed by combining the available capacity of the candidate
repeater with the cost of the link between that repeater and the client. The link cost is
computed by simply looking it up in the Link Cost table.

The cost is determined using the following formula:

threshold = K * masc-load

capadity = max({ max-lpod - turrent-load, ¢ )
capadty = min( capacity, threshold )

cost = Enk-cort * threchold [ ecapacity

In this formula, ¢ is 2 very small number (epsilon) 2nd Kis 2 tuning factor initial
set t0 0.5. This formula causes the cost to a given repeater to be increased, at a rate
defined by X, if its capacity falls below a configurable threshoid.

Given the cost of each candidate repeater, the BRS sclects all repeaters within a
delta factor of the best score. From this set, the result is selected at random.

The delta factor prevents the BRS fmmArcpcatedly selecting a singic repeater

when scores are similar. Itis generally required because available information about load
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and link costs loses accuracy over time. This factor is tunable.

Best Repeater Selector (BRS)

The BRS operates as follows, with reference to FIGURE 6:

Given a dlient network address and the three tables described above:

El.

E4.

Determine which group the client is in using the Gxoup Reduction
Table.

For each repeater in the Link Cost Table and Load Table, determinc that

repeater’s combined cost as follows:

B2a. Determine the maximum and current load on the repeater (using
the Load Table).

E2b. Determine the link cost between the repeater and the client’s
group (using the Link Cost Table).

E2c. Determine the combined cost as described above.
Select a small set of repeaters with the lowest cost.

Select 2 random member from the set.

Preferably the results of the BRS processing are maintained in a local cache at

the refiector 108. Thus, if the best repeater has tecendy been determined for a given

client (i.e., for a given network address), that best repeater can be reused quickly without
being re-determined. Since the caleulation described above is based on statically, pre-

computed tables, if the tables have not changed then thete is no need to re-determine

the best repeater.
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Determining the Group Reduction and Link Cost Tables

The Group Reduction Table and Link Cost Table used in BRS processing are
created and regulatly updated by an independent procedure referred to herein as
NetMap. The NetMap proceduse is run by executing several phases (described below) as
needed.

The term Group is used here to refers to an IP “address group™.

The term R:pea}ef Group refers 1o 2 Group that contains the TP address of 2
repeater. .

The term Aink cost refers to a statically determined cost for transmitting data
between two Groups. In a presently preferred implementation, this is the minimum of
the sums of the costs of the links along each path between them. The link costs of
primary concern here ase link costs between a Group and 2 Repeater Group.

The term relative ink cost efers o the link cost relative to other link costs for the
same Group which is calculated by subtracting the minimum link cost from a Group to
any Repeater Group from each of its link costs to a Repeater Group.

The term Cost Set refers to a set of Groups that ace equivaleat in regard to Best
Repeater Selection. That is, given the information available, the same repeater
would be selected for any of them.

The NetMap procedure first processes input files to ceeate an internal database
called the Group Registry. These input files descrbe groups, the IP addresses within
groups, and links between groups, and come a vasicty of sources, including publicly
available Internct Routing Registry (IRR) databases, BGP router tables, and probe
services that are located at various points around the Intemet aad use publidy available
toals (such as "traceroute”) to sample data paths. Once this broccssing is comptete, the
Group Registry contains essential information used for further processing, nmdy (1)
the identity of each group, (2) the sct of IP addcesses in a given group, (3) the presence
of links between groups indicating paths over which information may travel, and (4) the
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cost of sending data over a given link.

The following processes are then performed on the Group Registry file.

Calculate Repeater Group link costs

The NetMap procedure calculates a "link cost” for transmission of data berween
cach Repeater Group and dch Group in the Group Registry. This overall link cost is
defined as the minimum cost of any path between the two groups, where the cost of 2
path is equal to the sum of the costs of the individual links in the path, The link cost
algorithm presented below is essentially the same as algorithm #562 from ACM jouznal
Transactions on Mathematical Softwase: “Shortest Path From a Specific Node to Al
Other Nodes in a Network” by U. Pape, ACM TOMS 6 (1980) pp. 450-455,
http:// www.aedib.org/toms/562.

In this processing, the term Repeater Group refers to a Group that contains the

" IP address of a repeater. A group is a neighbor of another group if the Group Registry

indicates that there is a link between the two groups.

For each target Repeater Group T:
. Initalize the link cost between T and itself to zero.
. Initialize the link cost between T and every other Group to infinity.
e - Create 2 list L that will contain Groups that are cquidistn:;t from the target
Repeater Group T. '
. Initialize the list L to contain just the target Repeater Group T itself.
. While the list L is not empty: '
. Create an empty list L' of neighbors of members of the list L.
. For cach Group G in the list L:
. 7 For each Group N that is 2 neighbor of G:

. Let cost refer to the sum of the link cost between T and

G, and the link cost between G and N.
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The cost between T and G was determined in the
previous pass of the algorithm; the link cost between G
and N is from the Group Registry. '
. If cost is less than the link cost betweea T and N:
¢ Set the link cost between T and N to cost.
¢ Add N to L' ifitis not already on it.
. Set_ Lo L'

Calculate Cost Sets

A Cost Setis a set of Groups that are cquivalent with respect to Best Repeater
Selection. That is, given the information available, the same repeater would be selected
for any of them.

The "cost profile” of a Group G is dcfined herein as the set of costs between G
and each Repeater. Two cost profiles are said to be equivalent if the valucs in one
profile differ ftom.the corresponding values in the other profile by a constant amount.

Once a client Group is known, the Best Repeater Selection algorithm relies on
the cost profile for information about the Group. If two cost profiles are equivalent, the
BRS algorithm would select the same repeater given either profile.

A Cost Set is then a sct of groups that have equivalent cost profiles.

The effectiveness of this method can be seen, for example, in the case where all
paths to a Repeater from some Group A pass through some other Group B. The two
Groups have equivalent cost profiles (and are therefore in the same Cost Sef) since
whatever Repeater is best for Group A is also going to be best for Group B, regardless
of what path is taken between the two Groups.

By normalizing cost profiles, equivalent cost profiles can be made identical. A
normalized cost profile is a cost profile in which the minimum cost has the value zero.
A normalized cost profile is computed by finding the minimum cost in the profile, and
subtracting that valu‘c from cach cost in the profile.
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Cost Scts are then computed using the following algorithm:

¢ For each Group G:
* Calculate the normalized cost profile for G
5 * Look for a Cost Set with the same normalized cost profile.
e Ifsuch as set is found, add.G to the existing Cost Set;

. Pt.herwisr., create 2 new Cost Set with the calculated normalized cost profile,
containing only G.

10 . The algorithm for finding Cqét Sets employs 2 hash table to reduce the time
necessary to determinc whether the desired Cost Sct already exists. The hash table uscs
a hash value computed from cost profile of G.
Each Cost Set is then numbered with a-unique Cost Sent Index number. Cost
Sets are then used in 2 straightforward manaer to generate the Link Cost Table, which
15 gives the cost from each Cost Set to each Repeater.

As described below, the Group Reduction Table maps every IP address.to one
of these Cost Sets.

Build IP Map

The IP Map is a sorted list of records which map IP address ranges to Link Cost
20 Table keys. The format of the IP map is: )
<base IP address> <max IP address> <Link Cost Table key>.
where IP addresses are presenty represented by 32-bit integers. The entries are sorted by
descending base addtess, and by ascending maximum address among equal base
addresses, and by ascending Link Cost Table key among equal base addresses and
2. maximum addresses. Note that ranges may ovetlap.

The NesMap procedure generates an intermediate IP map conuaining 2 map

between IP address ranges and Cost Set numbers as follows:
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® TForeach Cost Set S:
s Foreach GroupGin S:
» For cach IP address range in G:

¢ Add a uiple (ow addtess, high address, Cost Set number of
S) to the IP map.

. The IP mp file is thea sorted by descending base address, and by ascending

. maximum-address among equal base addresses, and by ascending Cost Set number

among equal base addresses and maximurm addresses. The sort order for the base
address and maxxmum address minimizes the time to build the Group Reduction Table
and produces the proper results for overlapping entries.

Finally, the NesMap procedure creates the Group Reduction Table by processing
the sorted IP map. The Group Reduction Table maps IP addresses (specified by ranges)
into Cost Set numbers. Special processing of the IP map file is required in order to
detecr overlapping address ranges, and to merge aajaccnt address ranges in order to
minimize the size of the Group Reduction Table:

An ordered list of address range segments is maintained, each segment consisting
of a base address B and a Cost Sct number N, sorted by base addtess B. (The
maximurm address of a segment is the base address of the next segment minus one.)

The following algorithm is used:

* Initialize the kist with the clements [-infinity, NOGROUP), [+infinity, NOGROUP].
» Forcach entry in the IP map, in sorted order, consisting of (b, m, s),

¢ Insert (b, m, s)in the ﬁst (recall that IP map entries are of the form
(low address, high address Cost Set number of 5))
® For each reserved LAN address range (b, m):
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Insert (b, m, LOCAL) in the list.
¢ For each Repeater at address a:
Insert (a, 2, REPEATER) in the list.
¢ For each segment S in the ordered list ,
5 e Merge S with following scgments with the same Cost Set
¢ Create a Group Reduction Table entry with base address from the
base address of S,
® maxaddress = next segment’s base - 1,
e group ID = Cost Set number of S.
10
A reserved LAN address range is an address range reserved for use by LANs
which should not appear as a global Internet address. LOCAL is a special Cost Set
index different from all others, indicating that the range maps to a client which should
never be reflected. REPEATER is a special Cost Set index different from all others,
15 indicating that the address range maps to a repeater. NOGROUP is a special Cost Set
index diffcrent from all others, indicating that this range of addresses has no known
mapping.
Given (B, M, N), insert an entry in the ordered address list as follows:
Find the last segment (AB, AN) for which AB is less than or equal to B.
20 If AB is less than B, insert 2 new segment (B, N) after (AB, AN).
Find the last segment (YB, YN) for which YB is less than or equal to M.
Replace by (XB, N) any segment (XB, NOGROUP) for which XB is greater
than B and less than YB.
1f YN is not N, and either YN is NOGROUP or YB s less than or equal to B,
25 Let (ZB, ZN) be the segment following (YB, YN).
1f M+1 is less than ZB, insert a new segment (M+1, YN)
before (ZB, ZN).
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Replace (YB, YN) by (YB, N).

Rewriting HTML Resources

As explained above with reference to FIGURE 3 (B5), when a reflector or
repeater sexves a resource which itself includes resource identifiers (e.g., a HTML
resource), that resource is modified (tewritten) to pre-reflect resource identfiers (URLs)
of tepeatable resources that appear in the resource. Rewriting ensures that when a
browser requests repeatable resources identified by the requested resource, it gets them
from 2 repeater without going back to the origin s&vc:, but when it requests non-
repeatable resources identified by the requested resource, it will go disectly to the origin
server. Without t}us optimization, the browser would either make all requests at the
origin server (increasing traffic at the origin server and necessitating far more
reditections from the origin ;crvcr), or it would make all requests at the repeater (causing
the repeater to redundantly request anc:'l copy resoutces which could nor be cached,
increasing the overhead of sMg such resources).

_ Rewriting requires that a repeater has been selected (as described above with
reference to the Best Repeater Selector). Rewriting uses a so-called BASE directive.
‘The BASE directive lets the HTML identify a different base server. (The base address is
normally the address of the HTML resource.)

Rewriting is performed as follows:

Fl. A BASE directive is added at the beginning of the HTML resource, or
modified where necessary. Normally, a browser interprets relative URLs
as beix;ag relative to the default base address, namely, the URL of the
HM resource (page) in which they are encountered. The BASE
address added specifies the resource at the refiector which originally

served the resource. This means that unprocessed relagve URLs (such as
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those generated by Javascript™ progrims) will be interpreted as relative
to the reflector. Without this BASE address, browsers would combine
relative addresses with repeater names to create URLs which were not in

the form requited by repeaters (as described above ia step D1).

F2. The rewriter identifies directives, such as embedded images and anchors,
containing URLs. If the rewriter is running in a zeflector, it must parse
the HTML file to identify these ditectives.

If itis ranning in a repeater, the rewriter may have access to pre-
computed information that identifies the location of each URL (placed in
the HTML file in step F4).

F3. For cat;h URL encountered in the resource to be re-written, the rewriter
must determine whether the URL is repeatable (as in steps B1-B2). If
the URL is not repeatable, it is not modified. On the other hand, if the

. URL is repeatable, it is modified to tefer to the selected repeater.

F4.  After all URLs have been identified and modified, if the resource is being
served to a repeater, a table is appended at the beginning of the resousce
that identifies the location and content of each URL encountered in the
resource. (This step is an optimization which eliminates the need for
parsing HTML resources at the repeater.)

F5. Once all changes have been identified, 2 new length is computed for the
resource (page). The length is inserted in the HTTP header prior to

serving the resource.

An extension of HTML, known as XML, is currently being developed. The
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process of rewriting URLs will be similar for XML, with some differences in the

mechanism that parses the resource and identifies embedded URLs.

Handling Non-HTTP Protocols

‘This invention makes it possible to reflect references to resources that are served
by protocols other than HTTP, for instance, the File Transfer Protocol (FTP) and
audio/video stream protocols. However, many protocols do not provide the ability to
redirect requests. It is, however, possible to redirect references before requests are
actually made by rewriting URLs embedded in HTML pages. The following
modifications to the above algorithms are used to support this capability.

In F4, the rewriter rewrites URLs for servers if those servers appearina’
configurable table of cooperating origin server or so-called co-servers. The reflector
operator can define this table to include FTP seevers and other servers. A rewritten
URL that refers to a non-HTTP resource takes the form:

bitpe] | <repeater> | <origin server>@proxy=<scheme™ [<type>]@/ resource
where <scheme> is a supported protocol name such as “ftp”, This URL formatis an
alternative to the form shown in B3,

In C3, the repeater looks for a protocol embedded in the amiving request. Ifa
protocol is present and the requested resource is not already cached, the tepeater uses
the selected protocol instead of the default HTTP protocol to request the resource when
serving it and storing itin the cache.

System Configuration and Management

In addidon to the processing described above, the repeater network requires

various mechanisms for system configuration and aetwork management. Some of these

mechanisms are descrbed here.
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Reflectors allow their operators to synchronize repeater caches by performing
publishing operations. The process of keeping repeater caches synchronized is
described below. Publishing indicates that a resource or collecton of resources has
changed.

5 Repeaters and reflectors pasticipate in various types of log processing. The
results of logs collected at repeaters are collected and merged with logs collected ac

teflectors, as described below.

Adding Subscribers to the Repeater Network

i 10 ' When a new subscriber is added to the network, information about the

i subscriber is entered in a Subscriber Table at the master repdtct and propagated to all
| repeaters in the network. This information includes the Committed Aggregate Information

! Rate (CAIR) for servers belonging to the subscriber, and a list of the rcpca(crs. that may

be used by servers belonging to the subscriber.

15 -Adding Reflectors to the Repeater Network

" When a new reflector is added to the network, it'simply connects to and
i announces itself to a contact repeater, preferably using a securely encrypted certificate
including the repeater’s subscriber identifier.
. ‘The contact repeater determines whether the reflector netwock address is

i 20 pesmitted for this subscriber. Ifit is, the contact repeater accepts the connection aad
updates the reflector with all nécessary tables (using version numbers to determine
which mbles are out of date).

The reflector processes tequests during this ime, but is not “enabled” (allowed

to reflect requests) untl all of its wbles are current.

25
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Keeping Repeater Caches Synchronized

Repeater caches are coherent, in the sense that when a change to a resource is
identified by a reflector, all repeater caches are notified, and accept the chu{gc in a single
transaction. '

Only the identifier of the changed resource (and not the entire resource) is
transmitted to the repeatess; the identifier is used to effectively invalidate the
cotresponding cached resource at the repeater. This process is far morc cfficient than
broadcasting the content of the changed resource to cach repeater.

A cepeater will load the newly modified resource the next time it is requested.

A resource change is identificd at the reflector cither manually by the operator,
or through 2 script when files arc installed on the server, or automatically through a
change detection mechanism (e.g,, 2 separate process that checks regularly for changes).

A resource change causes the reflector to sead an “invalidate” message to its
contact fepeater, which forwards the message to the master repeater. The invalidate
message contains a list of resource identifiers (or regular expressions identifying patterns
of resource identificss) that have changed. (Regular expressions are used to invalidate a
directory or an entire serves)) The repeater network uses a two-phase commit process to
ensure that all repeaters correctly invalidate a given resource.

The invalidation process operates as follows: .

The master broadcasts a “phase 1” invalidation request to all repeaters indicating
the resources and regular expressions describing sets of resources to be invalidated.

When each repeater receives the phase 1 message, it first places the resousce
identifiers ot regular expressions into a list of resource identifiers pending invalidation.

Any resource requested (in C3) that is in the pending invalidation list may not be
served from the cache. This prevents the cache from requesting the resource from a
peer cache which may not have reccived an invalidadon notdce. Were it to request 2

tesource in this manner, it might replace the newly invalidated resource by the same,

now stale, data.
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The repeater then compares the resource identifier of each resource in its cache
against the resource identifiers and regular expressions in the list.

Each match is invalidated by marking it stale and optionally removing it from the
cache., This meaas that a future request for the resource will cause it to retrieve a new
copy of the resource from the reflector.

When the repeater has completed the invalidation, it remarns an acknowledgment
to the master. The master waits undl all repeaters have acknowledged the invalidation
request.

If a repeater fails to acknowledge within a given pesiod, it is disconnected from
the master repeater. When it reconnects, it will be told to flush its entire cache, which
will eliminate any consistency problem. (To avoid flushing the entire cache, the master
could keep a log of all invalidations performed, sorted by date, and flush only files
invalidated since the last time the reconnecting repeater successfully completed an
iavalidation. In the presenty preferred embodiments this is not done since it is believed
that repeaters will scldom disconnect.)

When all repeaters have acknowledged invalidation (or timed out) the repeater
broadcasts a “phase 2” invalidation request to all repeaters. This causes the repeaters to
remove the corresponding resoutce identifiers and regular expressions from the list of
resource identifiers pending invalidation.

In another embodiment, the invalidation request will be extended to allow a
“server push”. In such requests, after phase 2 of the'invalidation process has completed,

the repeater receiving the invalidation request will immediately request a new copy of the
invalidated resource to place in its cache,

Logs and Log Processing

Web sesver activity logs are fundamental to. monitoring the activity in 2 Web site.

This invention creates “merged logs™ that combine the activity at reflectors with the
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activity at repeaters, so that a single activity log appears at the origin server showing all
Web resource requests made on behalf of that site at any repeater.

This merged log can be processed by standard processing tools, as if it had been
generated locally.

On a periodic basis, the master repeater (or its delegate) collects logs from each
repeater. The lbgs collected are merged, sorted by reflector identifier and imestamp,
and stored in a dated file on a per-reflector basis. The merged log for a given reflector
tepresents the activity of all repeaters on behalf of that reflector. On a periodic basis, as

configured by the teflector operator, a reflector contacts the master repeater to request

" its merged logs. It downloads these and merges them with its locally maintained logs,

sorting by timestamp. The result is a merged log that tepresents all activity on behalf of
repeaters and the given reflector. .

Activity logs arc optionally extended with information important to the repeater
network, if the reflector is configured to do so by the reflector operator. In particular,
an “extended status code” indicates information about each request, such as:

1. request was served by a reflector locally;

2. request was reflected to a repeater;*
request was served by a teflector to a repeater;*
request for non-repeatable resource was served by repeater;®

request was served by a repeater from the cache;

;omoa W

request was served by a repeater after filling cachg

7. request pending invalidation was served by a repeater.
(The activides marked with “*” represent intermediate states of a request and do not
normally appear in a final acdviry log,)

In addition, activity logs contain a duration, and extended precision timestamps.
The duration makes it possible to analyze the time requited to serve a resource, the
bandwidth used, the number of requests handled in parallel at a g:vcn time, and other

quite useful information. The extended precision timestamp makes it possible to
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‘accurately merge activity logs.

Repeaters use the Network Time Protocol (NTP) to maintain synchronized
cdlocks. Reflectors may either use NTP or calculate a ime bias to provide roughly

accurate timestamps relative to their contact repeater.

Enforcing Committed Aggregate Information Rate

The repeater network monitors and limits the aggregate rate at which data is
served on behalf of a given subscriber by all repeaters. This mechanism provides the
following benefits:

1. provides a means of pricing repeater service;

2. provides a means for estimating and teserving capacity at repeaters;

3. provides a means for preveating clients of a busy site from limiting access to

other sites. »

For cach subscriber, a “threshold aggregate information rate” (TAIR) is
configured and maintairied at the master repeater. This threshold is not necessarily the
committed rate, it may be a multiple of committed rate, based on a pricing policy.

Each repeater measures the information rate component of each reflector for
which it serves resources, pedodically (typically about once a minute), by recording the
number of bytes transmitted on behalf of that reflector each time a request is delivered.
The table thus created is sent to the master repeater once per period. The master
repeater combines the tables from each repeater, summing the measured information of
each reflector over all repeaters that serve resources for that reflector, to determine the
“measured aggregate information rate” MAIR) for each refiector.

If the MAIR for a given reflector is greater than the TAIR for that reflector, the
MAIR is transmitted by the master to all repeaters and to the respective reflector.

When a reflector receives a request, it determines whether its most recently

_ calculated MAIR is greater than its TAIR. If this is the case, the reflector
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probabilistically decides whether to suppress reflection, by serving the request locally (in
B2). The probability of suppressing the reflection increases as an exponential function
of the difference berween the MAIR and the CAIR. '

Serving a request locally during a peak perod may strain the local origin server,
but it prevents this subscrber from taking more than allocated bandwidth from the
shared repeater network.

When 2 repeater receives a request for 2 given subscriber (in C2), it determines
whether the subscriber is running near its threshold aggregate information rate. If this is
the case, it probabilistically decides whether to reduce its load by redirecting the request
back to the reflector. The probability increases exponentally as the reflector’s aggregate
information rate approaches its limit.

If a request is reflected back to a reflector, 2 special character string is attached to
the resource identifier so that the receiving reflector will not attemnpt to reflect it again.
In the current system, this string has the form

“src=overload”. -

The reflector tests for this string in B2.

The mechanism for limiting Aggregate Information Rate described above is
fairly coarse. Itlimits at the level of sessions with dients (since once a client has been
reflccted to a given repeater, the rewriting process tends to kecp the client coming back
to that repeater) and, at best, individual requests for resources. A more fine-grained
mechanism for enforcing TAIR limits within repeaters operates by reducing the
bandwidth consumption of a busy subscriber when other subscribers are competing for
bandwidth.

The fine-grained mechanism is 2 form of data “rate shaping™. It cxtends the
mechanism that copies resource data to 2 connection when a reply is being sent to a
client. When an output channel is established at the time a request is received, the
repeater identifies which subsceber the channel is operating for, in C2, and records the

subscriber in a data field associated with the channel. Each time a “write” operation is
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about to be made to the chaanel, the Metered Output Stream fixst inspects the current
values of the MAIR and TAIR, calculated above, for the given subscriber. If the MAIR
is larger than the TAIR, then the mechanism pauses briefly before performing the write
operation. The length of the pause is proportional to the amount the MAIR exceeds the
TAIR. The pause ensures that tasks sending other resources to other clients, perhaps on
behalf of other subscribers, will have an opportunity to send their data. .

Repeater Network Resilience

The repeater network is capable of recovering when a repeater ot network
connection fails.

A repeater cannot aperate unless it is connected to the master repeater. The
master repeater exchanges critical information with other repeatets, including
information about repeater load, aggregate information rate, subscribers, and link cost.

If 2 master fails, a “succession” process easures that another repeater will take
over the role of master, and the network as a whole will remain operadonal. If 2 master
fails, or a connection to a master fails thtt;ugh a network problem, any repeater
attempting to communicate with the master will detect the failure, either through an
indication from TCP/IP, or by timing out from a regular “heartbeat” message it seods to
the master.

When any sepeater is disconnected from its mastex, it immediately tdes to
reconaect to 2 series of potential masters based on a configurable file called its
“succession list”.

The repeater tries each system on the list in succession undil it successfully
connects to a master. 1fin this process, it comes o its own name, it rakes o the role of
master, and accepts connections from other tepeaters. 1f a repeater which is not at the
top of the list becomes the master, it is called the “temporary master”.

A network partition may cause two groups of repeaters each to elect a master.

When the partition is corrected, it is necessary that the more senior master take over the
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network. Thcrcfbrc, when a repeater is temporary master, it regularly tries to reconnect
to any master above it in the succession list. If it sucéeds, it immediately disconnects
from all of the repeaters connected to it. When they retry their succession lists, they will
connect to the more senior mastes repeater.

To prevent losses of data, a temporary master does not accept configuration
changes and does not process log files. In order to take on these tasks, it must be
informed that it is primary master by manual modification of its successor list. Each

repeater regulady reloads its successor list to determine whether it should change its idea

of who the master is.

1fa repeater js disconnected from the master, it must resynchronize its cache
when it reconnects to the master. The master can maintain 2 list of recent cache
invalidations and send to the repeater any invalidatons it was not able to process while
disconnected. If this list is not available for some reason (for instance, because the
reflector has been disconnected too long), the teflector must invalidace its entire cache.

A reflector is not permitted to reflect requests unless it is connected to a
repeater. The reflector relies on its contact repeater for critical information, such as load
and Link Cost Tables, and current aggregate infonﬁztion rate. A reflector that is not
connected to 2 repeater can continuc to receive requests and handle them locally.

If a reflector loses its connection with a repeater, due to 2 repeater Failure or
network outage, it continues to operate while it tries to connect to a repeater.

Each time a reflector attempts to cannect to a repeater, it uses DNS to idenrify a
set of candidate repeaters given a domain name that represents the repeater network.
The teflector tries each repeater in this sct until it makes a successful contact. Until a
successful contact is made, the reflector serves all requests locally. When a reflector
connccts to a repeater, the repeater can tell it to attempt to contact a different repeater;
this allows the repeater network to cnsure that no individual repeater has too many
contacts.
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When contact is made, the reflector provides the version number of each of its
tables to its contact repeater. The repeater then decides which tables should be updated
and sends appropriate updates to the cefiector. Once all tables have been updated, the
tepeater notifies the reflector that it may now start reflecting requests.

Using a Proxy Cache within a Repeater

Repeaters are intentionally designed so that any proxy cache can be used as 2
component within them. This is'possible because the repeater receives HTTP requests
and converts them to a form recognized by the proxy cache.

On the other hand, several modifications to a standard proxy cache have been or
may be made as optimizations. This includes, in particular, the ability to conveniendy
invalidate a resource, the ability to support cache quotas, and the ability to avoid making
an extra copy of each resource as it passes from the proxy cachc.thxougil the repeater to
the requester.

In a preferred embodiment, a proxy cache is used to implement C3. The proxy
cache is dedicated for use only by onc or more repeaters. Each repeater requiring a
zesource from the proxy cache constructs a proxy request from the inbound resource
request. A aormal HTTP GET request to a server contains only the pathname part of
the URL—~the scheme and server name are implicit. (In an HTTP GET request to a
repeater, the pathname part of the URL includes the name of the origin server on behalf \
of which the tequest is being made, as described above.) However, a proxy ageat GET
request takes an entite URL. Therefore, the repeater must construct 2 proxy request
conuining the entire URL from the path pordon of the URL it reczives. Specifically, if
the incoming request takes the form:

GET [/ <origin server> [ <path>
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then the repeater constructs a proxy request of the form:.
GET bttp:/ | <origin server>[ <path>
and if the incoming request takes the form:

GET <origin server>@praxy= <scherse>: <type>@/ <path>

then the repeater constructs a proxy request of the form:

GET <scheme>:{ [ <origin server> [ <path>

Cache Control

HTTP teplies contain directives called cache ‘control ditectives, which are used
to indicate to a cache whether the attached resource may be cached and if sé), when it
should expire. A Web site administrator configures the Web site to attach appropriate
directives. Often, the administrator will not know how long a page will be fresh, and
must define 2 short expiration time to try to prevent caches from serving stale data. In
many cases, 2 Web site operator will indiﬁu: a short cxpiration time only in ordes to
receive the requests {or hits) that would otherwisc be masked by the presence of a cache. -
“This is known in the industry as “cache-busting”. Although some cache operators may
consider cache-busting to be impolite, advertisers who tely on this information may
consider it imperative. . '

When a resource is stored in a repeater, its cache directives ¢an be ignored by the
repeater, because ihe repeater recaives explicit imvalidation events to determine whena
resource is stale. When a proxy cache is used as the cache at the repeater, the associated
cache directives may be temporarily disabled. However, they must be re-enabled wh.en
the resource is served from the cache to a client, in order to permit the cache-control

policy. (including any cache-busting) to take effect.
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The present invention contains mechanisms to prevent the proxy cache within a
repeater from honoring cache control directives, while permitting the directives to be
served from the repeater.

When a reflector serves a resouzce to a repeater in B4, it replaces all cache
dicectives by modified ditectives that are ignored by the tepeater proxy cache. It does
this by prefixing a distinctive string such as “wr-" to the beginning of the HTTP tag,
Thus, “expires” bécomes “wr-expites”, and “cache-control” becomes
“wr-cache-control”. ‘This prevents the proxy cache itself from honoring the dire¢tives.
When a repeater serves 2 resource in C4, and the requesting client is not another
repeater, it searches for HTTP tags beginning with “wr-” and removes the “wr-"". This

allows the clients retrieving the resource to honor the directives.

Resonice Revalidation

There are several cases where a resource may be cached so long as the origin
server is consulted each time it is served. In one case, the request for the resource is
atrached to a so-called “cookic”. The origin sexver must be presented with the cookic to
record the request and determine whether the cached resource may be served or sot. In
another case, the request for the resource is attached to an authentication header (which
identifies the requester with 2 user id and passwbrd). Each new request for the resource
must be tested at the oBgin server to assure that the requester is authorized to access the
resource.

The HTTP 1.1 specification defines a reply header tided “Must-Revalidate”
which allows an origin server to instruct a proxy cache to “revalidate” = sesouzce each
time a request is received. Normally, this mechanism is used to determine whether 2
resource is still fresh. In the present invention, Must-Revalidate makes it possible to ask

an origin server to validate a request that is otherwise served from a repeater,
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‘The reflector rule base contains information that determines which resources .
may be repeated but must be revalidated each time they are served. For each such
resource, in B4, the reflector attaches a Must-Revalidate header. Each time a request
comes t0 2 tepeater for a cached resource marked with 2 Must-Revalidate header, the

request is forwarded to the reflector for validation prior to serving the requested

resource.

Cache Quotas

The cache component of a repeater is shared among those subscribers that
reflect clients to that repeater. In order to allow subscribers fair access to storage
facilities, the cache may be extended to support quotas.

Normally, a ;;mxy cache may be configured with a disk space threshold T.
Whenever more than T bytes are stored in the cache, the cache attempts to find
resources to climinate.

Typicallya caché uses the least-recenty-used (LRU) algorithm to determine
which resources to eliminate; more sophisticated caches use other algorithms. A cache
may also support several threshold values—for instance, a lower threshold which, when
reached, causes a low prority background process to remove items from the cache, and
a higher threshold which, when reached, prevents resources from being cached undil
sufficient free disk space has been reclaimed.

If two subscribers A and B share a cache, and moze resources of subscriber A
are accessed during a period of time than resources of subscriber B, then fewer of B's
tesources will be in the cache when new requests arrive. Itis possible thac, due to the
behavior of A, B’s resources wil never be cached when they aze zequested. In the
present invention, this behavior is undesirable. To address this issue, the inventon

extends the cache at a repeater to support cache quotas.
The cache records the amount of space used by cach subscriber in Dg, and

supports & configurable threshold T for each subscriber.
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Whenever a resource is added to the cache (at C3), the value Dy is updated for
the subscriber providing the resource, 1f Dg is larger than Ty, the cache attempts to find
resources to eliminate, from among those resources associated with subscriber S. The
cache is effecdvely partitioned into separate areas for each subscriber.

“The original threshold Tis still supported. If the sum of reserved segments for
cach subscriber is smaller than the total space teserved in the cache, the remaining area
is “common” and subject to compctition among subscribers.

Note, this mechanism might be implemented by modifying the existing proxy
cache discussed above, or it might also be implemented without modifying the proxy
cache—if the proxy cache at least makes it possible for an external program to 6btain a

list of resources in the cache, and to remove a given resource from the cache.

Rewriting from Repeaters

When a repeater receives a request for a resource, its proxy cache may be
configured to determine whether a peer cache contains the requested resource. If so,
the proxy cache obtains the resource from the peer cache, which can be faster than
obtaining it from the origin server (the reflector). However, a consequence of this is that
rewritten HTML resources retrieved from the peer cache would identify the wrong
repuAter. Thus, to allow for cooperating proxy caches, resources are preferably tewritten
at the repeater.

When a resource is rewritten for a repeater, a special tag is placed at the
beginning of the resource. When constructing a reply, the repeater inspects the tag to
determine whether the resource indicates that additional rewriting is necessary. If so, the
repeater modifics the resource by replacing references to the old repeater with references
to the new repeater.

Itis only necessary to perform this rewriting when a resource is served to the

proxy cache at another repeater.
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Repeater-Side Include

Sometimes, an origin server constructs a custom resource for cach request (f‘or
instance, when inserting an advertiscment based on the history of the requesting client).
In such a case, that resource must be served locally rather than repeated. Generally, 2
custom resoutce contains, along with the custom information, text and references to
other, repeatable, resources.

The process that assembles 2 “page” from a text resource and possibly onc or
more image resources is performed by the Web browser, directed by HIML. However,
it is not possible using HIML to cause a browser t'o assemble a page using textos
ditectives from a separate resource. Therefore, custom resources often necessaly
cootain large amounts of static text that would otherwise be repeatable.

To resolve this potential incfficiency, repeaters recognize a special directive
called a “repeater side include”. This directive makes it possible for the repeater to
assemble a custom resource, using 2 combination of repeatable and local resouzees. In
this way, the static text can be made rcpeatable, and only the special directive need be
served locally by the reflector.

For example, a resource X might consist of custom directives sclecting an
advertising banner, followed by a large text article. To make this resource rcpeatable, the
Web site administrator must break out 2 second resource, Y, to select the banner.
Resource X is modified to contain a repeater-side include directive identifying resource
Y, along with the article. Resource Y is created and contains only the custom directives
selecting an ad banner. Now tesource X is repeatable, and only resource Y, which is
relatively small, is not repeatable. -

Whén a repeater constructs 2 réply, it determines whether the resource being
served is an HTML resource, and if so, scans it for repeater-side include directives.
Each such directve includes 2 URL, which the repeater resolves and substitutes in place
of the directive. The entire resource must be assembled before it is served, in order to

determine its final sizc, as the size is included in a reply header ahead of the resource.
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Thus, a method and apparatus for dynamically replicating selected resources in
computer nerworks is provided. One skilled in the art will appreciate that the present
invention can be practiced by other than the described embodiments, which are
presented for purposes of illustration and not limitadon, and ﬁ\e present invention is
limited only by the claims that follow.

What is claimed:

1. A method of processing resource requests in a computer network, the
method comprising,

(i) by a client:

(A)  making a request for a particular resource from an or-igin server,
the request including a resource identifier fo.r the pardculac
fesource;

(1i) by a reflector:

(®) intercepting the request from the client to the origin server;

(©  selecting a repeater to process the request;

(D)  providing to the client a modified resource identifict designating
the repeater; A

(i) by the client:

() receiving the modified resource idendfier from the reflector; and

(F)  making a request for the particular resource from the repeater

' designated in the modified resource identifier;

() by the repeater:

(G)  receiving the request from the clicnt; and

(H)  rewming the requested resource ta the cliene. 2. A method

as in claim 1 further comprising, by the repeater: -

o making a request for the resource from the origin server; and

()] receiving the resoutce from the origin scever.
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3. A method as in claim 1 wherein the selecting of a repeater by the
reflector comprises:
(C1)  partitioning the network into g&mps;
(C2) determining which group the clientis in; - .
(C3) selecting, from a plurality of repeaters in the network, a set of repeaters
bhaving a lowest cost relative to the group which the client is in; and

(C4) selecting as the repeater a member of the selected sct of repeaters.

4. A method as ih chim 3, wherein the cost of a repeater is a value based on

that repeater’s current load 2nd 2 maximum load for that repeater.

S. A method as in chim 3, wherein the cost of a repeater is a value based on

a predicted cost or speed of transmission beeween the repeater and a client in the group.

6. A method as in claim 1 whercin the particular resource itself contains at
least one othes resource identifier of at least one other resource, the method further )
comprising;

rewriting the pardcular resource to teplace at least some of the resource
identifiers contained therein with modified resource identifiers designating a repeater

instead of the origin server.

7. A method as in claim 6 wherein the rewriting is pecformed by one of the

repeater, the refiector or anvther repeates.

8. A method of processing resource requests in a computer network, the
method comprising,
() by a client:
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(A)  making a request for a particular resource from an origin server, .
the request including a resource identifier for the pardcular
resource;
@) by a reflector:
(B) -intercepting the request from the client to the origin sexver;
(©)  determining whether to reflect the request to a repeater;
(@)  when the reflector determines not to reflect the request,
forwarding the request to the origin server, otherwise
(D1)  selecting 2 repeater to process the request;
' (D2) providing to the client a modified resource identifier
designating the repeater.
9. A mcthod as in claim 8, fucther comprising, when the reflector
determines to reflect the request,
(iif) by the client:
(B) receiving the modified resource identifier from the reflector; and

® making a request for the particular resource from the repeater
) designated in the modified resource identifier;
(iv) by the repeater:
(G)  recciving the request from the client; and
(H)  returning the requested resource to the client.
10. A method 1s in claim 8 wherein the reflector determines whether to

reflect 2 request by comparing the resource identifier with regular expression patteras of -

repeatable resources.
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11. A method as in claim 8, wherein the reflector has a threshold aggregate .
information rate (TAIR) associated therewith, and wherein the determining of whether
to teflect the request to a repeater comptises:

determining whether the TAIR of the reflector is excecded by a measured
aggregate information rate (MAIR) for the reflector, wherein the reflector determines

not to reflect the request when the MAIR exceeds the TAIR for the reflector.

12 A method as in claim 8, whesein the reflector has 2 threshold aggregate
information rate (TAIR) associated therewith, and wherein the determining of whether
to reflect the rcqhest to a repeater comprises: '

probabilistically determining whether the TAIR of the reflector is exceeded by a -
measured aggregate information rate (MAIR) for the reflector, wherein the reflector
“determines not to reflect the request as an exponeatial function of the difference
between the MAIR and the TAIR.

13. A method as in any of dlaims 11-12, wherein the MAIR is obtained from
rcpeaters according to the ratc at which they have transmitted data on behalf of the

reflector during 2 given time interval.

14. A mcthod as in any one of claims 1-12 wherein the nerwork is the
Internet and wherein the resource identifiet is a uniform resource locator (URL) for
designating resources on the Internet, and wherein the modified resource identfieris 2
URL designatng d.‘u: repeater and indicating the reflector or origin server, and wherein

the modified resource idendiier is provided to the client using 2 REDIRECT message.
15. In a computer network wherein clients cequest resources from origin

servers, 2 method comprising:

providing at least one repeater;
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providing reflectors at some of the origin servers, each reflector intercepting
client resource requests made to its respective origin server; and

each reflector selectively redirecting clicnt resource requests for certain resources _

to one of the repeaters.

16 A method as in claim 15 further comprising, by repeaters in the network:
- servicing redirected client resource requests; and
selectively maintaining copies of requested resources,
whereby resources corresponding to redirected resource requests are sclectively

migrated from their origin servers-to one or more repeaters.

17. A computer network comprising:

a plurality of origin servers, at least some of the origin servers having reflcctors
associated therewith;

a plurality of repeaters; and

a plurality of clients,

wherein each reflector is adapted to intercept resource requests made éo its

. tespective origin secver and to selectively redirect the resource requests to a dynamically

selected repeater.

18.  Ina computer nerwork wherein clients request resources from origin
servers, a reflector mechanism associated with an origin server, the reflector mechanism
comprising:

means for intercepting a resource request made by client of an origin server;

means for malyziné the resource request to determine whether to setvice the
request locally at the origin server;

means for determining a best repeater in the network to service the request when
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the analyzing means determines that the request should noc be serviced locally; and

means for redirecting the client to the best repeater.

19. A reflector mechanism as in claim 18 wherein the network is partitioned
into groups and the means for determining the best repeater comprises:

means for determining which group the client is in;

means for selecting, from a plurality of repeaters in the network, a set of
tepeaters having a lowest cost relative to the group the client is in; and

means for selecting as the best repeater a member of the set of repeaters.

20. A reflector mechanism as in claim 19, wherein the cost of a tepeater is a
value based on a predicted cost or speed of transmission between the repeater and 2

client in the group.

21. A mechanism as in claim 19, wherein the cost of a repeater is a value

based on that repeaters current load and a maximum load for that repeater.

22. A reflector 2s in claim 16 wherein the resource itself contains resoucce
identifiers, the reflector further comprising:

menns for rewriting the resource to replace at least some of the resource _
identifiers contained therein with modified resource identifiers designating the repeater

instead of the origin server.

23, In a computer nctwork whezein clients request resources from origin
servers, a repeater mechanism comprising:

means for receiving a resource tequest from a clieny;

means for determining whether the resource is available locally;

means for, when it is determined that the resource is not available locally,
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obtaining the resource from an origin server; and

means for providing the resource to the client.

24, Areflector as in claim 18 whercin the resource itself contains resource
identifiers, the repeater further compasing:

means for rewriting the resource to replace at least some of the resource
identificrs contained therein with modified resource identifiers designating the repeater

instead of the origin server.
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Description
1. Field of the Invention

[0001] This invention refates to replication of resourc-
es in computer networks.

2. Background of the Invention

[0002] The advent of global computer networks, such
as the Intemet, have led to entirely new and different
- ways to obtain information. A user of the Internet can
now access information from anywhere in the world,
with no regard for the actual location of either the user
or the information. A user can obtain information simply
by knowing a network address for the information and
providing that address to an appropriate application pro-
gram such as a network browser.
[0003] The rapid growth in popularity of the Intermnet
has imposed a heavy traffic burden on the entire net-
work. Solutions to problems of demand (e.g., better ac-
cessibility and faster communication links) only increase
the strain on the supply. Intemet Web sites (referred to
here as "publishers™ must handle ever-increasing
bandwidth needs, accommodate dynamic changes in
load, and improve performance for distant browsing cli-
ents, especially those.overseas. The adoption of con-
tent-rich applications, such as live audio and video, has
further exacerbated the problem. .
[0004] To address basic bandwidth growth needs, a
Web publisher typically subscribes to additional band-
width from an Internet service provider (ISP), whether
in the form of larger or additional "pipes” or channels
from the ISP to the publisher's premises, or in the form
- of large bandwidth commitments in an ISP's remote
hosting server collection. These increments are not al-
ways as fine-grained as the publisher needs, and quite
often lead times can cause the publisher's Web site ca-
pacity to lag behind demand.
[0005] To address more serious bandwidth growth
problems, publishers may develop more complex and
costly custom solutions. The solution to the most com-
mon need, increasing capacity, is generaily based on
replication of hardware resources and site content
"(known as mirroring), and duplication 6f bandwidth re-
sources. These solutions, however, are difficult and ex-
pensive to deploy and operate. As a result, only the larg-
est publishers can afford them, since only those publish-
ers can amortize the costs over many customers (and
Web site hits). '
[0006) A number of solutions have been developed to
advance replication and mirroring. In general, these
technologies are designed for use by a single Web site
and do not include features that allow their components
to be shared by many Web sites simultaneously.
{0007] Some solution mechanisms offer replication
software that helps keep mirrored servers up-to-date.
These mechanisms generally operate by making a com-
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plete copy of a file system. One such system operates
by transparently keeping multiple copies of a file system
in synch. Another system provides mechanisms for ex-
plicitly and regularly copying files that have changed.
Database systems are particularly difficult to replicate,
as they are continually changing. Several mechanisms
allow for replication of databases, although there are no
standard approaches for accomplishing it. Several com-
panies offering proxy caches describe them as replica-
tion tools. However, proxy caches differ because they
are operated on behalf of clients rather than publishers.
[0008] Once a Web site is served by multiple servers,’
a challenge is to ensure that the load is appropriately
distributed or balanced among those servers. Domain
name-server-based round-robin address resolution
causes different clients to be directed to different mir-
rors.

{0009} Another solution, load balancing, takes into ac-
count the load at each server (measured in a variety of
ways) to select which server should handle a particular
request.

.[0010] Load balancers use a variety of techniques to

route the request to the appropriate server. Most of
those load-balancing techniques require that each serv-
er be an exact replica of the primary Web site. Load bal-
ancers do not take into account the "network distance"”
between the client and candidate mirror servers.

[0011] Assuming that client protocols cannot easily
change, there are two major problems in the deployment
of replicated resources. The first is how to select which
copy of the resource to use. That is, when a request for
a resource is made to a single server, how should the
choice of a replica of the server (or of that data) be made. -
We call this problem the "rendezvous problem". There
are a number of ways to get clients to rendezvous at
distant mirror servers. These technologies, like load bal-

- ancers, must route a request to an appropriate server,

but unlike load balancers, they take network perform-
ance and topology into account in making the determi-
nation.

[0012] A number of companies offer products which
improve network performance by prioritizing and filter-
ing network traffic. ’

Proxy caches provide a way for client aggregators to re-
duce network resource consumption by storing copies
of popular resources close to the end users. A client ag-
gregator is an Intemet service provider or other organi-
zation that brings a large number of clients operating
browsers to the Internet. Client aggregators may use
proxy caches to reduce the bandwidth required to serve
web content to these browsers. However, traditional
proxy caches are operated on behalf of Web clients rath-
er than Web publishers.

[0013] Proxy caches store the most popular resourc-
es from all publishers, which means they must be very
large to achieve reasonable cache efficiency. (The effi-
ciency of a cache is defined as the number of requests
for resources which are already cached divided by the





