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(57) ABSTRACT 

An autonomous vehicle uses probabilistic neural networks 
to predict hidden context attributes associated with traffic 
entities. The hidden context represents behavior of the traffic 
entities in the traffic. The probabilistic neural network is 
configured to receive an image of traffic as input and 
generate output representing hidden context for a traffic 
entity displayed in the image. The system executes the 
probabilistic neural network to generate output representing 
hidden context for traffic entities encountered while navi-
gating through traffic. The system determines a measure of 
uncertainty for the output values. The autonomous vehicle 
uses the measure of uncertainty generated by the probabi-
listic neural network during navigation. 
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402 
Receive video data 

404 
Generate derived stimulus data based on the 

received video data 

406 
Transmit derived stimulus data 

• 

Receive a response based on the transmitted 
derived stimulus data 

41 
Generate statistics based on the response 

412 
Train a model based on the statistics 

414 
Apply model to other video data to generate a 

prediction of user behavior associated with the 
other video data 

FIG. 4 
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500 
Providing live video frame or sensor frame 

as input to the trained learning 
algorithm 

502 
Executing the trained algorithm to analyze 

the video frame 

504 
Predicting summary statistics on the 

frame using the trained algorithm 

FIG. 5 
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700 
Receiving sensor data from sensors 

of the autonomous vehicle 

702 
Identifying one or more traffic entities 

For each identified traffic enti

704 
Determining motion parameters for 

the traffic entity 

1 
706 

Determining a hidden context for the 
traffic entity based on the sensor data 

1
708 

Navigating the autonomous vehicle 
based on the motion parameters and 

the hidden context 

FIG. 7 
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B.Q2 
Receive sensor data from sensors of 

vehicles 

1 
802 

Generate a plurality of stimuli for 
presenting to users 

For each stimuli 

For each of a plurality of users 

804 
Present stimuli to the user 

806 
Receive user response 

V 

808 
Determine statistical distribution of 

user responses 

V 

810 
Store stimulus and statistical 

distribution of user response as 
training data 

FIG. 8 
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910 
Provide video frame as input to neural network 

915 
Generate a feature vector 

1 
918 

Determine parameters of random variables 

1 
920 

Sample random variables 

1 
922 

Apply softmax to determine probability values 

1 
925 

Determine statistical distribution of predicted output 
values 

930 
Compare statistical distribution of predicted output 

values with statistical distribution of user 
responses to stimulus 

935 
Perform backpropagation to adjust parameters of 

neural network for minimizing loss function 

FIG. 9 
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Image 
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For N tasks 

Produces 

V 
Probabilistic 
Dense Layer 

Vector of means 

1008 

Produces (constrained positive 

1012 

Vector of std. deviations 

Combine into 

Vector of Normal distributions (more 
generally: random variables 

1014 

Sample m times 1016 

Matrix where rows are sampled 
vectors of value 

Apply softmax row-wise 
To produce probabilities 

Vfor every row 

Distribution of probabilities per Likert class 

(+ Identify confidence intervals) 
1020 

FIG. 10 
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PROBABILISTIC NEURAL NETWORK FOR 
PREDICTING HIDDEN CONTEXT OF 

TRAFFIC ENTITIES FOR AUTONOMOUS 
VEHICLES 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

This application claims the benefits of priority under 35 
USC 119(e) to U.S. Provisional Application No. 62/802,151 
filed on Feb. 6, 2019 and U.S. Provisional Application No. 
62/822,269 filed on Mar. 22, 2019, each of which is incor-
porated herein by reference in its entirety for all purposes. 

This invention was made with government support under 
Award No. 1738479 awarded by National Science Founda-
tion's Division of Industrial Innovation and Partnerships 
(IIP). The government has certain rights in the invention. 

TECHNICAL FIELD 

5 

10 

15 

The present disclosure relates generally navigating an 20 
autonomous vehicle through traffic and more specifically to 
probabilistic neural networks for predicting hidden context 
of traffic entities for autonomous vehicles. 

BACKGROUND 25 

An autonomous vehicle uses different types of sensors to 
receive input describing the surroundings of the autonomous 
vehicle while driving through traffic. For example, an 
autonomous vehicle may perceive the surroundings using 
camera images and lidar scans. The autonomous vehicle 30

determines whether an object in the surroundings is station-
ary, for example, buildings or trees or the object is non-
stationary, for example, a pedestrian, a vehicle, and so on. 
The autonomous vehicle system predicts the motion of 
non-stationary objects to make sure that the autonomous 35

vehicle is able to navigate through non-stationary obstacles 
in the traffic. 

Conventional systems predict motion of non-stationary 
objects using kinematics. For example, autonomous vehicles 
may rely on methods that make decisions on how to control 
the vehicles by predicting motion vectors of objects near the 
vehicles. This is accomplished by collecting data of an 
objects current and past movements, determining a motion 
vector of the object at a current time based on these 
movements, and extrapolating a future motion vector rep-
resenting the object's predicted motion at a future time 
based on the current motion vector. However, these tech-
niques fail to predict motion of certain non-stationary 
objects for example, pedestrians, bicyclists, and so on. For 
example, if the autonomous vehicle detects a pedestrian 
standing in a street corner, the motion of the pedestrian does 
not help predict whether the pedestrian will cross the street 
or whether the pedestrian will remain standing on a street 
corner. Similarly, if the autonomous vehicle detects a bicy-
clist in a lane, the current motion of the bicycle does not help 
the autonomous vehicle predict whether the bicycle will 
change lanes. Failure of autonomous vehicles fail to accu-
rately predict motion of non-stationary traffic objects results 
in unnatural movement of the autonomous vehicle, for 
example, as a result of the autonomous vehicle suddenly 
stopping due to a pedestrian moving in the road or the 
autonomous vehicle continuing to wait for a person to cross 
a street even if the person never intends to cross the street. 

SUMMARY 

Embodiments of the invention use probabilistic neural 
networks to predict hidden context attributes associated with 

40 

45 

50 

55 

60 

65 

2 
traffic entities. A traffic entity may represent a pedestrian, a 
bicyclist, or another vehicle in a traffic encountered by a 
vehicle. The hidden context of a traffic entity represents 
behavior of the traffic entities in the traffic. The system trains 
a probabilistic neural network for help in navigating through 
traffic. The probabilistic neural network is configured to 
receive an image of traffic as input and generate output 
representing hidden context for a traffic entity displayed in 
the image. 

The probabilistic neural network generates a feature vec-
tor for a plurality of features. The feature vector comprises 
values describing statistical distribution for each feature. 
The generated output of the probabilistic neural network 
comprises a plurality of values, each value representing a 
likelihood of receiving a particular user response from a user 
presented with the image. The training data set may com-
prise statistical information describing user responses of 
users presented with images of traffic. 

The system receives a new camera image captured by a 
camera mounted on an autonomous vehicle navigating 
through traffic. The system executes the probabilistic neural 
network to generate output representing hidden context for 
a traffic entity displayed in the new image. The system 
determines a measure of uncertainty for each of the plurality 
of values. The autonomous vehicle navigates to avoid the 
traffic entity identified in the new image. The navigation of 
the autonomous vehicle is based on at least the measure of 
uncertainty generated by the probabilistic neural network. 

In an embodiment, the values describing statistical dis-
tribution for each feature comprise a mean value and a 
standard deviation for the feature. The probabilistic neural 
network is configured to generate samples of features that 
correspond to their respective distributions. These samples 
are used to generate different outputs. The distribution of the 
generated outputs is used to determine a measure of uncer-
tainty of the outputs. The measure of uncertainty is used to 
navigate the vehicle through traffic, for example, to deter-
mine how far to stay from a traffic entity displayed in the 
image that was provided as input to the probabilistic neural 
network. 

In an embodiment, training the probabilistic neural net-
work comprises determining evidence lower bound between 
the predicted output and labels of training data set. For 
example, the predicted output can be a plurality of values 
and the labels represent a plurality of values representing 
statistical summary determined from user responses 
obtained from users presented with images. The training 
process performs backpropagation based on the evidence 
lower bound. 

In an embodiment, determining the measure of uncer-
tainty for each of the plurality of values is performed by 
generating a plurality of samples for the input image using 
the probabilistic neural network and determining a confi-
dence interval for each of the plurality of input using the 
plurality of samples. 

In an embodiment, the autonomous vehicle navigates to 
ensure that the autonomous vehicle stays at least a threshold 
distance away from the traffic entity displayed in the new 
image. The threshold distance is determined based on the 
measure of uncertainty generated by the probabilistic neural 
network. For example, the threshold distance is determined 
to be a value directly related to the measure of uncertainty 
generated by the probabilistic neural network. 

The hidden context may represent a state of mind of a user 
represented by the traffic entity. The hidden context may 
represent a task that a user represented by the traffic entity 
is planning on accomplishing. The hidden context may 
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represent a goal of a user represented by the traffic entity, 
wherein the user expects to achieve the goal within a 
threshold time interval. For example, the hidden context 
may represent a near term goal of the person represented by 
the traffic entity, for example, indicating that the person is 
likely to cross the street, or indicating that the person is 
likely to pick up an object (e.g., a wallet) dropped on the 
street but stay on that side of the street, or any other task that 
the person is likely to perform within a threshold time 
interval. The hidden context may represent a degree of 
awareness of the autonomous vehicle by a user represented 
by the traffic entity, for example, whether a bicyclist driving 
in front of the autonomous vehicle is likely to be aware that 
the autonomous vehicle is behind the bicycle. 

In an embodiment, navigating the autonomous vehicle 
comprises generating signals for controlling the autonomous 
vehicle based on the motion parameters, the hidden context 
of a traffic entity, and the measure if uncertainty generated 
for the traffic entity by the probabilistic neural network. The 
generated signals are sent to the controls of the autonomous 
vehicle. 

In an embodiment, the probabilistic neural network is a 
probabilistic convolutional neural network. 

BRIEF DESCRIPTION OF FIGURES 

Various objectives, features, and advantages of the dis-
closed subject matter can be more fully appreciated with 
reference to the following detailed description of the dis-
closed subject matter when considered in connection with 
the following drawings, in which like reference numerals 
identify like elements. 

FIG. 1 is a system diagram of a networked system for 
predicting human behavior according to some embodiments 
of the invention. 

FIG. 2 is the system architecture of a vehicle computing 
system that routes an autonomous vehicle based on predic-
tion of hidden context associated with traffic objects accord-
ing to an embodiment of the invention. 

FIG. 3 is a system diagram showing a sensor system 
associated with a vehicle, according to some embodiments 
of the invention. 

FIG. 4 is a flowchart showing a process of training a 
machine learning based model to predict hidden context 
information describing traffic entities, according to some 
embodiments of the invention. 

FIG. 5 is a flowchart showing a process of predicting the 
state of mind of road users using a trained learning algo-
rithm, according to some embodiments of the invention. 

FIG. 6 is a diagram showing an example of an application 
of a context user prediction process in an automobile con-
text, according to some embodiments of the invention. 

FIG. 7 represents a flowchart illustrating the process of 
navigating the autonomous vehicle based on hidden context, 
according to an embodiment. 

FIG. 8 represents a flowchart illustrating the process of 
generating training dataset for training of neural network 
illustrated in FIG. 2, according to an embodiment. 

FIG. 9 represents a flowchart illustrating the process of 
training of neural network illustrated in FIG. 1B, according 
to an embodiment. 

FIG. 10 represents a flowchart illustrating the process of 
generating training dataset for training of neural network 
illustrated in FIG. 2, according to another embodiment. 

5 

4 
FIG. 11 is a block diagram illustrating components of an 

example machine able to read instructions from a machine-
readable medium and execute them in a processor (or 
controller). 

DETAILED DESCRIPTION 

Embodiments of the invention predict hidden context 
associated with traffic entities that determines behavior of 

1° these traffic entities in the traffic. A traffic entity represents 
an object in traffic, for example, a pedestrian, a bicycle, a 
vehicle, a delivery robot, and so on. Hidden context includes 
factors that affect the behavior of such traffic entities, for 
example, a state of mind of a pedestrian, a degree of 

15 
awareness of the existence of the autonomous vehicle in the 
vicinity (for example, whether a bicyclist is aware of the 
existence of the autonomous vehicle in the proximity of the 
bicyclist), and so on. The system uses the hidden context to 

zo predict behavior of people near a vehicle in a way that more 
closely resembles how human drivers would judge the 
behavior. 

In one embodiment, a group of users (or human observ-
ers) view sample images of traffic entities (such as pedes-

25 trians) near streets and/or vehicles and indicate or are 
measured for their understanding of how they believe the 
people will behave. These indicators or measurements are 
then used as a component for training a machine learning 
based model that predicts how people will behave in a 

30 real-world context. In other words, after being trained based 
on the reactions of human observers to sample images in a 
training environment, the machine learning based model 
predicts behavior of traffic entities in a real-world environ-
ment, for example, actual pedestrian behavior in a real-

35 world environment. 
A non-stationary object may also be referred to as a 

movable object. An object in the traffic may also be referred 
to as an entity or a traffic entity. 

Systems for predicting human interactions with vehicles 
ao are disclosed in U.S. patent application Ser. No. 15/830,549, 

filed on Dec. 4, 2017 which is incorporated herein by 
reference in its entirety. 
System Environment 

FIG. 1 is a system diagram of a networked system for 
45 predicting human behavior according to some embodiments 

of the invention. FIG. 1 shows a vehicle 102, a network 104, 
a server 106, a user response database 110, a client device 
108, a model training system 112 and a prediction engine 
114. 

50 The vehicle 102 can be any type of manual or motorized 
vehicle such as a car, bus, train, scooter, or bicycle. As 
described in more detail below, the vehicle 102 can include 
sensors for monitoring the environment surrounding the 
vehicle. In one implementation, the sensors can include a 

55 camera affixed to any portion of the vehicle for capturing a 
video of people near the vehicle. 

The network 104 can be any wired and/or wireless 
network capable of receiving sensor data collected by the 
vehicle 102 and distributing it to the server 106, the model 

60 training system 112, and, through the model training system 
112, the prediction engine 114. In an embodiment, the 
prediction engine 114 comprises a neural network 120. 

The server 106 can be any type of computer system 
capable of (1) hosting information (such as image, video and 

65 text information) and delivering it to a user terminal (such as 
client device 108), (2) recording responses of multiple users 
(or human observers) to the information, and (3) delivering 
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such information and accompanying responses (such as 
responses input via client device 108) back to the network 
104. 

The user response database 110 can be any type of 
database or data storage system capable of storing the image, 
video, and text information and associated user responses 
and subsequently recalling them in response to a query. 

The model training system 112 can be implemented in any 
type of computing system. In one embodiment, the system 
112 receives the image, video, and/or text information and 
accompanying, or linked, user responses from the database 
110 over the network 104. In some embodiments, the text 
segments are discrete values or free text responses. The 
model training system 112 can use images, video segments 
and text segments as training examples to train an algorithm, 
and can create labels from the accompanying user responses 
based on the trained algorithm. These labels indicate how 
the algorithm predicts the behavior of the people in the 
associated image, video, and/or text segments. After the 
labels are created, the model training system 112 can trans-
mit them to the prediction engine 144. 

The prediction engine 114 can be implemented in any 
computing system. In an illustrative example, the prediction 
engine 114 executes a process that executes a model that has 
been trained by the model training system 112. This process 
estimates a label for a new (e.g., an actual "real-world") 
image, video, and/or text segment based on the labels and 
associated image, video, and/or text segments that it 
received from the model training system 112. In some 
embodiments, this label comprises aggregate or summary 
information about the responses of a large number of users 
(or human observers) presented with similar image, video, 
or text segments while the algorithm was being trained. 

In an embodiment, the prediction engine 114 uses 
machine learning based models for predicting hidden con-
text values associated with traffic entities. In an embodi-
ment, the machine learning based model is a neural network 
configured to receive an encoding of an image or a video of 
a traffic entity as input and predict hidden context associated 
with the traffic entity. Examples of traffic entities include 
pedestrians, bicyclists, or other vehicles. Examples of hid-
den context include, awareness of a bicyclist that a particular 
vehicle is driving close to the bicyclist, and intent of a 
pedestrian, for example, intent to cross a street, intent to 
continue walking along a sidewalk, and so on. 

FIG. 2 is the system architecture of neural network used 
for prediction of hidden context associated with traffic 
entities, according to some embodiments of the invention. 
The neural network 120 is a deep neural network comprising 
a plurality of layers of nodes. The layers of the neural 
network comprise an input layer that receives the input 
values, an output layer that outputs the result of the neural 
network and one or more hidden layers. Each hidden layer 
receives input from a previous layer and generates values 
that are provided as input to a subsequent layer. In an 
embodiment, the neural network 120 is a probabilistic neural 
network. In an embodiment, the neural network 120 is a 
convolutional neural network, for example, a probabilistic 
convolutional neural network. In an embodiment, the neural 
network 120 is an LSTM (long short-term model). 

The neural network 120 receives an encoding of an image 
or video as input 123. The neural network is configured to 
predict estimates of measures of uncertainty for hidden 
context attributes. The input 123 comprises stored images or 
videos provided as training data during a training phase of 
the neural network 120. An image may represent a video 

6 
frame. Once the neural network 120 is trained, the neural 
network 120 may be deployed in a vehicle, for example, an 
autonomous vehicle. 

In an embodiment, the neural network 120 is a multi-task 
5 neural network configured to predict a plurality of output 

values representing different hidden context attributes. A 
multi-task neural network provides efficiency in training the 
model since the same model is able to predict multiple 
values. Accordingly, the process of training of the neural 

10 network as well as execution of the trained neural network 
is efficient in terms of performance. Furthermore, the shar-
ing of the feature extraction component 125 across different 
prediction components 130 results in better training of the 
neural network. 

15 
The sensors of an autonomous vehicle capture sensor data 

160 representing a scene describing the traffic surrounding 
the autonomous vehicle. The traffic includes one or more 
traffic entities, for example, a pedestrian. The autonomous 

20 vehicle provides sensor data as input to the neural network 
120, for example, video frames of videos captured by 
cameras of the autonomous vehicle. In an embodiment, the 
input to the neural network 120 is a portion of a video frame 
that represents a bounding box around a traffic entity, for 

25 example, a pedestrian. In an embodiment, the input to the 
neural network is a sequence of bounding boxes surrounding 
the traffic entity obtained from a sequence of video frames 
showing the traffic entity, for example, in a video of a 
pedestrian captured as the pedestrian walks on a street. The 

30 autonomous vehicle uses the results of the neural network 
model to generate control signals for providing to the 
vehicle controls for example, accelerator, brakes, steering, 
and so on for navigating the autonomous vehicle through 
traffic. 

35 The neural network 120 comprises components including 
a feature extraction component 125 and a plurality of 
prediction components 130a, 130b, 130c, and so on. Each 
prediction component 130 predicts values for a particular 
hidden context attribute. For example, a prediction compo-

40 vent 130a may predict values describing intent of a pedes-
trian to perform certain action (e.g., crossing the street), a 
prediction component 130b may predict values describing 
awareness of a bicyclist of a vehicle following the bicyclist, 
and so on. 

45 Each prediction component outputs two values associated 
with a hidden context attribute, a value 132 representing the 
predicted value of the hidden context attribute and a value 
134 representing a measure of uncertainty associated with 
the predicted value 132. In an embodiment, the predicted 

so value 132 represents parameters describing statistical distri-
bution of a hidden context attribute. In an embodiment, the 
predicted value 132 is a vector such that each value of the 
vector represents a likelihood that at an observer would 
assign a particular value to the hidden context attribute. For 

55 example, the hidden context attribute may have a plurality of 
possible values vl, v2, v3, and so on and the predicted value 
132 is a vector comprising probability values pl, p2, p3, and 
so on such that pl represents a likelihood that at an observer 
would assign value vl to the hidden context attribute, p2 

60 represents a likelihood that at an observer would assign 
value v2 to the hidden context attribute, p3 represents a 
likelihood that at an observer would assign value v3 to the 
hidden context attribute, and so on. 

The predicted value 134 is a measure of uncertainty 
65 corresponding to the output 132. Accordingly, if the output 

132 is a vector of multiple values, the output 134 is also a 
vector of multiple values, each value of the vector corre-
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sponding to output 134 representing a measure of uncer-
tainty for the corresponding value in the vector correspond-
ing to output 132. 

As an example, the system requests user responses from 
users observing images of traffic entities, wherein each user 
response is one of a plurality of values. Each value from the 
plurality of values corresponds to a rating that the user 
provides to a hidden context of the traffic entity. For 
example, the user response may be a value between 1 to 5 
(e.g., each user response is one value selected from the 
values 1, 2, 3, 4, and 5). The user response indicates, what 
the user believes is the value of the hidden context attribute, 
for example, on a scale from 1-5, a number indicating how 
likely the user believes, a pedestrian is likely to cross the 
street or how likely a bicyclist is aware of a vehicle. The 
output 132 represents a vector of values, each value corre-
sponding to a possible user response and representing the 
likelihood that a user presented with the input image would 
provide that user response. The output 134 represents a 
vector of values, each value representing a measure of 
uncertainty for the corresponding value from output 132. 

In an embodiment, the neural network 120 is a probabi-
listic neural network that may generate different outputs for 
the same input if the neural network is executed repeatedly. 
However, the outputs generated have a particular statistical 
distribution, for example, mean and standard deviation. The 
training process adjusts the parameters of the neural network 
so that the statistical distribution of the predicted output 
matches the statistical distribution of the labels in the 
training dataset. The statistical distribution is determined by 
parameters of the neural network that can be adjusted to 
generate different statistical distributions. In an embodi-
ment, the feature extraction component generates features 
such that each feature value is associate with a statistical 
distribution, for example, mean and standard deviation val-
ues. 

In an embodiment, the system trains the probabilistic 
neural network using stochastic variational inference tech-
niques. The stochastic variational inference technique 
approximates a posterior likelihood (or probability) of data, 
given the probabilities that are determined using the random 
variables of the probabilistic neural network. The system 
adjusts the weights of the probabilistic neural network using 
back propagation. The system performs back propagation to 
optimize the evidence lower bound between the predicted 
values using images from the training data set and the actual 
values determined from the user responses obtained in 
response to observing images from the training data set. In 
an embodiment, the system determined evidence lower 
bound using Kullback-Leibler divergence between the pre-
dicted values and the actual values obtained from user 
responses. The system uses Kullback-Leibler divergence to 
compare the statistical distribution of the predicted values 
with the statistical distribution of the actual values obtained 
from user responses. 

In an embodiment, the neural network 120 generates 
uncertainty estimate values corresponding to each of the 
plurality of possible values of the hidden context attribute. 
For example, the hidden context attribute values may be 
classified using a plurality of bins, each bin representing a 
range (or set) of values. The neural network 120 generates 
uncertainty estimate values for each bin. 

FIG. 3 is a system diagram showing a sensor system 
associated with a vehicle, according to some embodiments 
of the invention. FIG. 3 shows a vehicle 306 with arrows 
pointing to the locations of its sensors 300, a local processor 
and storage 302, and remote storage 304. 

8 
Data is collected from cameras or other sensors 300 

including solid state Lidar, rotating Lidar, medium range 
radar, or others mounted on the car in either a fixed or 
temporary capacity and oriented such that they capture 

5 images of the road ahead, behind, and/or to the side of the 
car. In some embodiments, the sensor data is recorded on a 
physical storage medium (not shown) such as a compact 
flash drive, hard drive, solid state drive or dedicated data 
logger. In some embodiments, the sensors 300 and storage 

10 media are managed by the processor 302. 
The sensor data can be transferred from the in-car data 

storage medium and processor 302 to another storage 
medium 304 which could include cloud-based, desktop, or 
hosted server storage products. In some embodiments, the 

15 sensor data can be stored as video, video segments, or video 
frames. 

FIG. 4 is a flowchart showing a process of training a 
machine learning based model to predict hidden context 
information describing traffic entities, according to some 

zo embodiments of the invention. In one implementation, video 
or other data is captured by a camera or sensor mounted on 
the vehicle 102. The camera or other sensor can be mounted 
in a fixed or temporary manner to the vehicle 102. Of course, 
the camera does not need to be mounted to an automobile, 

25 and could be mounted to another type of vehicle, such as a 
bicycle. As the vehicle travels along various streets, the 
camera or sensor captures still and/or moving images (or 
other sensor data) of pedestrians, bicycles, automobiles, etc. 
moving or being stationary on or near the streets. In step 

30 402, this video or other data captured by the camera or other 
sensor is transmitted from the vehicle 102, over the network 
104, and to the server 106 where it is stored. 

Then, in step 404, video frames or segments are extracted 
from the stored video or other data and are used to create 

35 stimulus data including derived stimulus (or stimuli). In one 
implementation, the derived stimulus corresponds to a scene 
in which one or more humans are conducting activities (e.g., 
standing, walking, driving, riding a bicycle, etc.) beside or 
on a street and/or near a vehicle. As explained in more detail 

ao below for example in step 214 and in the text accompanying 
FIG. 9, as part of the training process for the prediction 
algorithm, human observers view the derived stimulus and 
predict how they believe the humans shown in the derived 
stimulus will act. In yet a further implementation, after the 

45 video frames or segments are extracted from the stored data, 
the derived stimulus is generated by manipulating the pixels 
or equivalent array data acquired from the camera or other 
sensor in step 204, producing a new data file that conveys a 
portion of the information from the original video with 

so certain aspects highlighted or obscured. 
In step 406, the derived stimulus is transmitted from the 

server 106 and displayed to a large number of users (or 
human observers) on the client device 108 (or multiple client 
devices 108). The client devices(s) 108 prompt the human 

55 observers to predict how the people shown in the derived 
stimulus will act, and upon viewing the displayed stimulus, 
the observers input their responses corresponding to their 
predictions. For example, the human observers may predict 
that a bicyclist will continue riding, whether a first person in 

60 the stimulus will cross the street, whether another person 
will remain standing on a street corner, and yet another 
person will change lanes on his or her bicycle. In an 
illustrative embodiment, the human observers may make a 
continuous or ordinal judgment about the state of mind or 

65 the predicted behavior of the people shown in the derived 
stimulus and record that judgment. For example, the human 
observers may select an appropriate icon displayed on the 
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client devices(s) 108 by clicking a mouse or by pressing a 
key to indicate their judgment or prediction. The judgment 
or prediction may correspond to the human observers' 
assessment of the state of mind of the person in the derived 
stimulus or other awareness or intention that would be 
relevant to a hypothetical driver who sees the person in the 
derived stimulus while driving. In step 408, the derived 
stimulus and associated human observer responses are trans-
mitted from the client device(s) 108 to the server 106 and 
recorded in the user response database 110. 

In step 410, summary statistics are generated based on the 
user responses. For example, the statistics may characterize 
the aggregate responses of multiple human observers to a 
particular derived stimulus. For instance, if the derived 
stimulus shows a pedestrian walking on a sidewalk towards 
an intersection, the response can be categorized in terms of 
how many human observers believe that the pedestrian will 
stop upon reaching the intersection, continue walking 
straight across the intersection, turn a corner and continue 
walking along the sidewalk without crossing the intersec-
tion, etc. These summary statistics can characterize the 
human observer responses in terms of certain parameters 
associated with the statistics, such as a content of a response, 
a time associated with entering a response, and a position of 
an eye of a human observer associated with the response. 
The parameters can also be associated with a (1) central 
tendency, variance, skew, kurtosis, scale, or histogram. For 
example, the amount of time users took to input their 
responses can be characterized in terms of central tendency, 
variance, skew, kurtosis, scale, histogram. Also, the statistics 
can include a parameter that additionally or alternatively 
characterizes the movement of the human observers' eyes 
relative to a display when making the judgments in terms of 
central tendency, variance, skew, kurtosis, scale, histogram 
or two-dimensional distribution. In one embodiment, the 
statistics are stored in the user response database 110 with an 
index that identifies the raw video or sensor data from which 
the derived stimulus was generated. In a further embodi-
ment, the statistics stored in the database 110 cover a large 
set of images of people on or near roads and are categorized 
in a number of different categories, such as pedestrian, 
driver, motorcyclist, bicyclist, scooter driver, self-balancing 
scooter rider, unicyclist, motorized wheelchair user, skate-
boarder, or others. Moreover, the statistics are respectively 
stored along with, or linked to, the images of the derived 
stimuli corresponding to the statistics. 

In step 412, the stored statistics and corresponding images 
(e.g., the video frames or segments that were extracted from 
the video or other data (captured from the camera or sensor 
of the vehicle 202)) are sent over the network 104 to the 
model training system 112 and used to train a prediction 
algorithm. For example, the collection of images and sta-
tistics can be used to train a supervised learning algorithm, 
which can comprise a random forest regressor, a support 
vector regressor, a simple neural network, a deep convolu-
tional neural network, a recurrent neural network, a long-
short-term memory (LSTM) neural network with linear or 
nonlinear kernels that are two dimensional or three dimen-
sional, or any other supervised learning algorithm which is 
able to take a collection of data labeled with continuous 
values and adapt its architecture in terms of weights, struc-
ture or other characteristics to minimize the deviation 
between its predicted label on a novel stimulus and the 
actual label collected on that stimulus using the same 
method as was used on the set of stimuli used to train that 
network. The model is given data which comprises some 
subset of the pixel data from the video frames that the 

10 
summary statistics were generated from. In one implemen-
tation, this subset includes the pixel data contained in a 
bounding box drawn to contain the boundaries of the person, 
cyclist, motorist and vehicle, or other road user, including 

5 their mode of conveyance. In some other implementations, 
it also includes the entire pixel data from the rest of the 
image. In one of those implementations, that pixel data is 
selected according to criteria such as the salience of those 
features in terms of contrast, lighting, presence of edges, or 

10 color. In an additional implementation, the features can 
include descriptive meta-data about the images such as the 
dimensions and location of the bounding box, the shape of 
the bounding box or the change in size or position of the 
bounding box from one frame to the next. 

15 In step 414, the prediction engine 114 uses the trained 
model from the model training system 112 to predict the 
actual, "real-world" or "live data" behavior of people on or 
near a road. In one embodiment, the prediction engine 114 
receives "live data" that matches the format of the data used 

20 to train the trained model. For example, if the trained model 
was trained based on video data received from a camera on 
the vehicle 102, the "live data" that is input to the algorithm 
likewise is video data from the same or similar type camera. 
On the other hand, if the model was trained based on another 

25 type of sensor data received from another type of sensor on 
the vehicle 102, the "live data" that is input to the prediction 
engine 114 likewise is the other type of data from the same 
or similar sensor. 

The trained model or algorithm makes a prediction of 
30 what a pedestrian or other person shown in the "live data" 

would do based on the summary statistics and/or training 
labels of one or more derived stimulus. The accuracy of the 
model is determined by having it make predictions of novel 
derived stimuli that were not part of the training images 

35 previously mentioned but which do have human ratings 
attached to them, such that the summary statistics on the 
novel images can be generated using the same method as 
was used to generate the summary statistics for the training 
data, but where the correlation between summary statistics 

ao and image data was not part of the model training process. 
The predictions produced by the trained model comprise a 
set of predictions of the state of mind of road users that can 
then be used to improve the performance of autonomous 
vehicles, robots, virtual agents, trucks, bicycles, or other 

45 systems that operate on roadways by allowing them to make 
judgments about the future behavior of road users based on 
their state of mind. 

The server 106 generates derived stimuli from raw camera 
or sensor data of the vehicle for presenting to human 

50 observers. As described above, sensor data can include video 
segments or specific frames. These frames can either be 
contiguous or non-contiguous, and can be in the original 
order, in a permuted order, in reverse order, or in random 
order. Some of the frames can be repeated once or more than 

55 once. 
Some of the frames may be manipulated. The frames can 

be manipulated by adjusting pixel values. These manipula-
tions can include blurring, the addition or one or more 
occluding bars, bands, or shapes, sharpening, the removal of 

60 color information, the manipulation of color information, the 
drawing of non-occluding or highlighting shapes on the 
image, other manipulations, or a combination of the manipu-
lations listed here, or a combination of the manipulations 
listed here with other manipulations, or other manipulations 

65 of the pixels not listed combined with each other. The 
manipulations serve the purpose of highlighting, occluding 
or degrading portions of the image, so that when the images 
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are shown to the human observers, they are directed to 
people or specific portions of the image when predicting 
what the people in the images will do. For example, using 
the highlighting described above, a certain pedestrian in a 
scene can be isolated such that a human observer's feedback 
can be more reliably associated with the pedestrian. Frames 
may be recombined to form a derived stimulus. In some 
embodiments, if there is only one frame, that frame com-
prises the derived stimulus. If there is more than one frame 
those frames may then be recombined. 

Predictions and other information is collected from 
human observers based on derived stimuli. Human observ-
ers are given detailed instructions about how to answer 
questions about derived stimuli. Those observers are pre-
sented with derived stimuli and asked to answer questions 
about them. The observers respond to the stimuli and those 
responses are recorded. The recorded responses are aggre-
gated and logged in a database, for example, the user 
response database 110. 

Human observers are recruited to participate on one or 
several crowdsourcing websites, such as Amazon's 
Mechanical Turk or at a physical location provided with a 
display. The observers are given detailed written and picto-
rial instructions explaining the task that they are about to 
complete. These instructions give examples of situations 
that might be depicted in the derived stimuli, and the kinds 
of responses that would be appropriate for those situations. 

The human observers may be shown a display which 
includes the derived stimulus. The display also includes a 
mechanism for making a judgment about the stimulus. The 
mechanism for making the judgment can be a continuous 
indicator such as a ribbon on which the observer could drag 
a control to a certain point. The mechanism can also be an 
ordinal measure such as a Likert scale where the observer 
can make a judgment about a degree of certainty of the 
judgment. The mechanism can also be a control that the 
human observer drags with their mouse to draw a trajectory 
onscreen indicating a judgment. The mechanism can also be 
a text entry field where the observer types a description of 
their judgment. 

The judgment that the human observer makes is a hidden 
context attribute that may represent an evaluation of the state 
of mind of a road user depicted in the derived stimulus. The 
evaluation can be of the intention, awareness, personality, 
state of consciousness, level of tiredness, aggressiveness, 
enthusiasm, thoughtfulness or another characteristic of the 
internal mental state of the pictured road user. If the ratings 
collected are on an ordinal scale they can describe the 
characteristic using language of probability, such as "the 
other driver may be attentive" or "the other driver" is 
definitely attentive" or "the other driver is definitely not 
attentive". 

The ratings of large numbers of human observers are 
collected. Summary statistics are generated based on the 
responses of all of the observers who looked at an image. 
Individual variability in responses to a given stimulus can be 
characterized in the information given by the observers to 
the learning algorithm. The summary statistics might 
include unweighted information from all observers, or might 
exclude observers based on extrinsic or intrinsic criteria 
such as the time it took an observer to respond, the geo-
graphical location of an observer, the observer's self-re-
ported driving experience, or the observer's reliability in 
making ratings of a set of other images. 

The explicit response of the observer is recorded as well 
as implicit data. The implicit data can include how long the 
subject took to respond, if they hesitated in their motions, if 

12 
they deleted keystrokes, if they moved the mouse anywhere 
other than the location corresponding to the response they 
eventually chose, where their eyes moved, or other implicit 
measures. 

5 The responses are aggregated and recorded in a data 
structure, such as the user response database 110. This data 
structure is then sent as a text field to a networked computer 
system running database software and logged in a database. 

For each stimulus rated by each human observer, a 
io response is recorded that could be a continuous, discrete, or 

ordinal value. This value may refer to the probability of the 
pictured human road user has a given state of mind—e.g. 
that a pedestrian is likely to cross the street or that an 
oncoming vehicle is unlikely to be willing to yield to the 

15 vehicle containing the sensor if the vehicle containing the 
sensor needs to turn. In some embodiments, a higher ordinal 
value (e.g., the ordinal 4 as shown in FIG. 6) indicates that 
a human observer believes that there is a higher probability 
that the pictured human road user has a given state of mind 

zo or will perform a particular action. On the other hand, a 
lower ordinal value (e.g., the ordinal 1) indicates that the 
human observer believes that there is a lower probability 
that the pictured human road user has the state of mind or 
will perform the particular action. On the other hand, in 

25 some embodiments, a lower ordinal value can indicate a 
higher probability of an action, and a higher ordinal value 
can indicate a lower probability of an action. 

An amount of time associated with a subject responding 
to the derived stimulus may also be recorded. In some 

30 embodiments, this time is associated with the overall reli-
ability of the human observer's rating. For example, a 
response associated with a lower response time may be 
weighted higher and a response associated with a slower 
response time may be weighted lower. 

35 Summary statistics of a video frame or derived stimulus 
is generated. These summary statistics could include mea-
surements of the central tendency of the distribution of 
scores like the mean, median, or mode. They could include 
measurements of the heterogeneity of the scores like vari-

40 ance, standard deviation, skew, kurtosis, heteroskedasticity, 
multimodality, or uniformness. They could also include 
summary statistics like those above calculated from the 
implicit measurements of the responses listed above. The 
calculated summary statistics are linked to the video frame 

45 or sensor data frame associated with the responses from 
which they were calculated. 

The summary statistics is used for training machine 
learning based models. The machine learning based model 
may be any type of supervised learning algorithm capable of 

so predicting a continuous label for a two or three dimensional 
input, including but not limited to a random forest regressor, 
a support vector regressor, a simple neural network, a deep 
convolutional neural network, a recurrent neural network, a 
long-short-term memory (LSTM) neural network with linear 

55 or nonlinear kernels that are two dimensional or three 
dimensional. 

In one embodiment of the model training system 112, the 
machine learning based model can be a deep neural network. 
In this embodiment the parameters are the weights attached 

60 to the connections between the artificial neurons comprising 
the network. Pixel data from an image in a training set 
collated with human observer summary statistics serves as 
an input to the network. This input can be transformed 
according to a mathematical function by each of the artificial 

65 neurons, and then the transformed information can be trans-
mitted from that artificial neuron to other artificial neurons 
in the neural network. The transmission between the first 
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artificial neuron and the subsequent neurons can be modified 
by the weight parameters discussed above. In this embodi-
ment, the neural network can be organized hierarchically 
such that the value of each input pixel can be transformed by 
independent layers (e.g., 10 to 20 layers) of artificial neu- 5 
rons, where the inputs for neurons at a given layer come 
from the previous layer, and all of the outputs for a neuron 
(and their associated weight parameters) go to the subse-
quent layer. At the end of the sequence of layers, in this 
embodiment, the network can produce numbers that are 10 
intended to match the human summary statistics given at the 
input. The difference between the numbers that the network 
output and the human summary statistics provided at the 
input comprises an error signal. An algorithm (e.g., back-
propagation) can be used to assign a small portion of the 15 
responsibility for the error to each of the weight parameters 
in the network. The weight parameters can then be adjusted 
such that their estimated contribution to the overall error is 
reduced. This process can be repeated for each image (or for 
each combination of pixel data and human observer sum- 20 
mary statistics) in the training set. At the end of this process 
the model is "trained", which in some embodiments, means 
that the difference between the summary statistics output by 
the neural network and the summary statistics calculated 
from the responses of the human observers is minimized. 25 

FIG. 5. is a flowchart showing a process of predicting the 
state of mind of road users using a trained learning algo-
rithm, according to some embodiments of the invention. In 
step 500, the training algorithm receives a "real world" or 
"live data" video or sensor frame. Then in step 502, the 30 

trained algorithm analyzes the frame, thus enabling the 
algorithm in step 504 to output a prediction of summary 
statistics on the frame. 

The "real world" or "live data" video or other sensor 
frames from a car-mounted sensor are delivered to the 35 

trained learning algorithm in step 500. These frames have 
the same resolution, color depth and file format as the frames 
used to train the algorithm. These frames are delivered as 
individual frames or as sequences according to the format 
used to train the original algorithm. 40 

Each of these frames is analyzed by being passed through 
the trained model in step 502. In one embodiment, the data 
from the frame that was passed through the model would 
comprise the pixel data from a camera. This data would be 
transformed by a trained artificial neural network. At the 45 
final stage of the processing in the artificial network, it 
would produce an output. This output is the model output in 
step 504. 

The model outputs a number or set of numbers that 
comprise the predicted summary statistics for the "real 50 
world" or "live data" image in step 504. The predicted 
summary statistics are the model's best estimation of what 
the summary statistics would be on the image if the image 
had human annotations collected. The prediction is gener-
ated automatically by passing the sensor data through the 55 
model, where the information is transformed by the internal 
mechanisms of the model according to the parameters that 
were set in the training process. Because these summary 
statistics characterize the distribution of human responses 
that predict the state of mind of a road user pictured in the 60 

stimulus, the predicted statistics are therefore a prediction of 
the aggregate judgment of human observers of the state of 
mind of the pictured road user and thus an indirect prediction 
of the actual state of mind of the road user. 

FIG. 6 is a diagram showing an example of an application 65 

of a context user prediction process in an automobile con-
text, according to some embodiments of the invention. In 
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this example intention 606 618 means that the road user 602 
614 has the goal of moving into the path of the vehicle 600 
before the vehicle 600 (on which the system is mounted) 
reaches their position. Awareness 604 616 in this example 
means that the road user 602 614 understands that the 
vehicle on which the system is mounted 600 is present in 
their vicinity. In this example, when cyclist 602 rides into the 
field of view of a camera mounted on vehicle 600, the pixel 
data of the camera image of the cyclist is fed to a trained 
machine learning based model as described above in step 
500. The trained machine learning based model analyzes the 
image as described above in step 502. The trained machine 
learning based model predicts summary statistics as in step 
504. These summary statistics are an estimate of what the 
summary statistics would be for a collection of human 
observers who were shown a derived stimulus of the camera 
data. The estimates summary statistics are therefore the 
system's best answer to the question "does this cyclist intend 
to enter the path of the vehicle." The vehicle is therefore able 
to make a guess 606 about the intention of the cyclist that is 
closely matched to the guess that a human driver would 
make in that same situation. In this example, the intention of 
the cyclist 606 is relatively high, as indicated by the number 
of horizontal bars in the display. The system installed on an 
automobile 600 also makes predictions about the awareness 
604 of cyclists of the vehicle 600, by the same method 
described for intention. It also makes predictions about the 
willingness of an automobile 608 to yield 610 or its desire 
to turn across the system-containing vehicle's path 612 by 
the same method described above. In the case of the auto-
mobile the questions that human subjects answered that 
would be predicted by the algorithm are "would the vehicle 
be willing to yield" 610 and "does the vehicle wish to turn 
across your path" 612. It also makes predictions about the 
likelihood of pedestrians 614 to cross in front of the vehicle 
618, and whether those pedestrians are aware of the vehicle 
616, by the same method described above. 

The models described above may be implemented as a 
real-time module that makes predictions of behavior of 
traffic entities based on input from cameras or other sensors 
installed on a car 600. In the case of an autonomous car, 
these predictions may be used to make inferences about the 
intent of road users such as cyclists 602, other motorists 608, 
and pedestrians 614 to cross into the path of the car, as well 
as whether the road users are aware of the car and its future 
path. They can also be used to predict whether other road 
users would be surprised, welcoming, or aggressively 
unwelcoming if the car were to engage in maneuvers which 
would take it into the path of another road user (e.g., would 
an oncoming car yield if the car implementing the systems 
and methods described herein were to turn left). 
Navigating Autonomous Vehicle Based on Hidden Context 

The vehicle computing system 122 predicts hidden con-
text representing intentions and future plans of a traffic 
entity. The hidden context may be used for navigating the 
autonomous vehicle, for example, by adjusting the path 
planning of the autonomous vehicle based on the hidden 
context. The vehicle computing system 122 may improve 
the path planning by taking a machine learning based model 
that predicts the hidden context representing a level of 
human uncertainty about the future actions of pedestrians 
and cyclists and uses that as an input into the autonomous 
vehicle's motion planner. The training dataset of the 
machine learning models includes information about the 
ground truth of the world obtained from one or more 
computer vision models. The prediction engine 114 and the 
trained neural network 120 is provided to a vehicle com-

TESLA EXHIBIT 1001, Page 20



US 11,467,579 B2 
15 

puting system 122 of a vehicle (e.g., an autonomous vehicle) 
for execution at run time, for example, while navigating the 
vehicle through traffic. The vehicle computing system 122 
may use the output of the prediction engine 114 to generate 
a probabilistic map of the risk of encountering an obstacle 
given different possible motion vectors at the next time step. 
Alternatively, the vehicle computing system 122 may use the 
output of the prediction engine 114 to determine a motion 
plan which incorporates the probabilistic uncertainty of the 
human assessment. 

In an embodiment, the prediction engine 114 determines 
a metric representing a degree of uncertainty in human 
assessment of the near-term goal of a pedestrian or any user 
representing a traffic entity. The specific form of the repre-
sentation of uncertainty is a model output that is in the form 
of a probability distribution, capturing the expected distri-
butional characteristics of user responses of the hidden 
context of traffic entities responsive to the users being 
presented with videos/images representing traffic situations. 
The model output may comprise summary statistics of 
hidden context, i.e., the central tendency representing the 
mean likelihood that a person will act in a certain way and 
one or more parameters including the variance, kurtosis, 
skew, heteroskedasticity, and multimodality of the predicted 
human distribution. These summary statistics represent 
information about the level of human uncertainty. 

In an embodiment, the vehicle computing system 122 
determines the measure of uncertainty as a confidence 
interval for a predicted output 132. At inference time (i.e., 
execution time) for the neural network 120, the vehicle 
computing system 122 executes the neural network 120 to 
generate multiple samples per output value. For example, if 
the user response can be any one of a plurality of user 
response values, the probabilistic neural network generates 
an output value corresponding to each of the plurality of user 
response values. The vehicle computing system 122 
executes the probabilistic neural network to generate m 
samples for each output value (where m is value greater than 
1). Accordingly, there are m probabilities generated per 
output value. The vehicle computing system 122 uses this 
collection of probabilities for each output value to determine 
the measure of uncertainty for that output value. In an 
embodiment, the vehicle computing system 122 generates a 
measure of uncertainty represented by a confidence interval. 
For example, the vehicle computing system 122 may gen-
erate a 95% confidence interval by considering the 2.5th and 
97.5th percentile for each possible output value. Each output 
value may correspond to a bin representing a possible user 
response. 

The vehicle computing system 122 may determine the 
confidence interval by determining various statistical met-
rics from the generated set of output values corresponding to 
the generated samples and combining the statistical mea-
sures. For example, the vehicle computing system 122 may 
determine a mean value, a Z-value and determine the 
confidence interval based on the mean value and the 
Z-value. In an embodiment, the vehicle computing system 
122 determines the confidence interval using the formula 
x- ±z*o/(Vn), where x— is the mean value of the set, z is the 
z-value, n is the standard deviation, and n is the number of 
observations. The z-value depends on the percentage value 
corresponding to the confidence interval. The vehicle com-
puting system 122 may determine a N % confidence interval, 
where example values of N are 95%, 90%, or any other 
percentage value. The z-value depends on the value of N. 

In an embodiment, the vehicle computing system 122 
represents the hidden context as a vector of values, each 

16 
value representing a parameter, for example, a likelihood 
that a person represented by a traffic entity is going to cross 
the street in front of the autonomous vehicle, a degree of 
awareness of the presence of autonomous vehicle in the 

5 mind of a person represented by a traffic entity, and so on. 
Overall Process of Navigating an Autonomous Vehicle 
Through Traffic 

FIG. 7 represents a flowchart illustrating the process of 
navigating the autonomous vehicle based on hidden context, 

10 according to an embodiment. The vehicle computing system 
122 receives 700 sensor data from sensors of the autono-
mous vehicle. For example, the vehicle computing system 
122 may receive lidar scans from lidars and camera images 
from cameras mounted on the autonomous vehicle. In an 

15 embodiment, the vehicle computing system 122 builds a 
point cloud representation of the surroundings of the autono-
mous vehicle based on the sensor data. The point cloud 
representation includes coordinates of points surrounding 
the vehicle, for example, three dimensional points and 

20 parameters describing each point, for example, the color, 
intensity, and so on. 

The vehicle computing system 122 identifies 702 one or 
more traffic entities based on the sensor data, for example, 
pedestrians, bicyclists, or other vehicles driving in the traffic. 

25 The traffic entities represent non-stationary objects in the 
surroundings of the autonomous vehicle. 

In an embodiment, the autonomous vehicle obtains a map 
of the region through which the autonomous vehicle is 
driving. The autonomous vehicle may obtain the map from 

30 a server. The map may include a point cloud representation 
of the region around the autonomous vehicle. The autono-
mous vehicle performs localization to determine the location 
of the autonomous vehicle in the map and accordingly 
determines the stationary objects in the point cloud sur-

35 rounding the autonomous vehicle. The autonomous vehicle 
may superimpose representations of traffic entities on the 
point cloud representation generated. 

The vehicle computing system 122 repeats the following 
steps 704 and 706 for each identified traffic entity. The 

ao vehicle computing system 122 determines 704 motion 
parameters for the traffic entity, for example, speed and 
direction of movement of the traffic entity. The vehicle 
computing system 122 also determines 706 a hidden context 
associated with the traffic entity using the prediction engine 

45 114. The vehicle computing system 122 determines a mea-
sure of uncertainty for the hidden context using the proba-
bilistic neural network. 

The vehicle computing system 122 navigates 708 the 
autonomous vehicle based on the motion parameters, the 

so hidden context, and the measure of uncertainty. For 
example, the vehicle computing system 122 may determine 
a safe distance from the traffic entity that the autonomous 
vehicle should maintain based on the motion parameters of 
the traffic entity. The safe distance is also referred to as a 

55 threshold distance, such that the autonomous vehicle navi-
gates to stay at least the threshold distance away from a 
traffic entity observed in the traffic. The vehicle computing 
system 122 modulates the safe distance based on the hidden 
context. The vehicle computing system 122 may adjust the 

60 safe distance based on whether the near-term goal of the 
person indicating that the person intends to reach a location 
in the direction of the movement of the traffic entity or in a 
different direction. For example, based on the motion param-
eters, the vehicle computing system 122 may determine that 

65 the autonomous vehicle can drive within X meters of the 
traffic entity. However, the hidden context indicates that the 
person represented by the traffic entity intends to cross the 
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street in a direction different from the direction indicated by 
the motion parameters. In this situation, the vehicle com-
puting system 122 adjusts the safe distance such that the 
autonomous vehicle is able to drive closer to the traffic entity 
than the distance X. On the other hand, if the hidden context 5 
indicates that the person represented by the traffic entity 
intends to cross the street in a direction same as the direction 
indicated by the motion parameters, the vehicle computing 
system 122 adjusts the safe distance such that the autono-
mous vehicle maintains a distance greater than X from the 10 
traffic entity. 

The vehicle computing system 122 modulates the safe 
distance based on the measure of uncertainty for the output 
values. In cases where the measure of uncertainty is very 
high, the vehicle computing system 122 increases the safe 15 
distance from the traffic entity by certain factor. In cases 
where the measure of uncertainty is very low, the vehicle 
computing system 122 does not adjust the safe distance from 
the traffic entity or increases the safe distance from the traffic 
entity by a much smaller factor. Accordingly, the vehicle zo 
computing system 122 determines the safe distance to be a 
value directly related to the measure of uncertainty gener-
ated by the probabilistic neural network. For example, the 
factor by which the safe distance is increased is a value 
directly proportional to a degree of uncertainty of the output. 25 
Overall Process of Training Neural Network 

FIG. 8 represents a flowchart illustrating the process of 
generating training dataset for training of neural network 
illustrated in FIG. 1B, according to an embodiment. The 
steps illustrated in the flowchart may be performed in an 30 

order different from that illustrated in FIG. 8. For example, 
certain steps may be performed in parallel. The steps may be 
performed by modules other than those indicated herein. 

The vehicle computing system 122 receives 800 sensor 
data from sensors of the autonomous vehicle. For example, 35 

the vehicle computing system 122 may receive lidar scans 
from lidars and camera images from cameras mounted on 
the autonomous vehicle. The vehicle computing system 122 
provides the sensor data to the server 106 which provides the 
sensor data to the model training system 82. The server 106 ao 
identifies one or more traffic entities based on the sensor 
data, for example, pedestrians, bicyclists, or other vehicles 
driving in the traffic. The traffic entities represent non-
stationary objects in the surroundings of the autonomous 
vehicle. 45 

The server 106 determines stimuli for presenting to users. 
A stimulus may be an image, for example, a video frame 
showing a traffic entity. A stimulus may be a video, for 
example, a portion of a video showing a traffic entity. In an 
embodiment, the server 106 identifies a bounding box sur- 50 
rounding a video frame or image and may present only the 
portion of the video frame or image within the bounding box 
to a user. 

The server 106 repeats the following steps for each 
stimulus. The server 106 presents 804 the stimuli to users 55 
with request to provide user responses describing some 
hidden context attribute of the traffic entity, for example, 
state of mind of a pedestrian/bicyclist or a measure of 
awareness of a vehicle by a pedestrian or bicyclist. The 
stimuli are presented to users via a user interface, for 60 

example, via a webpage of a website. The server 106 repeats 
the step of presenting 804 and receiving 806 user responses 
for each of a plurality of users. 

The server 106 determines 808 a statistical distribution of 
user responses. For example, the statistical distribution may 65 

comprise a mean value and a standard deviation value. The 
server 106 stores 810 the stimulus and corresponding sta-

18 
tistical distribution of user responses as training dataset for 
training of the neural network 120. The server 106 provides 
the training dataset to the model training system 112. 

FIG. 9 represents a flowchart illustrating the process of 
training of neural network illustrated in FIG. 2, according to 
an embodiment. The steps illustrated in the flowchart may be 
performed in an order different from that illustrated in FIG. 
9. For example, certain steps may be performed in parallel. 
The steps may be performed by modules other than those 
indicated herein. 

The model training system 112 performs the following 
steps to train the neural network 120. The model training 
system 112 repeats the steps for each image/video frame or 
video stored in the training dataset. The model training 
system 112 provides a video frame as input to the neural 
network 120. The video frame may be encoded for example, 
as an array of pixel data. Each pixel data may comprise the 
position of the pixel in the image and one or more values, for 
example, color of the pixel. 

The model training system 112 executes the neural net-
work 120 to generate outputs. The model training system 
112 repeatedly executes the neural network 120. As part of 
execution, the feature extraction component 125 of the 
neural network 120 generates 915 a feature vector. The 
system determines 918 parameters of random variables 
based on the feature vector, for example, mean and standard 
deviation for a normal distribution. The system performs 
sampling 920 of the random variables to generate a matrix 
wherein the rows of the matrix are sampled vectors of 
values. The system probability values corresponding to each 
row for example by applying 922 a softmax function to each 
row. 

Each prediction component 130 predicts 918 output val-
ues of the hidden context. The neural network 120 may 
generate a different output in each execution and the output 
values have a particular statistical distribution that is deter-
mined by the parameters of the neural network 120. 

The model training system 112 determines 925 statistical 
distribution of the predicted output values. The model train-
ing system 112 compares 930 the statistical distribution of 
the predicted output values with the statistical distribution of 
the user responses received by presenting the video frame to 
users as a stimulus. The model training system 112 may 
determine a loss function value based on the statistical 
distribution of the predicted output values with the statistical 
distribution of the user responses. The model training system 
112 adjusts the parameters of the neural network 120 by 
performing back propagation to minimize the loss function. 

The trained neural network is provided to the vehicle 
computing system 122 for use in navigating the autonomous 
vehicle. The autonomous vehicle receives sensor data, for 
example, camera images/video frames as the autonomous 
vehicle drives through traffic. The vehicle computing system 
122 identifies traffic entities in the images/video frames. The 
vehicle computing system 122 preprocesses the video 
frames if necessary, for example, to select a portion of the 
video frame showing a bounding box around the traffic 
entity and provides the preprocessed video frame to the 
neural network 120 as input. The vehicle computing system 
122 executes the neural network to generate outputs indi-
cating values of hidden context attributes and uncertainty 
values associated with the predicted outputs. The vehicle 
computing system 122 uses the output of the neural network 
120 to navigate the autonomous vehicle through the traffic. 
In an embodiment, the vehicle computing system 122 uses 
the output generated by the neural network to generate 
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control signals provided to the controls of the vehicle, for 
example, braking system, accelerator, steering, and so on. 

FIG. 10 represents a flowchart illustrating the process of 
generating training dataset for training of neural network 
illustrated in FIG. 2, according to another embodiment. The 
system receives an image 1002, for example, a video frame. 
The system inserts the image into a feature extractor 1004, 
for example, the feature extraction component 125. The 
feature extractor produces a feature vector 1006 that has a 
plurality of elements. 

The neural network 120 repeats the following steps for N 
times of the neural network 120 is a multi-task neural 
network that produces outputs corresponding to N tasks. The 
feature vector is processed by a probabilistic dense layer 
1008 of the neural network 120 (which may be part of the 
feature extraction component 125). The probabilistic dense 
layer 1008 of the neural network 120 produces a vector 1010 
of mean values and a vector 1012 of deviation values. In 
other embodiments, the probabilistic dense layer 1008 may 
generate other types of statistical distribution parameters. In 
other embodiments, other parameters can be used depending 
on the type of random variable, for example, Normal, 
Laplace, Beta, Multinomial, Student-t, and so on. 

The neural network 120 combines the vectors 1010 and 
1012 to generate a vector 1014 of random variables, for 
example, a vector of normal distributions. The neural net-
work 120 performs sampling from the vector of normal 
distributions to generate a matrix 1016 where each row 
represents a sampled vector of values. The neural network 
120 applies softrnax function on the rows to produce prob-
ability values for each row. The neural network uses the 
probability values to generate distribution 1018 of probabili-
ties according to bins of outputs. 

In some embodiments, the neural network 120 also iden-
tifies confidence intervals 1020 when the trained model is 
executed, i.e., during inference time, for example, during 
navigation of a vehicle. The confidence interval may not be 
determined during training of neural network 120. At infer-
ence time, the value of m>1, i.e., multiple samples are 
generated. Accordingly, per random variable, m samples are 
generated. For example, if there are 5 random variables, or 
1 per output bin, the neural network 120 generates m 
probabilities per bin. With this collection of probabilities for 
one certain bin, the neural network 120 computes any 
percentile (since they are all estimates of the same number). 
For example, for a 95% confidence interval, the system takes 
the 2.5th and 97.5th percentiles for every individual bin. 
Computing Machine Architecture 

FIG. 11 is a block diagram illustrating components of an 
example machine able to read instructions from a machine-
readable medium and execute them in a processor (or 
controller). Specifically, FIG. 11 shows a diagrammatic 
representation of a machine in the example form of a 
computer system 1100 within which instructions 1124 (e.g., 
software) for causing the machine to perform any one or 
more of the methodologies discussed herein may be 
executed. In alternative embodiments, the machine operates 
as a standalone device or may be connected (e.g., net-
worked) to other machines. In a networked deployment, the 
machine may operate in the capacity of a server machine or 
a client machine in a server-client network environment, or 
as a peer machine in a peer-to-peer (or distributed) network 
environment. 

The machine may be a server computer, a client computer, 
a personal computer (PC), a tablet PC, a set-top box (STB), 
a personal digital assistant (PDA), a cellular telephone, a 
smartphone, a web appliance, a network router, switch or 

20 
bridge, or any machine capable of executing instructions 
1124 (sequential or otherwise) that specify actions to be 
taken by that machine. Further, while only a single machine 
is illustrated, the term "machine" shall also be taken to 

5 include any collection of machines that individually or 
jointly execute instructions 1124 to perform any one or more 
of the methodologies discussed herein. 

The example computer system 1100 includes a processor 
1102 (e.g., a central processing unit (CPU), a graphics 

10 processing unit (GPU), a digital signal processor (DSP), one 
or more application specific integrated circuits (ASICs), one 
or more radio-frequency integrated circuits (RFICs), or any 
combination of these), a main memory 1104, and a static 
memory 1106, which are configured to communicate with 

15 each other via a bus 1108. The computer system 1100 may 
further include graphics display unit 1110 (e.g., a plasma 
display panel (PDP), a liquid crystal display (LCD), a 
projector, or a cathode ray tube (CRT)). The computer 
system 1100 may also include alphanumeric input device 

zo 1112 (e.g., a keyboard), a cursor control device 1114 (e.g., a 
mouse, a trackball, a joystick, a motion sensor, or other 
pointing instrument), a storage unit 1116, a signal generation 
device 1118 (e.g., a speaker), and a network interface device 
1120, which also are configured to communicate via the bus 

25 1108. 
The storage unit 1116 includes a machine-readable 

medium 1122 on which is stored instructions 1124 (e.g., 
software) embodying any one or more of the methodologies 
or functions described herein. The instructions 1124 (e.g., 

30 software) may also reside, completely or at least partially, 
within the main memory 1104 or within the processor 1102 
(e.g., within a processor's cache memory) during execution 
thereof by the computer system 1100, the main memory 
1104 and the processor 1102 also constituting machine-

35 readable media. The instructions 1124 (e.g., software) may 
be transmitted or received over a network 1126 via the 
network interface device 1120. 

While machine-readable medium 1122 is shown in an 
example embodiment to be a single medium, the term 

ao "machine-readable medium" should be taken to include a 
single medium or multiple media (e.g., a centralized or 
distributed database, or associated caches and servers) able 
to store instructions (e.g., instructions 1124). The term 
"machine-readable medium" shall also be taken to include 

45 any medium that is capable of storing instructions (e.g., 
instructions 1124) for execution by the machine and that 
cause the machine to perform any one or more of the 
methodologies disclosed herein. The term "machine-read-
able medium" includes, but not be limited to, data reposi-

50 tones in the form of solid-state memories, optical media, and 
magnetic media. 
Additional Considerations 

For every flowchart presented herein in the figures, the 
steps illustrated in the flowchart may be performed in an 

55 order different from that illustrated in the figure. For 
example, certain steps may be performed in parallel. The 
steps may be performed by modules other than those indi-
cated herein. 

Although embodiments disclosed describe techniques for 
60 navigating autonomous vehicles, the techniques disclosed 

are applicable to any mobile apparatus, for example, a robot, 
a delivery vehicle, a drone, and so on. 

The subject matter described herein can be implemented 
in digital electronic circuitry, or in computer software, 

65 firmware, or hardware, including the structural means dis-
closed in this specification and structural equivalents 
thereof, or in combinations of them. The subject matter 
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described herein can be implemented as one or more com-
puter program products, such as one or more computer 
programs tangibly embodied in an information carrier (e.g., 
in a machine readable storage device) or in a propagated 
signal, for execution by, or to control the operation of, data 
processing apparatus (e.g., a programmable processor, a 
computer, or multiple computers). A computer program 
(also known as a program, software, software application, or 
code) can be written in any form of programming language, 
including compiled or interpreted languages, and it can be 
deployed in any form, including as a stand-alone program or 
as a module, component, subroutine, or other unit suitable 
for use in a computing environment. A computer program 
does not necessarily correspond to a file. A program can be 
stored in a portion of a file that holds other programs or data, 
in a single file dedicated to the program in question, or in 
multiple coordinated files (e.g., files that store one or more 
modules, sub programs, or portions of code). A computer 
program can be deployed to be executed on one computer or 
on multiple computers at one site or distributed across 
multiple sites and interconnected by a communication net-
work. 

The processes and logic flows described in this specifi-
cation, including the method steps of the subject matter 
described herein, can be performed by one or more pro-
grammable processors executing one or more computer 
programs to perform functions of the subject matter 
described herein by operating on input data and generating 
output. The processes and logic flows can also be performed 
by, and apparatus of the subject matter described herein can 
be implemented as, special purpose logic circuitry, e.g., an 
FPGA (field programmable gate array) or an ASIC (appli-
cation specific integrated circuit). 

Processors suitable for the execution of a computer pro-
gram include, by way of example, both general and special 
purpose microprocessors, and any one or more processor of 
any kind of digital computer. Generally, a processor will 
receive instructions and data from a read only memory or a 
random access memory or both. The essential elements of a ao 
computer are a processor for executing instructions and one 
or more memory devices for storing instructions and data. 
Generally, a computer will also include, or be operatively 
coupled to receive data from or transfer data to, or both, one 
or more mass storage devices for storing data, e.g., mag-
netic, magneto optical disks, or optical disks. Information 
carriers suitable for embodying computer program instruc-
tions and data include all forms of nonvolatile memory, 
including by way of example semiconductor memory 
devices, (e.g., EPROM, EEPROM, and flash memory 
devices); magnetic disks, (e.g., internal hard disks or remov-
able disks); magneto optical disks; and optical disks (e.g., 
CD and DVD disks). The processor and the memory can be 
supplemented by, or incorporated in, special purpose logic 
circuitry. 

To provide for interaction with a user, the subject matter 
described herein can be implemented on a computer having 
a display device, e.g., a CRT (cathode ray tube) or LCD 
(liquid crystal display) monitor, for displaying information 
to the user and a keyboard and a pointing device, (e.g., a 
mouse or a trackball), by which the user can provide input 
to the computer. Other kinds of devices can be used to 
provide for interaction with a user as well. For example, 
feedback provided to the user can be any form of sensory 
feedback, (e.g., visual feedback, auditory feedback, or tactile 
feedback), and input from the user can be received in any 
form, including acoustic, speech, or tactile input. 

22 
The subject matter described herein can be implemented 

in a computing system that includes a back end component 
(e.g., a data server), a middleware component (e.g., an 
application server), or a front end component (e.g., a client 

5 computer having a graphical user interface or a web browser 
through which a user can interact with an implementation of 
the subject matter described herein), or any combination of 
such back end, middleware, and front end components. The 
components of the system can be interconnected by any 

o form or medium of digital data communication, e.g., a 
communication network. Examples of communication net-
works include a local area network ("LAN") and a wide area 
network ("WAN"), e.g., the Internet. 

15 It is to be understood that the disclosed subject matter is 
not limited in its application to the details of construction 
and to the arrangements of the components set forth in the 
following description or illustrated in the drawings. The 
disclosed subject matter is capable of other embodiments 

20 and of being practiced and carried out in various ways. Also, 
it is to be understood that the phraseology and terminology 
employed herein are for the purpose of description and 
should not be regarded as limiting. 

As such, those skilled in the art will appreciate that the 
25 conception, upon which this disclosure is based, may readily 

be utilized as a basis for the designing of other structures, 
methods, and systems for carrying out the several purposes 
of the disclosed subject matter. It is important, therefore, that 
the claims be regarded as including such equivalent con-

30 structions insofar as they do not depart from the spirit and 
scope of the disclosed subject matter. 

Although the disclosed subject matter has been described 
and illustrated in the foregoing exemplary embodiments, it 
is understood that the present disclosure has been made only 

35 by way of example, and that numerous changes in the details 
of implementation of the disclosed subject matter may be 
made without departing from the spirit and scope of the 
disclosed subject matter, which is limited only by the claims 
which follow. 

We claim: 
1. A method for navigating autonomous vehicles, com-

prising: 
training a probabilistic neural network, the probabilistic 

45 neural network configured to perform steps compris-
ing: 
receiving as input, an image of traffic, the image 

displaying a traffic entity belonging to the traffic, 
generating a feature vector for a plurality of features, 

50 the feature vector comprising values describing sta-
tistical distribution for each feature, and 

generating output representing hidden context for the 
traffic entity, the output comprising a plurality of 
values, each value representing a likelihood of 

55 receiving a particular user response from a user 
presented with the image; 

receiving a new image captured by a camera mounted on 
an autonomous vehicle navigating through traffic; 

executing the probabilistic neural network to generate 
60 output representing hidden context for at least a traffic 

entity displayed in the new image; 
determining a measure of uncertainty for each of the 

plurality of values; and 
navigating the autonomous vehicle to avoid the traffic 

65 entity displayed in the new image, the navigation based 
on at least the measure of uncertainty generated by the 
probabilistic neural network. 
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2. The method of claim 1, wherein the values describing 
statistical distribution for each feature comprise a mean 
value and a standard deviation for the feature. 

3. The method of claim 1, wherein training the probabi-
listic neural network comprises determining evidence lower 
bound between the plurality of values predicted and a 
plurality of values determined from user responses obtained 
from users presented with images from a training dataset. 

4. The method of claim 1, wherein determining the 
measure of uncertainty for each of the plurality of values 
comprises: 

generating a plurality of samples for the input image using 
the probabilistic neural network; and 

determining a confidence interval for each of the plurality 
of values using the plurality of samples. 

5. The method of claim 1, wherein navigating the autono-
mous vehicle comprises ensuring that the autonomous 
vehicle stays at least a threshold distance away from the 
traffic entity displayed in the new image, the threshold 
distance determined based on the measure of uncertainty 
generated by the probabilistic neural network. 

6. The method of claim 5, wherein the threshold distance 
is determined to be a value directly related to the measure of 
uncertainty generated by the probabilistic neural network. 2

7. The method of claim 1, wherein the hidden context 
represents a state of mind of a user represented by the traffic 
entity. 

8. The method of claim 1, wherein the hidden context 
represents a task that a user represented by the traffic entity 3

is planning on accomplishing. 
9. The method of claim 1, wherein the hidden context 

represents a degree of awareness of the autonomous vehicle 
by a user represented by the traffic entity. 

10. The method of claim 1, wherein the hidden context 
represents a goal of a user represented by the traffic entity, 
wherein the user expects to achieve the goal within a 
threshold time interval. 

11. The method of claim 1, wherein navigating the 4 

autonomous vehicle comprises: 
generating signals for controlling the autonomous vehicle 

based on motion parameters and the hidden context of 
the traffic entity; and 

sending the generated signals to controls of the autono- 4 
mous vehicle. 

12. The method of claim 1, wherein the probabilistic 
neural network is a probabilistic convolutional neural net-
work. 

13. A non-transitory computer readable storage medium 5 
storing instructions, that when executed by a processor, 
cause the processor to perform steps comprising: 

training a probabilistic neural network, the probabilistic 
neural network configured to perform steps compris-
ing: 5 

receiving as input, an image of traffic, the image 
displaying a traffic entity belonging to the traffic, 

generating a feature vector for a plurality of features, 
the feature vector comprising values describing sta-
tistical distribution for each feature, and 6 

generating output representing hidden context for the 
traffic entity, the output comprising a plurality of 
values, each value representing a likelihood of 
receiving a particular user response from a user 
presented with the image; 6 

receiving a new image captured by a camera mounted on 
an autonomous vehicle navigating through traffic; 

35 
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24 
executing the probabilistic neural network to generate 

output representing hidden context for at least a traffic 
entity displayed in the new image; 

determining a measure of uncertainty for each of the 
plurality of values; and 

navigating the autonomous vehicle to avoid the traffic 
entity displayed in the new image, the navigation based 
on at least the measure of uncertainty generated by the 
probabilistic neural network. 

14. The non-transitory computer readable storage medium 
of claim 13, wherein the values describing statistical distri-
bution for each feature comprise a mean value and a 
standard deviation for the feature. 

15. The non-transitory computer readable storage medium 
of claim 13, wherein training the probabilistic neural net-
work comprises determining evidence lower bound between 
the plurality of values predicted and a plurality of values 
determined from user responses obtained from users pre-
sented with images from a training dataset. 

16. The non-transitory computer readable storage medium 
of claim 13, wherein determining the measure of uncertainty 
for each of the plurality of values comprises: 

generating a plurality of samples for the input image using 
5 the probabilistic neural network; and 

determining a confidence interval for each of the plurality 
of values using the plurality of samples. 

17. The non-transitory computer readable storage medium 
of claim 13, wherein navigating the autonomous vehicle 

o comprises ensuring that the autonomous vehicle stays at 
least a threshold distance away from the traffic entity dis-
played in the new image, the threshold distance determined 
based on the measure of uncertainty generated by the 
probabilistic neural network. 

18. The non-transitory computer readable storage medium 
of claim 17, wherein the threshold distance is determined to 
be a value directly related to the measure of uncertainty 
generated by the probabilistic neural network. 

19. The non-transitory computer readable storage medium 
O of claim 13, wherein navigating the autonomous vehicle 

comprises: generating signals for controlling the autono-
mous vehicle based on motion parameters and the hidden 
context of the traffic entity; and sending the generated 
signals to controls of the autonomous vehicle. 

5 20. A computer system comprising: 
a processor; and 
a non-transitory computer readable storage medium stor-

ing instructions that when executed by the processor, 
cause the processor to perform steps comprising: 

o training a probabilistic neural network, the probabilistic 
neural network configured to perform steps compris-
ing: 
receiving as input, an image of traffic, the image 

displaying a traffic entity belonging to the traffic, 
5 generating a feature vector for a plurality of features, 

the feature vector comprising values describing 
statistical distribution for each feature, and 

generating output representing hidden context for the 
traffic entity, the output comprising a plurality of 

o values, each value representing a likelihood of 
receiving a particular user response from a user 
presented with the image; 

receiving a new image captured by a camera mounted 
on an autonomous vehicle navigating through traffic; 

5 executing the probabilistic neural network to generate 
output representing hidden context for at least a 
traffic entity displayed in the new image; 
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determining a measure of uncertainty for each of the 
plurality of values; and 

navigating the autonomous vehicle to avoid the traffic 
entity displayed in the new image, the navigation 
based on at least the measure of uncertainty gener- 5 
ated by the probabilistic neural network. 

* * * * * 
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