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Voiced/unvoiced decisions can be computed from the ratio b t h 
. al and that of the reconstruction error e ween t e energy of the 

sign 
V 

I 1srn1f 
,,:r.-,\ ' 

SNR=-,.~-'----
Lls[11]-s[n]/2 (7.72) 

n:.-N 

where it has been empirically foun~ that frames with SNR_ higher than 13 dB are generally 
voiced and lower than 4 dB unvoiced. In between, the signal is considered to t . 

S · h · �~� con am a 
mixed excitation. mce speec 1s not per,ectly stationary within the analysis frame 

· · I ·11 · Id f' · S ' even noise-free periodic s1gna s w1 y1e mite NR. 
For unvoiced speech, a good assumption is to default to a pitch of too Hz. The use of 

fewer sinusoids leads to perceptual artifacts. 
Improved quality can ~e a~hie:ed by using an analysis-by-synthesis framework (17, 

34] since the closed-loop est1mat1on 1s more robust to pitch-estimation and voicing decision 
errors. 

7.5.2.2. Phase Modeling 

An impulse train e[n], a periodic excitation, can be expressed as a sum of complex exponen­
tials 

_ r
0

- 1 

e[n]= To l8fn-no -kfo] = I,ej(n-no)O>ol (7.73) 
k=- l=O 

which, if passed through a filter H(w) = A(w)exp<l>(w), will generate 

r.-, 
s[n] = L A(/w 0)expU[(n-n0)wof + <l>(/w 0 )]} (7.74) 

l =O 

Comparing Eq. (7.66) with (7.74), the phases of our sinusoidal model are given by 

~,=-now of+ <l>(lwo) (7.75) 

Since the sinusoidal · mode1 · has too many parameters to lead to l~w-rare co~ing, a 
common technique is to not encode the phases. In Chapter 6 we show that if a system is con­
si_dered minimum phase, the phases can be uniquely recovered from knowledge of the mag-
nitude spectrum. . . 

Th · · · h h ics and the remammg values e magmtude spectrum 1s known at the pttc armon_ , . . . 
can be filled in by interpolation: e.g., linear or cubic splines [36J. This mterpolared magm-
rude spectrum can be approximated through the real cepstrum: 

- K 
IA(w)I= c0 + 2 ~:Ck cos(kw) 

(7.76) 

k=I 
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and the phase, assuming a minimum phase system, is given by 
K 

<J>(ro)=-·21',c* sin(k(u) 
k=I 

Speech Co<1· Ing 

(7,77) 

The phase ¢0 (t) of the first harmonic between frames (k - I) and k can be . 
from the instantaneous frequency cv

0
(t) obtained 

</J0 (t) = </)o((k- l)N) + [H>N <00 (t)dt 
(7.78) 

if we assume the frequency <00 (/) in that region to vary linearly between frames (k- l 
k: )~d 

w* -w•-1 

Wo(t) = w~-1 + o o t 
N 

and insert Eq. (7.79) into (7.78), evaluating at t = kN, to obtain 

¢~ = </J 0 (kN) = </>0 ((k - l)N) + (w~-i + w~ )(N / 2) 

(7.79) 

(7.80) 

the phase of the sinusoid at ro 0 as a function of the fundamental frequencies at frames (k­
l), k and the phase at frame (k - 1 ): 

<1>: = <1>* (/m0 ) + /¢~ (7.81) 

The phases computed by Eqs. (7.80) and (7.81) are a good approximation in practice 
for perfectly voiced sounds. For unvoiced sounds, random phases are needed, or else I.he 
reconstructed speech sounds buzzy. Voiced fricatives and many voiced sounds have an !b-pi­
ration component, so that a mixed excitation is needed to represent them. In these cases, I.he 
source is split into different frequency bands and each band is classified as either voiced or 

. unvoiced. Sinusoids in voiced bands use the phases described above, whereas sinusoids in 
unvoiced bands have random phases. 

7.5.2.3. Parameter Quantization 

To quantize the sinusoid amplitudes, we can use an LPC fitting and then quantize the line 
spectral frequencies. Also we can do a cepstral fit and quantize the cepstral coefficients. To 
be more effective, a mel scale should be used. . . 

While these approaches help in reducing the number of parameters and in gua~UZJdng 
. · d amphlU es. those parameters, they are not the most effective way of quantizing the smusoi . d 

A technique called Variable-Dimension Vector Quantization (VDVQ) [12] has been dtselh 
to address this. Each codebook vector c, has a fixed dimension N determined by ~e en~e 
of the FFT used. The vector of sinusoid amplitudes A has a dimension / that deJX:n son be· 

the distance number of hannonics and thus the pitch of the current frame. To compute . puied 
tween A and c,, the codebook vectors are resampled to a size J and the diSranc: is fcom used. 

1. des is o ten between two vectors of dimension l. Euclidean distance of the log-amp itu 
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In this meihod, only the distance at the harmonics is evaluated instead of the distance at the 
. ·n the envelope that are not actually present in the signal Also this techn,·q d 

01nts 1 • . . . : , ue oes 
~ot suffer from rnaccuracres of the model used, such as the mabihty of linear predictive cod-
. 10 model nasals. 1ng 

7.5.3, Waveform Interpolation 

The main idea behind ~aveform interpo_lation .<WI) (29] is that the pitch pulse changes 
slowly over time for voiced speech. Durmg voiced segments. the speech signal is nearly 
eriodic. WI coders can operate as low as 2.4 kbps. 

p Starting at an arbitrary time instant, it is easy to identify a first pitch cycle x,[n], a sec­
ond x.[n], a third x1[11], and so on. We then express our signal x[n] as a function of these 
pitch ~ycle waveforms x.,[nJ 

.. 
x[11] ::a ~:X.,[11 -t,J (7.82) -=~ 

where P., = r., - t.,_, is the pitch period at time t,,, in samples, and the pitch cycle is a win­
dowed version of the input 

x,.[n] = w,.[n]x[n] (7.83) 

for example, with a rectangular window. To transmit the signal in a lossless fashion we need 
10 transmit all pitch waveforms x,Jn]. 

If the signal is perfectly periodic, we need to transmit only one pitch waveform x,Jn] 
and the pitch period P. In practice, voiced signals are not perfectly periodic, so that we need 
10 transmit more than just one pitch waveform. On the other hand, voiced speech is nearly 
periodic, and consecutive pitch waveforms are very similar. Thus, we probably do not need 
to transmit all, and we could send every other pitch waveform, for example. 

It is convenient to define a two-dimensional surface u[n,/] (shown in Figure 7.10) such 
!hat the pitch waveform x,,,[n] can be obtained as 

x.[n] = u[n,t,,.] (7.84) 

~o that u[n,/J fs defined for / = t,,,, with the remaining points having been computed through 
1~terpolation. A frequency representation of the pitch cycle can also be used instead of the 
lime pitch cycle . 

. !his surf ace can then be sampled at regular time intervals / = sT. It has been shown 
~mpmca!ly that transmitting the pitch waveform x,[n] about 40 times per seco~d (a 25~ms 
nterva1 ts equivalent to T = 200 samples for an F = 8000 Hz sampling rate) IS sufficient 

for v · ·' - b t d b oiced speech. The so-called slowly evolving waveform (SEW) u[n,I] can e genera e 
y low-pass filtering u[n,/] along the /-~xis: 

_L/1[sT-tnr]u[n,t,,,] 
x,[n] = u[n,sT] == ., (7 .85) 

L/i[sT- tm] .. 
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where h[n] is a low-pass filter and x,[n] is a sampled version of u[n,l]. 

The decoder has to reconstruct each pitch waveform x,,,[11] from the SEW 
terpolation between adjacent pitch waveforms, and thus the name ivave.'fiomz . x,[n] by in. 

mterpa/ur 
(WI) coding: ron 

L,h[t,., -sT]x.,. [n] 

xn,[11]= 1,[n,t,,,] =-·' =----­
L,h[tm -sT] (7.86) 

If the sampling period is larger than the local pitch period ( T> P,.), perfect reconstruc 
tion will not be possible, and there will be some error in the approximation · 

or alternatively in the two-dimensional representation 

u[n,l] = u[n,I] + u[n,I] 

where x.,[n] and u[n,I] represent the rapidly evolving wavefonns (REW). 

(7.87) 

(7.88) 

Since this technique can also be applied to unvoiced speech, where the concept of 
pitch waveform doesn't make sense, the more general term characteristic waveform is used 
instead. For unvoiced speech, an arbitrary period of around J 00 Hz can be used. 

For voiced speech, we expect the rapidly varying waveform u[n,/] in Eq. (7.88) to 

have much Jess energy than the slowly evolving waveform u[n,l] . For unvoiced speech the 
converse is true: u[n,/] has more energy than u[n,I] . For voiced fricatives, both components 
may be comparable and thus we want to transmit both. 

In Eqs. (7 .85) and (7 .86) we need to average characteristic waveforms that have, in 
general, different lengths. To handle this, all characteristic waveforms are typically normal­
ized in length prior to the averaging operation. This length normalization is done by padding 
with zeros x.,[n] to a certain length M, or truncating x.,[n] if P,. > M . Another possible nor­
malization is done via linear resampling. This decomposition is shown in Figure 7.10. 

Another representation uses the Fourier transform of x.,[ n] . This case is related to !he 
hannonic model of Section 7 .5.2. In the harmonic model, a relatively long window is needed 
to average the several pitch waveforms within the window, whereas this wavefonn interpo­
lation method has higher time resolution. In constructing the characteristic waveforms we 
have implicitly used a rectangular window of length one pitch period, but other wiod0ws c~ 

. . fr cy-<loroa1n 
be used, such as a Hanning window that covers two pitch penods. Th.is equen ·es 
representation offers advantages in coding both the SEW and the REW, becau_se propedrune 

· · soften ° of the human auditory system can help reduce the bit rate. This decompos1t:1on 1 

on the LPC residua] signal. ugh 
In particular, the REW u[n,l] has the characteristics for noise, and as such ~nl~ al!~ner· 

d · · · d m noise 1s escnpnon of 1ts power spectral density is needed. At the decoder, ran ° --ed to 
ated with the transmitted power spectrum. The spectrum of u[n,l] can be vectorquanuz 
as few as eight shapes with little or no degradation. 
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Figure 7 .10 LP residual signal and its associated characteristic waveform (CW) u(t .~) . In the 
~ axis we have a normalized pitch pulse at every given time t. Decomposition of the surface 
into a slowly evolving wavefonn (SEW) and a rapidly evolving wavefonn (REW). (After 

Kleijn and Haagen [30), reprinted by pennission of IEEE). 
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residual 
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LPC filtering 

LSF quantization 

Quantization 

Lowpass Quantization 

Highpass Quantization 

Quantization 

t------------------. 
LSF 

Figure 7.11 Block diagram of the WI encoder. 

The SEW u[n,IJ is more important perceptually, and for high quality the whole shape 
needs to be transmitted. Higher accuracy is desired at lower frequencies so that a perceptual 
frequency scale (mel or Bark) is often used. Since the magnitude of u[n,/] is perceptually 
more important than the phase, for low bit rates the phase of the SEW is not transmitted. The 
magnitude spectrum can be quantized with the VDVQ described in Section 7.5.2.3. 

To obtain the characteristic wavefonns, the pitch needs to be computed. We can find 
the pitch period such that the energy of the REW is minimized. To do this we use the ap­
proaches described in Chapter 6. Figure 7 .11 shows a block diagram of the encoder and Fig­
ure 7.12 of the decoder. 

Parameter estimation using an analysis-by-synthesis framework [21] can yield better 
results than the open-loop estimation described above. 

REW 
Random phase 

SEW Pitch pulse LPC filtering 

pitch 

gain 

LSF 

Figure 7.12 Block diagram of the WI decoder. 
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7.6. HISTORICAL PERSPECTIVE AND FURTHER READING 

This chapter is only an introduction to speech and audio coding technologies. The reader is 
referred to [27 • 32, 41 , 521 for coverage in greater depth. A good source of the history of 
speech coding can be found in [20]. 

In 1939, _Homer Dudl~y of AT&T ~ell Labs first proposed the channel vocoder [ 15]. 
the first analys1s-by-synthes1s system. This vocoder analyzed slowly varying parameters for 
both the excita~ion and. the spe~tral envel~pe. Dudley thought of the advantages of band­
width compression and mformauon encryption long before the advent of digital communica­
tions. 

PCM was first conceived in 1937 by Alex Reeves at the Paris Laboratories of AT&T 
and it started to be deployed in the United States Public Switched Telephone Network i~ 
1962. The digital compact disc, invented in the late 1960s by James T. Russell and intro­
duced commercially in 1984, also uses PCM as coding standard. The use of µ-law encoding 
was proposed by Smith [51 J in 1957, but it wasn't standardized for telephone networks 
(G.711) until 1972. In 1952, Schouten et al. [47) proposed delta modulation and Cutler [I I) 
invented differential PCM. ADPCM was developed by Barnwell [6] in 1974. 

Speech coding underwent a fundamental change with the development of linear pre­
dictive coding in the early 1970s. Atal [3) proposed the LPC vocoder in 1971, and then 
CELP [5] in 1984. The majority of coding standards for speech signals today use a variation 
on CELP. 

Sinusoidal coding [35] and waveform interpolation [29] were developed in 1986 and 
1991, respectively, for low-bit-rate telephone speech. Transform coders such as MP3 [23], 
MPEG II, and Perceptual Audio Coder (PAC) [28] have been used primarily in audio coding 
for high-fidelity applications. 

Recently, researchers have been improving the technology for cellular communica­
tions by trading off source coding and channel coding. For poor channels more bits are allo­
cated to channel coding and fewer to source coding to reduce dropped calls. Scalable coders 
that have different layers with increased level of precision, or bandwidth, are also of great 
interest. 
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PART III 

SPEECH RECOGNITION 
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CHAPTER 8 
- --------------

Hidden Markov Models 

The hidden Markov model (HMM) is a very 
powerful statistical method of characterizing the observed data samples of a discrete-time 
series. Not only can it provide an efficient way to build parsimonious parametric models, 
but can also incorporate the dynamic programming principle in its core for a unified pattern 
segmentation and pattern classification of time-varying data sequences. The data samples in 
the time series can be discretely or continuously distributed; they can be scalars or vectors. 
The underlying assumption of the HMM is that the data samples can be well characterized 
as a parametric random process, and the parameters of the stochastic process can be esti­
mated in a precise and well-defined framework. The basic HMM theory was published in a 
series of classic papers by Baum and his colleagues [4]. The HMM has become one of the 
most powerful statistical methods for modeling speech signals. Its principles have been suc­
cessfully used in automatic speech recognition, fonnant and pitch tracking, speech en­
hancement, speech synthesis, statistical language modeling, part-of-speech tagging, spoken 
language understanding, and machine translation [3, 4, 8, l 0, 12, 18, 23, 37). 

377 
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378 Hidden Markov Models 

8.1. THE MARKOV CHAIN 

A Markov chain models a class of random processes tha_t incorpo~ates a minimum amount 
of memory without being completely memoryless. In this subsection we focus 011 the dis­
crete-time Markov chain only. 

Let x ,:: x,,X~,- -.X,, be a sequence of random variables from a finite discrete alpha-
bet O = {o

1 
,o

2
, ... ,a"',,.,J. Based on the Bayes' rule, we have 

" - X )flP(X I x'-1
) P(XpX2,, .. ,X,,)-P( 1 I I (8, I) 

i=2 

where x:-1 = X,,X~····,X,_
1

• The random variables X are said to fonn a first-order Markov 
chain, provided that 

P(X;1Xt1)= P(X1IX1-1) (8.2) 

As a consequence, for the first-order Markov chain, Eq. (8.1) becomes 

" P(X"X2 , ... ,X,,) = P(X1)flP(X1 I X,_1) (8.3) 
i=2 

Equation (8.2) is also known as the Markov assumption. This assumption uses very lit­
tle memory to model dynamic data sequences: the probability of the random variable at a 
given time depends only on the value at the preceding time. The Markov chain can be used 
to model time-invariant (stationary) events if we discard the time index i, 

P(X; = slX,._1 = s') = P(sls') (8.4) 

If we associate X; to a state, the Markov chain can be represented by a finite state 
process with transition between states specified by the probability function P(sls'). Using 
this finite state representation, the Markov assumption [Eq. (8.2)] is translated to the follow­
ing: the probability that the Markov chain will be in a particular state at a given time de­
pends only on the state of the Markov chain at the previous time. 
. ~onsider a Markov chain with N distinct states labeled by { 1, .. . , N}, with the state at 

time t m the Markov chain denoted as s,; the parameters of a Markov chain can be de­
scribed as follows: 

(8.5) 

n, = P(s1 = i) 1 :s; i :s; N (8.6) 

where a!iis the tran~itio~ probability from state i to statej; and 7!; is the initial probability 
that the Mark_ov cham will start in state i. Both transition and initial probabilities are bound 
to the constramts: 
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The Markov Chain 

/'I ~:aij == l; 1 ~ i ~ N 
j~l 

fl 

1:1rj == 1 
j~l 

379 

(8.7) 

The Markov chain described above is also called the observable Markov model be­
cause the output of the process is the set of states at each time instance t, where each state 
corresponds to an observable event X, . In other words, there is one-to-one correspondence 
between the observable event sequence X and the Markov chain state sequence 
S==s"s

2
, .. . sn . Consider a simple three-state Markov chain for the Dow Jones Induslrial 

average as shown in Figure 8.1 . At the end of each day, the Dow Jones Industrial average 
may correspond to one of the following states: 

state 1- up (in comparison to the index of previous day) 
state 2-down (in comparison to the index of previous day) 
state 3 - unchanged (in comparison to the index of previous day) 

0.6 0.3 

0.5 
. 1 Three states represent up, 

Figure 8.1 A Markov chain for the Dow Jones Industna average. 

down, and unchanged, respectively. 

h . may include a state-transition prob­
The parameter for this Dow Jones Markov c am 

ability matrix 

[

0.6 02 02] 
A={aii}== 05 03 02 

0.4 0.1 0.5 - . 
and an initial state probability matrix 

Amazon/VB Assets 
Exhibit 1011 

Page 405



380 ffidden ~rt~ 

(
0.5] 

1t=(nJ = 0.2 

0.3 

Suppose you would like to find out the probability for five consecutiYe u da . 
f p ~~~ the observed sequence o up-up-up-up-up corresponds to the state sequence of (1 1 1 the probability will be · ' ' • I, I), 

P(S consecutive up days)= P(I, 1, 1, 1.1) 

= n 1a, 1a11a11a11 = 0.5 x (0.6t = 0.0648 

8.2. DEFINITION OF THE HIDDEN l\1ARKOV rv[oDEL 

In the Markov chain, each state corresponds to a deterministically observable event, i.e., the 
output of such sources in any given state is not random. A narural extension to the Markov 
chain introduces a non-detenninistic process that generates output observation symbols in 
any given state. Thus, the observation is a probabilistic function of the state. This new 
model is known as a hidden Markov model, whkh can be viewed as a double-embedded 
stochastic process with an underlying stochastic process (the state sequence) not directly 
observable. This underlying process can only be probabilistically associated with another 
observable stochastic process producing the sequence of fearures we can observe. 

A hidden Markov model is basically a Markov chain where the output observation is a 
random variable X generated according to a ourput probabilistic function associated with 
each state. Figure 8.2 shows a revised hidden Markov model for the Dow Jones Industrial 
average. You see that each state now can generate all three output observations: up, down, 
and unchanged, according to its output pdf. This means that there is no longer a one-to-one 
correspondence between the observation sequence and the state sequence, so you cannot 
unanimously determine the state sequ-!nce for a given observation sequence, i.e., the sta~e 
sequence is not observable and therefore hidden. Titis is why the world hidden is plac~ tn 

front of Markov models. Although the state of an HMM is hidden, it often contains sahe~t 
information about the data we are modeling. For example, the first state in Figure 8-2 inrli· 
cates a bull market, and the second state indicates a bear market as specified by the output 
probability in each state. Formally speaking, a hidden Markov model is defined by: 

• 0 = { 0 1, 02, •.. , o M} -An output observation alphabet I The observation 
symbols correspond to the physical output of the system being modeled .. In 
the case of the Dow Jones Industrial average HMM, the output observatton 
alphabet is the collection of three categories- O = { up, down, unchanged} · 

' Although we use th d" ·th a continUol15 
df y e tscrcte output observation here. we c:m extend it to the continuous case wi 

P · ou can also use vector q · · . I habet seL uanuzauon to map a continuous vector variable into a discrete 8 P 
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