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of text (corpora) that have had their structures hand-annotated, it is now possible to general-
ize the formal grammar to include accurate probabilities. Furthermore, the probabilistic re]s.
tionship among a sequence of words can be directly derived and modeled from the corpora
with the so-called stochastic language models, such as n-gram, avoiding the need to create
broad coverage formal grammars. Stochastic language models play a critical role in building
a working spoken language system, and we discuss a number of important issues associated
with them.

11.1. FORMAL LANGUAGE THEORY

In constructing a syntactic grammar for a language, it is important to consider the generality,
the selectivity, and the understandability of the grammar. The generality and selectivity ba-
sically determine the range of sentences the grammar accepts and rejects. The understand-
ability is important, since it is up to the authors of the system to create and maintain the
grammar, For SLU systems described in Chapter 17, we need to have a grammar that covers
and generalizes to most of the typical sentences for an application. The system also needs to
distinguish the kind of sentences for different actions in a given application. Without under-
standability, it is almost impossible to improve a practical SLU system since it typically
involves a large number of developers to maintain and refine the grammar.

The most common way of representing the grammatical structure of a sentence, “Mary
loves that person,” is by using a tree, as illustrated in Figure 11.1. The node labeled S is the
parent node of the nodes labeled NP and VP for noun phrase and verb phrase, respectively.
The VP node is the parent node of node V—for verb. Each leaf is associated with the word

Rewrite Rules:

. §>NPVP

. VYP— VNP

. VP> AUXVP

. NP— ARTNP!
NP-= ADJNPI
. NP1-> ADJNPI
NPI-> N

. NP— NAME

. NP—~ PRON
10. NAME - Mary
11. V= loves

12. ADJ > that

13. N—- person

W0 N o~

person

Figure 11.1 A tree representation of a sentence and its corresponding grarnmar.
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in the sentence to be analyzed. To construct such a tree for a sentence, we must know th
structure of the language so that a set of rewrite rules can be used tc; describ h?w iy
structures are allowable. These rules, as illustrated in Figure 1.1 L
symbol may be expanded in the tree by a sequence of symbols, ’I:h
helps in determining the meaning of the sentence. [t tells us that
fies person. “Mary loves that person.”

determine that a certain
€ grammatical structure
at in the sentence modi-

11.1.1. Chomsky Hierarchy

[n Chomsky’s formal.language theory (1, 14, 15], 2 grammar is defined as G = (V.T.P, S).
where V qnd T are finite sets of non-terminals and terminals, respectively. V contains all the
non-terminal symbols. We often use upper-case symbols to denote them. In the example
discussed here, S, NP, NP1, VP, NAME, ADJ, N, and V are non-terminal symbols. The rer-
minal set T contains Mary, loves, that, and person, which are often denoted with lower-case
symbols. P is a finite set of production (rewrite) rules, as illustrated in the rewrite rules in
Figure 11.1. S is a special non-terminal, called the srart symbol.

The language to be analyzed is essentially a string of terminal symbols, such as “Mary
loves that person.” It is produced by applying production rules sequentially to the start sym-
bol. The production rule is of the form « — f, where o and J are arbitrary strings of
grammar symbols V and 7, and the & must not be empty. In formal language theory, four
major languages and their associated grammars are hierarchically structured. They are re-
ferred to as the Chomsky hierarchy (1] as defined in Table 11.1. There are four kinds of
automata that can accept the languages produced by these four types of grammars. Among
these automata, the finite-state automaton is not only the mathematical device used to im-
plement the regular grammar but also one of the most significant tools in computational lin-
guistics. Variations of automata such as finite-state transducers, hidden Markov models, and
n-gram models are important examples in spoken language processing.

These grammatical formulations can be compared according to their generative capac-
ity, i.e,, the range that the formalism can cover. While there is evidence that natural lan-
guages are at least weakly context sensitive, the context-sensitive requirements are rare.in
practice. The context-free grammar (CFG) is a very important structure for dealing with
both machine language and natural language. CFGs are not only powerful enough to 'de-
scribe most of the structure in spoken language,l but also restrictive enou'gh to have efﬁc;;nt
parsers to analyze natural sentences. Since CFGs offer a good compromise between parsing
efficiency and power in representing the structure of the language, they have been w1d§1y
applied to natural language processing. Alternatively, regular grammars, as rePresemed with
a finite-state machine, can be applied to more restricted applications. Since ﬁmte:-state. gram-
mars are a subset of the more general context-free grammar, we focus our discussion on
context-free grammars only, although the parsing algorithm for finite-state grammars can be
more efficient.

—

"The effort to prove natural languages are not context-free is summarized in Pullum and Gazdar (54}
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Table 11.1 Chomsky hierarchy and the corresponding machine that accepts the language

Types Constraints Automata
Phrase structure o — f . This is the most general Turing machine
grammar grammar.

Context-sensitive A subset of the phrase structure Linear bounded
grammar grammar. |0] <|f|, where L1 indicates | automata

the length of the string.
Context-free gram- | A subset of the context sensitive Push down automata
mar (CFG) grammar. The production rule is

A— [, where A is a non-terminal.
This production rule is shown to be
equivalent to Chomsky normal form:
A—wand 4> BC,wherewisa
terminal and B, C are non-terminals.

Regular grammar A subset of the CFG. The production | Finite-state auto-
rule is expressed as: 4 —» w mata
and 4 5 wB.

As discussed in Section 11.1.2, a parsing algorithm offers a procedure that searches
through various ways of combining grammatical rules to find a combination that generates a
tree to illustrate the structure of the input sentence, which is similar to the search problem in
speech recognition. The result of the parsing algorithm is a parse tree,’ which can be re-
garded as a record of the CFG rules that account for the structure of the sentence. In other
words, if we parse the sentence, working either top-down from S or bottom-up from each
word, we automatically derive something that is similar to the tree representation, as illus-
trated in Figure 11.1.

A push-down automaton is also called a recursive transition network (RTN), which is
an alternative formalism to describe context-free grammars. A transition network consists of
nodes and labeled arcs. One of the nodes is specified as the initial state S. Starting at the
initial state, we traverse an arc if the current word in the sentence is in the category on the
arc. If the arc is followed, the current word is updated to the next word. A phrase can be
parsed if there is a path from the starting node to a pop arc that indicates a complete parse
for all the words in the phrase. Simple transition networks without recursion are often called
finite-state machines (FSM). Finite-state machines are equivalent in expressive POWer @
regular grammars and, thus, are not powerful enough to describe all languages that can be
described by CFGs. Chapter 12 has a more detailed discussion on RTNs and FSMs used 1"
speech recognition.

- . ice, 8

The result can be more than one parse tree since natural language sentences are often ambiguous: T prect 85
parsing algorithm should not only consider all the possible parse trees but also provide a ranking amon
discussed in Chapter 17,
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11.1.2.  Chart Parsing for Context-Free Grammars

since Chomsky introduced the notion of context-free grammars in the 1950 i

ture has arisen on the parsing algorithms. Most parsing algorithms were dev:,ioa vctils't i
puter science to f'malyze prograrpming languages that are not ambiguous in tg: “:: C(t)l:n;
spoken language is [1,32]. We discuss only the most relevant materials that are fundan)l,ental
to building spoken language systems, namely the chart parser for the context-free sram ;
This algorithm has been widely used in state-of-the-art spoken language understan%ing T;sr-
tems.

11.1.2.1.  Top Down or Bottom Up?

Parsing is a special case of the search problem generally encountered in speech recognition.
A parsing algorithm offers a procedure that searches through various ways of combining
grammatical rules to find a combination that generates a tree to describe the structure of the
input sentence, as illustrated in Figure 11.1. The search procedure can start from the root of
the tree with the S symbol, attempting to rewrite it into a sequence of terminal symbols that
matches the words in the input sentence, which is based on goal-directed search. Alterna-
tively, the search procedure can start from the words in the input sentence and identify a
word sequence that matches some non-terminal symbol. The bottom-up procedure can be
repeated with partially parsed symbols until the root of the tree or the start symbol S is iden-
tified. This data-directed search has been widely used in practical SLU systems.

A top-down approach starts with the S symbol, then searches through different ways to
rewrite the symbols until the input sentence is generated, or until all possibilities have been
examined. A grammar is said to accept a sentence if there is a sequence of rules that allow
us to rewrite the start symbol into the sentence. For the grammar in Figure 11.1, a sequence
of rewrite rules can be illustrated as follows:

S

— NP VP (rewriting S using S—NP)

—SNAME VP (rewriting NP using NP—NAME)
—Mary VP {rewriting NAME using NAME—Mary)

-Mary loves that person (rewriting N using N—)person.) .
Altematively, we can take a bottom-up approach to start with the words in th'e _mput
sentence and use the rewrite rules backward to reduce the sequence of symbols until it t,’e'
comes S. The left-hand side of each rule is used to rewrite the symbol on the right-hand side

as follows:
-NAME loves that person (rewriting Mary using NAME-—Mary)

SNAME V that person (rewriting loves using V—loves)

—NP vp
=S (rewriting NP using S—NP VP)

Amazon/VB Assets
Exhibit 1011
Page 575



550 Language Maqein,

A parsing algorithm must systematically explore every possible state that re
the intermediate node in the parsing tree. If a mistake occurs early on in choosing
that rewrites S, the intermediate parser results can be quite wasteful if the number
becomes large.

The main difference between top-down and bottom-up parsers is the way the grammar
rules are used. For example, consider the rule NP—ADJ NPI. In a top-down approach, the
rule is used to identify an NP by looking for the sequence ADJ NPI. Top-down parsing cap
be very predictive. A phrase or a word may be ambiguous in isolation. The top-down ap-
proach may prevent some ungrammatical combinations from consideration. It never Wwastes
time exploring trees that cannot result in an S. On the other hand, it may predict many dif-
ferent constituents that do not have a match to the input sentence and rebuild large constig.
ents again and again. For example, when the grammar is lefi-recursive (i.e., it contains 2
non-terminal category that has a derivation that includes itself anywhere along its lefimost
branch), the top-down approach can lead a top-down, depth-first left-to-right parser to recur-
sively expand the same non-terminal over again in exactly the same way. This causes an
infinite expansion of trees. In contrast, a bottom-up parser takes a sequence ADJ NP] and
identifies it as an NP according to the rule. The basic operation in bottom-up parsing is to
take a sequence of symbols and match it to the right-hand side of the rules. It checks the
input only once, and only builds each constituent exactly once. However, it may build up
trees that have no hope of leading to S since it never suggests trees that are not at least lo-
cally grounded in the actual input. Since bottom-up parsing is similar to top-down parsing in
terms of overall performance and is particularly suitable for robust spoken language process-
ing as described in Chapter 17, we use the bottom-up method as our example to understand
the key concept in the next section.

Presents
the ryle
of rules

11.1.2.2. Bottom-Up Chart Parsing

As a standard search procedure, the state of the search consists of a symbol list, starting with
the words in the sentence. Successor states can be generated by exploring all possible ways
to replace a sequence of symbols that matches the right-hand side of a grammar rule with ils
left-hand side symbol. A simple-minded solution enumerates all the possible matches, lead-
ing to prohibitively expensive computational complexity. To avoid this problem, it is neces-
sary to store partially parsed results of the matching, thereh; eliminating duplicate work.
This is the same technique that has been widely used in dynamic programming, as descri}?ed
in Chapter 8. Since chart parsing does not need to be from left to right, it is more efficient
than the graph search algorithm discussed in Chapter 12, which can be used to parse the
input sentence from left to right.

A data structure, called a chary, is used to allow the parser to store the partial res
the matching. The chart data structure maintains not only the records of all the constituents
derived from the sentence so far in the parse tree, but also the records of rules that have
matched partially but are still incomplete. These are called active ares. Here, matches 2%
always considered from the point of view of some active constituents, which represent the

results of
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subparts that the input sentence can be divided into according to the rewrite rules. Active
awiinerl Store'd e dat-a Stmcmfe called an agenda. To find gramimar rules that
match a siring involving the active constituent, we need to identify rules that start with the
active constituent or ml?'s that have already been started b)’ earlier active constituents and
require the current constituent to co11191c?te the rule or to extend the rule. The basic operation
offcheri-based pacees involves Gombining these partially matched records (active arcs) with
a completed consHRert 1o fon.n either a new completed constituent or a new partially
matched (but incomplete) constituent that is an extension of the original partially matched
constituent. Just like the graph search algorithm, we can use either a depth-first or breadth-
first search strategy, depending on how the agenda is implemented. If we use probabilities or
other heuristics, we take the best-first strategy discussed in Chapter 12 1o select constituents
from the agenda. The chart-parser process is defined more precisely in Algorithm 11.1. It is
possible to combine both top-down and bottom-up. The major difference is how the con-
stituents are used.

ALGORITHM 11.1: A BOTTOM-UP CHART PARSER

Step1: Initialization: Define a list called chart to store active arcs, and a list called an agenda

1o store active constituents until they are added to the chart.

Step 2: Repeat: Repeat Step 2 to 7 until there is no input left.

Step 3: Push and pop the agenda: If ithe agenda is empty, look up the interpretations of the

next word in the input and push them to the agenda. Pop a constituent C from the agenda. If C

corresponds to position from 1w, to w, of the input sentence, we denote it Cfi,j].

Step 4: Add Cto the chart: Insert Cij] into the chart.

Step 5: Add key-marked active arcs to the chart: For each rule in the grammar of the form

X=C Y, add to the chart an active arc (partially matched constituent) of the form X[ijj—>°CY,

where ° denotes the critical position called the key that indicates that everything before © has

been seen, but things after ° are yet to be matched (incomplete constituent).

Step 6: Move ° forward: For any active arc of the form X[1,j—Y...°C...Z (everything before

w;)in the chart, add a new active arc of the form X[1,;] — Y...C°...Zto the chart.

Step 7: Add new constituents to the agenda: For any active arc of the form X[1,1]-Y...°C,

add a new constituent of type X[1,j/to the agenda. )

Step 8: Exit: If §[1,n] is in the chart, where n is the length of the input sentence, we can exit

Successfully unless we want to find all possible interpretations of the sentence. The chart may

contain many S structures covering the entire set of positions.

——
Let us look at an example to see how the chart parser parses the sentence Mary loves

that person using the grammar specified in Figure 11.1. We first create the chart and agenda

data structure as illustrated in Figure 11.2 (a), in which the leaves of the tree-like chart data

Structure corresponds to the position of each input word. The parent of each b!o.ck in the

Chart covers from the position of the left child’s corresponding starting word position (o the

right child’s corresponding ending word position. Thus, the root block in the chart covers

the whole sentence from the first word Mary to the last word person. The chart parser scans
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through the input words to match against possible rewrite rules in the grammar. For the first
word, the rule Name—Mary can be matched, so it is added to the agenda according to Step 3
in Algorithm 11.1. In Step 4, Name—Mary is added to the chart from the agenda, After fhe
word Mary is processed, we have Name—Mary, NP—Name, and S—SNP°VP in the chart, ag
illustrated in Figure 11.2 (b). NP°VP in the chart indicates that ° has reached the poini at
which everything before ° has been matched (in this case Mary matched NP) but everything
after ° is yet to be parsed. The completed parsed chart is illustrated in Figure 11.2 (c).

A parser may assign one or more parsed structures to the sentence in the language it
defines. If any sentence is assigned more than one such structure, the grammar is said to be
ambiguous. Spoken language is, of course, ambiguous by nature.’ For example, we can have
a sentence like Mary sold the student bags. It is unclear whether student should be the mogi.
fier for bags or whether it means that Mary sold the bags to the student.

Chart parsers can be fairly efficient simply because the same constituent is never con-
structed more than once. In the worst case, the chart parser builds every possible constituent
between every possible pair of positions, leading to the worst-case computational complex-
ity of O(ns), where n is the length of the input sentence. This is still far more efficient than a
straightforward brute-force search.

In many practical tasks, we need only a partial parse or shallow parse of the input sen-
tence. You can use cascades of finite-state automata instead of CFGs. Relying on simple
finite-state automata rather than full parsing makes such systems more efficient, although
finite-state systems cannot model certain kinds of recursive rules, so that efficiency is traded
for a certain lack of coverage.

Name[1,1] > Mary
SIS

Mary loves that person

(a) T.he. chart is illustrated on the left, and the agenda is on the right. The agenda now has o
rule in it according to Step 3, since the agenda is empty.

; " “ ) 1OV hat
The sime parse tree can also mean multiple things, so a parse tree itself does not define meaning. Mary loves ™0
Pperson” could be sarcastic and mean something different.
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Name—> Mary
NP-» Name
$- NP VE/

V[2,2]— loves

that person

Mary loves
(b) After Mary, the chart now has rules Narne—Mary, NP—Name, and S—NP°VP.

NP -ADIJNPI

AD)P> that

7 -
Name -~ Mary' V-> loves
NP5 Name Vb vomp XNE2ADI° NPT

person

Mary loves that

(¢) The chart after the whole sentence is parsed. S— NP VP covers the whole sentence, indicating that

the sentence i parsed successfully by the grammar.

Figure 11.2 An example of a chart parser with the grammar illustrated in Figure 11.1. Parts (a)
and (b) show the initial chart and agenda to parse the first word; part (c) shows the chart after

the sentence i completely parsed.
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11.2. STOCHASTIC LANGUAGE MODELS

Stochastic language models (SLM) take a probabilistic viewpoint of language modeling, e
need to accurately estimate the probability P(W) for a given word sequence W = W, .1
In the formal language theory discussed in Section 11.1, (W) can be regarded as | ér Ullf
the word sequence is accepted or rejected, respectively, by the grammar. This may be inap-
propriate for spoken language systems, since the grammar itseif is unlikely to have a com-
plete coverage, not to mention that spoken language is often ungrammatica) ip rea]
conversational applications.

The key goal of SLM is to provide adequate probabilistic information so that likely
word sequences should have a higher probability. This not only makes speech recognition
more accurate but also helps to dramatically constrain the search space for speech recogni-
tion (see Chapters 12 and 13). Notice that SLM can have a wide coverage on all the possible
word sequences, since probabilities are used to differentiate different word sequences. The
most widely used SLM is the so call n-gram model discussed in this chapter. In fact, the
CFG can be augmented as the bridge between the n-gram and the formal grammar if we can
incorporate probabilities into the production rules, as discussed in the next section.

11.2.1. Probabilistic Context-Free Grammars

The CFG can be augmented with probability for each production rule. The advantages of
probabilistic CFGs (PCFGs) lie in their ability to more accurately capture the embedded
usage structure of spoken language to minimize syntactic ambiguity. The use of probability
becomes increasingly important to discriminate many competing choices when the number
of rules is large.

In the PCFG, we have to address the parallel problems we discussed for HMMs in
Chapter 8. The recognition problem is concerned with the computation of the probability of
the start symbol S generating the word sequence W = w, w, ... wr, given the grammar G:

P(S = W|G) (1L.1)

where = denotes a derivation sequence consisting of one or more steps. This is equivalent
to the chart parser augmented with probabilities, as discussed in Section 11.1.2.2.

The training problem is concerned with determining a set of rules G based on the
training corpus and estimating the probability of each rule. If the set of rules is fixed, ([%e
simplest approach to deriving these probabilities is to count the number of times each rule1s
used in a corpus containing parsed sentences. We denote the probability of a rule A a by
P(A— a|G). For instance, if there are m rules for lefi-hand side non-terminal BO0¢
A:d—a),d> @, ...A— a,,, we can estimate the probability of these rules as follows:

P(A——)a]|G)=C(A_.>aj)/iC(A_)al) (112)

i=|

where C(,) denotes the number of times each rule is used.
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When you have hand-annotated corpora, you can use the maximum likelihood estima-
tion as illustrated by Eq. (11.2) to derive the probabilities. When you don’t have hand-
annotated corpora, you can extend the EM algorithm (see Chapter 4) to derive these prob-
abilities. The algorithm is also knqwn as the inside-outside algorithm. As we discussed in
Chapter 8, you can develop algorithms similar to the Viterbi algorithm to find the most
likely parse tree that could have generated the sequence of words P(W) after these probabili-
ties are estimated.

We can make certain independence assumptions about rule usage. Namely, we assume
that the probability of a constituent being derived by a rule is independent of how the con-
stituent is used as a subconstituent. For instance, we assume that the probabilities of NP
rules are the same no matter whether the NP is used for the subject or the object of a verb,
although the assumptions are not valid in many cases. More specifically, let the word se-
quence W=1w, w, ...wr be generated by a PCFG G, with rules in Chomsky normal form as
discussed in Section 11.1.1:

A, > 4,4, and 4 > w, (11.3)

where 4, and A4, are two possible non-terminals that expand 4, at different locations. The
probability for these rules must satisfy the following constraint:

S P4 — 4,4,1G)+ > P(4, - w, |G)=1, foralli (11.4)
man 1

Equation (11.4) simply means that all non-terminals can generate either pairs of non-
terminal symbols or a single terminal symbol, and all these production rules should satisfy
the probability constraint. Analogous to the HMM forward and backward probabilities dis-
cussed in Chapter 8, we can define the inside and outside probabilities to facilitate the esti-
mation of these probabilities from the training data.

A non-terminal symbol 4; can generate a sequence of words w;w ;... w;; we define
the probability of Inside(j, 4, k) = P(4, = w,w,,,..w, | G) as the inside constituent prob-
ability, since it assigns a probability to the word sequence inside the constituent. The inside
probability can be computed recursively. When only one word is emitted, the transition rule
of the form 4; > w, applies. When there is more than one word, rules of the form
4 - 4,4, must apply. The inside probability of inside(j, 4;,k) can be expressed recur-

m*n

sively as follows:

inside( f, A k)= P(4; = ijj+,...wk)

k=1
= ZZP(A,- = Ay Ay)P(Ay = W W) P(Ay = Wigyo W) (11.5)
nm I=j
k-1
= Z Z P(A4; > A, A,)inside(j, 4,,,Dinside(! +1, 4, k)
nm |=j
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The inside probability is the sum of the probabilities of all derivations for the sect;
over the span of j to k. One possible derivation of the form can be drawn as 5 g tan
shown in Figure 11.3. e

Another useful probability is the outside probability for a non-terminal node 4. cover.
ing w, to w,, in which they can be derived from the start symbol S, as illustrated in Figure
11.4, together with the rest of the words in the sentence:

outside(s, A;,1) = P(S = wy...w,_| A; Wi4q...W7T) (11.6)

After the inside probabilities are computed bottom-up, we can compute the outside
probabilities top-down. For each non-terminal symbol 4,, there are one of two possible ¢op-
figurations A4, — 4, 4; or A, — A4; A4, as illustrated in Figure 11.5. Thus, we need to con-

n<a

sider all the possible derivations of these two forms as follows:

-

outside(s, A,t) = P(S = w.w,_, 4, w,,,..w;)

s=! N
(z P4, = 4,4)P(4, = w.w,)P(S = w.w, 4, W)+
=

(11.7)

=Z(
m.n

T
+2 P(4, = AA4)P(4, = w,,.W)P(S = .., 4, wy,y.w,)
L =i+l

-l

> P(4, — 4 4)inside(l, 4,,s - Noutside(l, A, 1) +

= Z‘ 1=l
- T
"+ Y P(4, — A A,)inside(t +1,A,,l)outside(s, 4,.])

U f=rt]

The inside and outside probabilities are used to compute the sentence probability as
follows:

P(S = w...wyp) = Zinside(s, A;, Noutside(s, A; ,t) forany s <t (11.8)
i
4;
A, Ay
Wj e W W[*I obs Wk.--

Figure 11.3 Inside probability is computed recursively as sum of all the derivations.
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w ses W, WIH - WT

Wy e Wi s

Figure 11.4 Definition of the outside probability.

Since outside(1, 4;,T) is equal to 1 for the starting symbol only, the probability for the
whole sentence can be conveniently computed using the inside probability alone as

P(S = W|G) =inside(1,S,T) (11.9)

We are interested in the probability that a particular rule, 4, — A4, 4, is used to cover
aspan w,...w,, given the sentence and the grammar:

E@mn,s,)=P(4,=>w,.w, A4 >4 4 |5S=>W,G)

1 = - i .
—méP(A, - 4,4, |Glinside(s, A, ,k)inside(k +1, 4,, Houtside(s, 4,,1)
(11.10)

These conditional probabilities form the basis of the inside-outside algorithm, which is simi-
lar to the forward-backward algorithm discussed in Chapter 8. We can start with some initial
probability estimates. For each sentence of training data, we determine the inside and out-
side probabilities in order to compute, for each production rule, how likely it is that the pro-
duction rule is used as part of the derivation of that sentence. This gives us the number of
counts for each production rule in each sentence. Summing these counts across sentences
gives us an estimate of the total number of times each production rule is used to produce the

S

Figure 11.5 Two possible configurations for a non-terminal node 4.
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