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102 RECEIVE A SPOKEN UTTERANCE FROM A USER OF A COMPUTER SYSTEM, I 
AND RECOGNIZE THE SPOKEN UTTERANCE AS A VALID UTTERANCE. 

* 104 DETERMINE THE CONTEXT OF THE RECOGNIZED SPOKEN UTTERANCE. 

* 106 PROCESS THE RECOGNIZED SPOKEN UTTERANCE USING A GRAMMATIC 
SPECIFICATION BASED ON A DOMAIN MODEL TO PRODUCE AN INITIAL 
SEMANTIC REPRESENTATION (E.G., FRAME STRUCTURE) BASED ON THE 
RECOGNIZED SPOKEN UTTERANCE. 

~ 
108 PROVIDE AN UTTERANCE PRESENTATION (E.G., SET OF PROPOSITIONS) 
THAT REPRESENl" THE RECOGNIZED SPOKEN UTTERANCE BASED ON THE 
INITIAL SEMANTIC REPRESENTATION AND THE DOMAIN MODEL. 

I 

' 110 GENERATE A GOAL BASED ON THE UTTERANCE REPRESENTATION. 

~ 
ill GENERA TE A RESPONSE BY ANALYZING THE UTTERANCE BASED ON THE 
GOAL AND A SET OF GOAL-DIRECTED RULES. 

i 
114 GENERATE A RESPONSE OUTPUT (E.G., TEXT STRING FORAN ANSWER 
OR QUESTION) TO BE OUTPUT TO THE USER BASED ON THE RESPONSE AND 
THE DOMAIN MODEL. 

~ 
.11§. PLACE THE RESPONSE OUTPUT IN A QUEUE OF OUTPUTS. 

i 
118 MANAGE THE DIALOG BETWEEN THE USER AND THE COMPUTER SYSTEM 
TO PROVIDE THE RESPONSE OUTPUT FROM THE QUEUE TO THE USER AT AN 
APPROPRIATE TIME. 

i 
120 CONVERT THE RESPONSE OUTPUT TO AN AUDIO OUTPUT TO PROVIDE TO 
THE USER. 
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SYSTEM AND METHOD FOR RELATING 
SYNTAX AND SEMANTICS FOR A 

CONVERSATIONAL SPEECH APPLICATION 

RELATED APPLICATION(S) 

This application claims the benefit of U.S. Provisional 
Application No. 60/261,372, filed on Jan. 12, 2001. The 
entire teachings of the above application are incorporated 
herein by reference. 

BACKGROUND OF THE INVENTION 

Speech enabling mechanisms have been developed that 
allow a user of a computer system to verbally communicate 
with software applications executing on the system. 
Examples of speech recognition products that convert spo­
ken utterances into text strings that can be utilized by the 
applications include the ViaVoice™ product from IB®, 
Armonk, N.Y., and NaturallySpeaking Professional from 
Dragon Systems, Newton, Mass. 

2 
nature, and thus changes to the syntactic templates propa­
gate throughout the generated grammar. 

To address these issues, the present invention provides a 
model of the domains that a speech center system is dealing 
with. By providing the speech center system with more 
knowledge about a domain, the speech center system is able 
to perform a form of reasoning about the user's utterances 
that it receives and how to best respond to them. 

The domain models of the invention include foundation 
10 models and application models. The application independent 

foundation domain model consists of common classes in the 
speech center system that can be shared and extended by the 
speech-enabled applications. These classes define com­
monly used concepts such as people, organizations, objects, 

15 actions, events, time, location, and number, along with base 
grammatical constructs that define ways that these items can 
be combined into sentences. Individual applications can 
extend the foundation domain model to create an application 
domain model by adding their own elements to the base 

20 classes, or defining new subclasses of these classes and new 
sentence forms to work with them. 

In one conventional approach, the user speaks (makes 
audible utterance of) a specific command from a limited 
menu of phrases recognized by a speech-enabled software 
application. The user must speak the command or phrase in 25 

exactly the proper manner without departing from the pre­
defined menu. In another conventional approach, a computer 
processes a large sample of phrases (e.g., 10,000) using a 
statistical approach to determine typical phrases that a user 
could use to send commands to a speech-enabled applica- 30 

tion. In a third conventional approach, a computer uses a 
grammar to specify the class of utterances by the user that 
are acceptable. 

These base classes go beyond defining a common gram-
mar library, in that they provide a semantic model as part of 
the domain model (e.g., application domain model) that a 
speech center system can work with. The base classes of the 
domain model have built-in meaning, in that the system can 
have a model about what kinds of entities populate the 
different built-in classes, and what kinds of operations can 
be performed upon them. 

The present invention may be used in a speech center 
system that is further empowered by this model by explicitly 
representing the available script functions, their parameters, 
prerequisites, and effects. Rather than translating directly 
between utterance and action, the system then translates the 

SUMMARY OF THE INVENTION 

Conventional approaches to processing spoken utterances 
directed to speech enabled applications have limitations. If 
a processing approach is based on a menu of phrases, the 
user is restricted to a limited number of commands and any 
departures from the exact wording of the phrases will not 
typically be recognized by the speech recognition software. 
If the processing approach is based on a statistical approach, 
then the speech-enabled application will not recognize 
words that are not included in the sample of phrases that was 
used for the statistical analysis. For example, if the word 
"Thursday" is not included in the sample of phrases sub­
jected to statistical analysis, then the speech-enabled appli­
cation (e.g., calendar program) may not recognize the word 
"Thursday" even though other days of the week are recog­
nized because they were included in the statistical sample. In 
general, many conventional approaches are based on lists of 
words or phrases that are limited because no interpretation 
or meaning (i.e., semantics) is associated with them. In some 
statistical approaches, semantics may be associated with the 
phrases used in the statistical sample, but this association 
must be done by individuals who must manually annotate 
every phrase in the sample, which is a very labor intensive 
task. 

A conventional grammar is limited in that it is typically 
difficult to consistently specify and maintain large gram­
mars. The present invention applies more general syntactic 
templates to an ontological model thus allowing more con­
sistent generation across the grammar. Because the approach 

35 spoken utterance into an internal representation that captures 
the meaning of the utterance, and then further processes the 
internal representation by matching and automated inference 
procedures. This enables the system to respond to ambiguity 
and missing information in utterances, carry on dialogs, and 

40 generally behave in a more intelligent fashion than conven­
tional systems of the prior art. 

In one aspect of the present invention, a method and 
system is provided for analyzing spoken utterances com­
prising common language words in a speech-enabled envi-

45 ronment. The system includes a syntax manager and a 
semantics analysis module. The syntax manager defines a 
grammatic specification suitable for processing the spoken 
utterances recognized by a speech engine based on a domain 
model for a speech-enabled application. The semantics 

50 analysis module processes a recognition message based on 
one of the spoken utterances recognized by a speech engine 
to produce an initial semantic representation of the recog­
nized spoken utterance based on the grammatic specification 
and the domain model. The semantic analysis module pro-

55 vides a set of propositions that represent the recognized 
spoken utterance, the set of propositions based on the initial 
semantic representation and the domain model. 

In another aspect of the invention, the syntax manager 
receives an ontological description of the domain model 

60 based on entities, classes, and attributes, and receives syntax 
templates for the domain model specifying legal word 
sequences based on the ontological description. The syntax 
manager combines the ontological description and the syn-
tax templates to generate the grammatic specification. 

of the invention results in fewer templates, maintenance is 65 

easier than in a conventional grammar. Also, the syntactic 
templates of the present invention are more abstract in 

In another aspect, the domain model includes a lexicon of 
words associated with the speech-enabled application. The 
lexicon provides synonyms and parts of speech information 
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for elements of an ontological description of the domain 
model, and the grannnatic specification along with the 
ontological description and the syntax templates is based on 
the lexicon. 

The domain model, in a further aspect, includes an 
ontological data structure based on entities, classes, and 
attributes. 

In another aspect, the domain model includes a syntax 
specification and the grammatic specification is based on the 
syntax specification. 

In a further aspect, the grammatic specification is a 
Backus Naur Form grannnar. 

The initial semantic representation, in another aspect is 
based on a frame structure representing the recognized 
spoken utterance. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The foregoing and other objects, features and advantages 
of the invention will be apparent from the following more 
particular description of preferred embodiments of the 
invention, as illustrated in the accompanying drawings in 
which like reference characters refer to the same parts 
throughout the different views. The drawings are not nec­
essarily to scale, emphasis instead being placed upon illus­
trating the principles of the invention. 

FIG. 1 is a block diagram of a preferred embodiment in 
a computer system. 

FIG. 2 is a block diagram of the components of the speech 
center system illustrated in FIG. 1. 

FIG. 3 is a block diagram of the components of the 
conversation manager illustrated in FIG. 2. 

FIG. 4 is a block diagram of a domain model and 
grammatic specification for a preferred embodiment. 

FIG. 5 is a flow chart of a procedure for processing a 
spoken utterance and providing an output in response to the 
spoken utterance according to a preferred embodiment. 

DETAILED DESCRIPTION OF THE 
INVENTION 

A description of preferred embodiments of the invention 
follows. FIG. 1 is an illustration of a preferred embodiment 

4 
nents (see FIG. 3). The computer program product 80 may 
be installed by any suitable software installation procedure, 
as is well known in the art. In another embodiment, the 
software instructions may also be downloaded over a wire­
less connection. A computer program propagated signal 
product 82 embodied on a propagated signal on a propaga­
tion medium ( e.g., a radio wave, an infrared wave, a laser 
wave, a sound wave, or an electrical wave propagated over 
the Internet or other network) provides software instructions 

10 for the conversation manager 28 or any of its components 
(see FIG. 3). In alternate embodiments, the propagated 
signal is an analog carrier wave or digital signal carried on 
the propagated medium. For example, the propagated signal 
may be a digitized signal propagated over the Internet or 

15 other network. In one embodiment, the propagated signal is 
a signal that is transmitted over the propagation medium 
over a period of time, such as the instructions for a software 
application sent in packets over a network over a period of 
milliseconds, seconds, minutes, or longer. In another 

20 embodiment, the computer useable medium of the computer 
program product 80 is a propagation medium that the 
computer may receive and read, such as by receiving the 
propagation medium and identifying a propagated signal 
embodied in the propagation medium, as described above 

25 for the computer program propagated signal product 82. 
FIG. 2 shows the components of a speech center system 

20 configured according to the present invention. FIG. 2 also 
illustrates external applications 26 that communicate with 
the speech center 20, a speech engine 22, and an active 

30 aceessability accessibility module 24. The speech center 20, 
speech engine 22, active accessabihty accessibility module 
24, and external applications 26, in one aspect of the 
invention, may be hosted on one computer system 10. In 
another embodiment, one or more of the external applica-

35 tions 26 may be hosted and executed by a different digital 
processor 12 than the digital processor 12 that hosts the 
speech center 20. Generally, the speech center 20 (and its 
individual components) may be implemented as hardware or 
software. The speech center 20 includes a conversation 

40 manager 28, speech engine interface 30, environmental 
interface 32, external application interface 34, task manager 
36, script engine 38, GUI manager 40, and application 
model interface 42. 

in a computer system 10. Generally, the computer system 10 
includes a digital processor 12 which hosts and executes a 45 

speech center system 20, conversation manager 28, and 
speech engine 22 in working memory. The input spoken 
utterance 14 is a voice command or other audible speech 
input from a user of the computer system 10 (e.g., when the 
user speaks into a microphone connected to the computer 50 

system 10) based on common language words. In one 
embodiment, the input 14 is not necessarily spoken, but is 
based on some other type of suitable input, such as phrases 

The speech engine interface module 30 encapsulates the 
details of communicating with the speech engine 22, isolat­
ing the speech center 20 from the speech engine 22 specifics. 
In a preferred embodiment, the speech engine 22 is Via­
Voice™ from IBM®. 

The environmental interface module 32 enables the 
speech center 20 to keep in touch with what is happening on 
the user's computer. Changes in window focus, such as 
dialogs popping up and being dismissed, and applications 26 
launching and exiting, must all be monitored in order to 
interpret the meaning of voice commands. A preferred or sentences typed into a computer keyboard. The recog­

nized spoken utterance 15 is a spoken utterance 14, recog- 55 

nized as a valid utterance by the speech engine 22. The 
speech center system 20 includes a conversation manager 28 
which performs a semantic analysis using a domain model 
70 on the recognized spoken utterance 15 for the input 
spoken utterance 14. The output 16 is a command or other 60 

output based on the recognized spoken utterance 15 and 
which is directed to the speech enabled external application 
26 (see. FIG. 2) selected by the conversation manager 28. 

In one embodiment, a computer program product 80, 
including a computer usable medium ( e.g., one or more 65 

CDROM's, diskettes, tapes, etc.), provides software instruc­
tions for the conversation manager 28 or any of its compo-

embodiment uses Microsoft® Active Accessibility® 
(MSAA) from Microsoft Corporation, Redmond, Wash., to 
provide this information, but again flexibility to change this 
or incorporate additional information sources is desirable. 

The script engine 38 enables the speech center 20 to 
control applications 26 by executing scripts against them. 
The script engine 38 provides the following capabilities: The 
script engine 38 supports cross-application scripting via 
OLE (Object Linking and Embedding) automation or 
through imported DLL's (Dynamic Link Libraries). It is 
capable of executing arbitrary strings representing well 
formed script engine 38 statements. This enables the speech 
center 20 to easily compose calls to respective application 
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operations and invoke them. The script engine 38 environ­
ment also allows the definition of new subroutines and 
functions that combine the primitive functionality provided 
by applications 26 into actions that more closely correspond 
to those that a user might talk about. While the speech center 

6 
translated into the appropriate script engine 38 calls and 
dispatched to the target application 26. The conversation 
manager 28 is also responsible for controlling when dicta­
tion functionality is active, based on the context determined 
by the environmental interface 32. 

FIG. 3 represents the structure of the conversation man­
ager 28 in a preferred embodiment. Each of the functional 
modules, such as semantic analysis module 50, reasoning 
facility module 52, language generation module 54, and 

20 is a script-enabled application, this does not mean that the 
applications 26 that it controls needs to be script-enabled. In 
the preferred embodiment, the script engine 38 is a Lotus­
Script engine from IBM, and so long as an application 26 
provides an OLE automation or DLL interface, it will be 
controllable by the speech center 20. In other embodiments, 
the script engine 38 is a Visual Basic, Javascript, or any other 
suitable scripting engine. 

The task manager 36 controls script execution through the 
script engine 38. The task manager 36 provides the capa­
bility to proceed with multiple execution requests simulta­
neously, to queue up additional script commands for busy 
applications 26, and to track the progress of the execution, 
informing the clients when execution of a script is in 
progress or has completed. 

10 dialog manager 56, are indicated by plain boxes without a 
bar across the top. Data abstraction modules, such as the 
context manager 58, the conversational record 60, the syntax 
manager 62, the ontology module 64, and the lexicon 
module 66 are indicated by boxes with a bar across the top. 

15 The modules 52 through 68 of the conversation manager 28 
are described below. 

The message hub 68 includes message queue and message 
dispatcher submodules. The message hub 68 provides a way 
for the various modules 30, 32, 34, 36, 40, 42, and 50 

20 through 64 to communicate asynchronous results. The cen­
tral message dispatcher in the message hub 68 has special 
purpose code for handling each type of message that it might 
receive, and calls on services in other modules 30, 32, 34, 

The external application interface 34 enables communi­
cations from external applications 26 to the speech center 
20. For the most part, the speech center 20 can operate 
without any modifications to the applications 26 it controls, 
but in some circumstances, it may be desirable to allow the 25 

applications 26 to communicate information directly back to 
the speech center 20. The external application interface 34 is 
provided to support this kind of push-back of information. 
This interface 34 allows applications 26 to load custom 
grammars, or define task specific vocabulary. The external 30 

application interface 34 also allows applications 26 to 
explicitly tap into the speech center 20 for speech recogni­
tion and synthesis services. 

The application model interface 42 provides models for 
applications 26 communicating with the speech center 20. 35 

The power of the speech center 20 derives from the fact that 
it has significant knowledge about the applications 26 it 
controls. Without this knowledge, it would be limited to 
providing little more than simplistic menu based command 
and control services. Instead, the speech center 20 has a 40 

detailed model (e.g., as part of the domain model 70) of what 
a user might say to a particular application 26, and how to 
respond. That knowledge is provided individually on an 
application 26 by application 26 basis, and is incorporated 
into the speech center 20 through the application model 45 

interface 42. 

36, 40, 42, and 50 through 64 to respond to the message. 
Modules 30, 32, 34, 36, 40, 42, and 50 through 64 are not 
restricted to communication through the hub. They are free 
to call upon services provided by other modules (such as 30, 
32, 34, 36, 40, 42, 52, 54, 56, 58, 60, 62, 64 or 66) when 
appropriate. 

The context manager module 58 keeps track of the targets 
of previous commands, factors in changes in the desktop 
environment, and uses this information to determine the 
target of new commands. One example of a context manager 
58 suitable for use with the invention is described in 
copending, commonly assigned U.S. patent application Ser. 
No. 09/931,505, filed Aug. 16, 2001, entitled "System and 
Method for Determining Utterance Context in a Multi­
Context Speech Application," the entire teachings of which 
are incorporated herein by reference. 

The domain model 70 is a model of the "world" (e.g., 
concepts, or more grammatic specification, semantic speci­
fication) of one or more speech-enabled applications 26. In 
one embodiment, the domain model 70 is a foundation 
model including base knowledge common to many appli­
cations 26. In a preferred embodiment, the domain 70 is 
extended to include application specific knowledge in an 
application domain model for each external application 26. 

In a conventional approach, all applications 26 have an 
implicit model of the world that they represent. This implicit 

The GUI manager 40 provides an interface to the speech 
center 20. Even though the speech center 20 operates 
primarily through a speech interface, there will still be some 
cases of graphical user interface interaction with the user. 
Recognition feedback, dictation correction, and preference 
setting are all cases where traditional GUI interface elements 
may be desirable. The GUI manager 40 abstracts the details 
of exactly how these services are implemented, and provides 
an abstract interface to the rest of the speech center 20. 

50 model guides the design of the user interface and the 
functionality of the program. The problem with an implicit 
model is that it is all in the mind of the designers and 
developers, and so is often not thoroughly or consistently 
implemented in the product. Furthermore, since the model is 

55 not represented in the product, the product camiot act in 
accordance with the model's principles, explain its behavior 
in terms of the model, or otherwise be helpful to the user in 
explaining how it works. The speech center system 20 has an 
explicit model of the world (e.g., domain model 70) which 

The conversation manager 28 is the central component of 
the speech center 20 that integrates the information from all 
the other modules 30, 32, 34, 36, 38, 40, 42. In a preferred 
embodiment, the conversation manager 28 is not a separate 
component, but is the internals of the speech center 20. 
Isolated by the outer modules from the speech engine 22 and 
operating system dependencies, it is abstract and portable. 
When an utterance 15 is recognized, the conversation man­
ager 28 combines an analysis of the utterance 15 with 
information on the state of the desktop and remembered 65 

context from previous recognitions to determine the 
intended target of the utterance 15. The utterance 15 is then 

60 will serve as a foundation for language understanding and 
reasoning. Some of the basic concepts that the speech 
centersystem 20 models use in the domain model 70 are: 

Things A basic category that includes all others 
Agents Animate objects, people, organizations, computer 

programs 
Objects Inanimate objects, including documents and their 

sub-objects 
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Locations Places in the world, within the computer, the 
network, and within documents 

Time Includes dates, as well as time of day. 
Actions Things that agents can do to alter the state of the 

world 
Attributes Characteristics of things, such as color, author, 

etc. 
Events An action that has occurred, will occur, or is 

occurring over a span of time. 

8 
class of all actions that the speech center 20 knows about, 
and are known as operations. Operations are implemented as 
script functions to be performed by the script engine 38. 
New operations can be added to the speech center 20 by 
providing a definition of the function, and a set of domain 
model rules that describe the prerequisites and effects of the 
operation. 

By providing the speech center system 20 with what is in 
effect "machine readable documentation" on its functions, 

These concepts are described in the portion of the domain 
model 70 known as the ontology 64 (i.e., based on an 
ontological description). The ontology 64 represents the 
classes of interest in the domain model 70 and their rela­
tionships to one another. Classes may be defined as being 
subclasses of existing classes, for example. Attributes can be 
defined for particular classes, which associate entities that 
are members of these classes with other entities in other 
classes. For example, a person class might support a height 
attribute whose value is a member of the number class. 
Height is therefore a relation which maps from its domain 
class, person, to its range class, number. 

10 the speech center 20 can choose which functions to call in 
order to achieve its goals. As an example, the user might ask 
the speech center system 20 to "Create an appointment with 
Mark tomorrow." Searching through its available rules the 
speech center 20 finds one that states that it can create an 

15 appointment. Examining the rule description, the speech 
center 20 finds that it calls a function which has the 
following parameters: a person, date, time, and place. The 
speech center 20 then sets up goals to fill in these param­
eters, based on the information already available. The goal 

20 of finding the date will result in the location of another rule 
which invokes a function that can calculate a date based on 

Although the ontology 64 represents the semantic struc­
ture of the domain model 70, the ontology 64 says nothing 
about the language used to speak about the domain model 
70. That information is contained within the syntax speci- 25 

fication. The base syntax specification contained in the 
foundation domain model 70 defines a class of simple, 
natural language-like sentences that specify how these 
classes are linked together to form assertions, questions, and 
commands. For example, given that classes are defined as 30 

basic concepts, a simple form of a command is as follows: 
template command(action) 
<command>=<action> thing( action.patient)? manner( ac­

tion)*. 
Based on the ontology definitions of actions and their 35 

patients (the thing acted upon by an action) and on the 
definition of the thing and manner templates, the small piece 

the relative date "tomorrow" information. The goal of find­
ing a person results in the location of a rule that will invoke 
a function which will attempt to disambiguate a person's full 
name from their first name. The goal of finding the time will 
not be satisfiable by any rules that the speech center 20 
knows about, and so a question to the user will be generated 
to get the information needed. Once all the required infor­
mation is assembled, the appointment creation function is 
called and the appointment scheduled. 

One of the most important aspects of the domain model 70 
is that it is explicitly represented and accessible to the speech 
center system 20. Therefore, it can be referred to for help 
purposes and explanation generation, as well as being much 
more flexible and customizable than traditional programs. 

FIG. 4 is an illustration of a domain model 70 and a 
process for generating a grannnatic specification 90. In a 
preferred embodiment, the domain model 70 also includes 
an ontology 64 (i.e., ontological description), lexicon 66, 

of grannnar specification shown above would cover a wide 
range of commands such as "move down" and "send this file 
to Kathy". 40 and syntax definitions 72 (e.g., templates). In a general 

sunmiary of the operation of the preferred embodiment, the 
syntax manager 62 receives an ontological description 64, 
lexicon 66, and syntax templates 72 (i.e., as input from a 

To describe a new speech-enabled application 26 to the 
conversation manager 28, a syntax specifies sentences in a 
language that describe the kinds of objects, attributes, and 
operations that the application 26 makes available. To the 
extent that these objects and classes fit into the built-in 45 

domain model hierarchy, the existing grammatical con­
structs apply to them as well. So, if an application 26 
provides an operation for, say, printing it could specify: 

print is a kind of action. 
file is a patient of print. 
and commands such as "print this file" would be available 

with no further syntax specification required. 

50 

database, or as input provided by a designer or developer of 
the speech center system 20 for a set of applications 26). The 
syntax manager 62 then combines the ontological descrip-
tion 64, the lexicon 66, and the syntax templates 72 to 
generate the grammatic specification 90, as will be described 
in more detail below. 

Referring to FIGS. 3 and 4, the syntax manager 62 uses 
the grammatical specifications 90 to define the language that 
the speech center 20 understands. The foundation domain 
model 70 contains a set of grammatical specifications that 
defines base classes such as numbers, dates, assertions, 
commands and questions. These specifications are prefer­
ably in an annotated form of Backus Naur Form (BNF), that 
are further processed by the syntax manager 62 rather than 
being passed on directly to the speech engine interface 30. 
For example, a goal is to support a grammatic specification 

The description of a speech-enabled application 26 can 
also introduce additional grammatical constructs that pro­
vide more specialized sentence forms for the new classes 55 

introduced. In this way, the description includes a model of 
the "world" related to this application 26, and a way to talk 
about it. In a preferred embodiment, each supported appli­
cation 26 has its own domain model 70 included in its 
associated "application module description" file (with exten­
sion "apm"). 

60 90 for asserting a property for an object in the base grammar. 

The speech center 20 has a rudimentary built-in notion of 
what an "action" is. An "action" is something that an agent 
can do in order to achieve some change in the state of the 
world (e.g., known to the speech center 20 and an applica­
tion 26). The speech center 20 has at its disposal a set of 
actions that it can perform itself. These are a subclass of the 

In conventional Backns Naur Form (BNF), the grammatic 
specification 90 might take the form: 

<statement>=<article><attribute>of <object>is <value>. 
This would allow the user to create sentences like "The 

65 color of Al is red" or "The age of Tom is 35". The sample 
conventional BNF does not quite capture the desired mean­
ing, however, because it doesn't relate the set of legal 
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attributes to specific type of the object, and it doesn't relate 
the set of legal values to the particular attribute in question. 
The grammatic specification 90 should not validate a state­
ment such as "The age of Tom is red", for example. 
Likewise, the grammatic specification 90 disallows sen­
tences that specify attributes of objects that do not possess 
those attributes. To capture this distinction in BNF format in 
the grammatic specification 90 would require separate defi­
nitions for each type of attribute, and separate sets of 
attributes for each type of object. Rather than force the 10 

person who specifies the grammar to do this, the speech 
center system 20 accepts more general specifications in the 
form of syntax templates 72, which will then be processed 
by the syntax manager module 62, and the more specific 
BNF definitions are created automatically. The syntax tern- 15 

plate version of the above statement would look something 
like this: 

template statement( object) 
attribute=object%monoattributes 
<statement>=<article><attribute>of 

<attribute.range>. 
<object>is 20 

This template tells the syntax manager 62 how to take this 
more general syntax specification and tum it into BNF based 
on the ontological description or information (i.e., ontology 

25 
64) in the domain model 70. Thus, the grammatical speci­
fication 90 is very tightly bound to the domain model 
ontology 64. The ontology 64 provides meaning to the 
grammatical specifications 90, and the grammatical speci­
fications 90 determine what form statements about the 

30 
objects defined in the ontology 64 may take. 

10 
this colunm green" would be translated to a frame structure 
by a series of calls like these: 

Begin(''command'') 
Associate Value("action") 
Begin("action") 

AssociateClass(''make'') 
Associate Value("patient") 
Begin("thing") 

AssociateClass(''column'') 
End('1hing") 
Associate Value("destination") 
AssociateParameter(''green'') 

End("action") 
End("command") 

After the frame representation of the sentence is con­
structed, it is converted into a series of propositions, which 
are primarily attribute-object-value triples. A triple X Y Z 
can be read as "The X of Y is Z" ( e.g., the color of colunm 
is green). The triples derived from the above frame repre­
sentation are shown in the example below. The words with 
numbers appended to them in the example represent anony­
mous objects introduced by the speech center system 20. 

Class Command-I Command 
Class Action-I Action 
Action Command-I Action-I 
Class Thing-I Colunm 
Patient Action-I Thing-I 
Destination Action-I Green 
The set of triples generated from the sentence serve as 

input to the reasoning facility 52, which is described below. 
Note that while much has been made explicit at this point, 
not everything has. The reasoning facility 52 still must 

Given a syntax specification 72, an ontology 64, and a 
lexicon 66, the syntax manager 62 generates a grammatic 
specification 90 (e.g., BNF grammar) which can be used by 
the speech engine 22 to guide recognition of a spoken 
utterance. The grammatic specification 90 is annotated with 
translation information which can be used to convert an 
utterance recognized by the grammatic specification 90 to a 

35 determine which colunm to operate upon, for example. 

set of script calls to the frame building functions of the 
semantics analysis module 50. 

Referring to FIG. 3, the lexicon 66 implements a dictio­
nary of all the words known to the speech center system 20. 
The lexicon provides synonyms and parts of speech infor­
mation for elements of the ontological description for the 
domain model. The lexicon 66 links each word to all the 
information known about that word, including ontology 
classes ( e.g., as part of the ontology 64) that it may belong 
to, and the various syntactic forms that the word might take. 

The conversation manager 28 converts the utterance 15 
into an intermediate form that is more amenable to process­
ing. The translation process initially converts recognized 
utterances 15 into sequences of script calls to frame-building 
functions via a recursive substitution translation facility. 
One example of such a facility is described in U.S. patent 
application Ser. No. 09/342,937, filed Jun. 29, 1999, entitled 
"Method and Apparatus for Translation of Common Lan­
guage Utterances into Computer Application Program Com­
mands," the entire teachings of which are incorporated 
herein by reference. When these functions are executed, they 
build frames within the semantic analysis module 50 which 
serve as an initial semantic representation of the utterance 
15. The frames are then processed into a series of attribute­
object-value triples, which are termed "propositions". Frame 
to attribute-object-value triple translation is mostly a matter 

The reasoning facility 52 performs the reasoning process 
for the conversation manager 28. The reasoning facility 52 
is a goal-directed rule based system composed of an infer­
ence engine, memory, rule base and agenda. Rules consist of 

40 some number of condition propositions and some number of 
action propositions. Each rule represents a valid inference 
step that the reasoning facility 52 can take in the associated 
domain 70. A rule states that when the condition proposi­
tions are satisfied, then the action propositions can be 

45 concluded. Both condition and action propositions can con­
tain embedded script function calls, allowing the rules to 
interact with both external applications 26 and other speech 
center 20 components. Goals are created in response to user 
requests, and may also be created by the inference engine 

50 itself. A goal is a proposition that may contain a variable for 
one or more of its elements. The speech center system 20 
then attempts to find or derive a match for that proposition, 
and find values for any variables. To do so, the reasoning 
facility 52 scans through the rules registered in the rule base, 

55 looking for ones whose actions unify with the goal. Once a 
matching rule has been found, the rule's conditions must be 
satisfied. These become new goals for the inference engine 
of the reasoning facility 52 to achieve, based on the content 
of the memory and the conversational record. When no 

60 appropriate operations can be found to satisfy a goal, a 
question to the user will be generated. The reasoning facility 
52 is primarily concerned with the determination of how to 
achieve the goals derived from the user's questions and 
commands. 

of filling in references to containing frames. These triples are 65 

stored in memory, and provide the raw material upon which 
the reasoning facility 52 operates. A sentence such as "make 

Conversational speech is full of implicit and explicit 
references back to people and objects that were mentioned 
earlier. To understand these sentences, the speech center 
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system 20 looks at the conversational record 60, and finds 
the missing information. Each utterance is indexed in the 
conversational record 60, along with the results of its 
semantic analysis. The information is eventually purged 
from the conversational record when it is no longer relevant 
to active goals and after some predefined period of time has 
elapsed. 

12 
defined the grammatic specification 90; for example, by 
combining the ontological description 64 of the domain 
model 70, the syntax templates 72 for the domain model 70, 
and the lexicon 66. In step 108, the syntax manager 62 
provides an utterance representation that represents the 
recognized spoken utterance 15 based on the initial semantic 
representation and the domain model 70. For example, the 
syntax manager 62 provides a set of propositions based on 
the frame structure produced by the semantics analysis 

For example, after having said, "Create an appointment 
with Mark at 3 o'clock tomorrow", a user might say 
"Change that to 4 o'clock." The speech center system 20 
establishes that a time attribute of something is changing, 
but needs to refer back to the conversational record 60 to 
find the appointment object whose time attribute is chang­
ing. Usually, the most recently mentioned object that fits the 
requirements will be chosen, but in some cases the selection 
of the proper referent is more complex, and involves the goal 
structure of the conversation. 

10 module 50 from the recognized spoken utterance 15. 
In step 110, the reasoning facility 52 generates a goal 

based on the utterance representation (e.g., set of proposi­
tions) received from the syntax manager 62. As part of step 
110, the reasoning facility 52 may generate further subgoals 

The dialog manager 56 serves as a traffic cop for infor­
mation flowing back and forth between the reasoning facility 
52 and the user. Questions generated by the reasoning 
facility 52 as well as answers derived to user questions and 
unsolicited announcements by the speech center system 20 
are all processed by the dialog manager 56. The dialog 
manager 56 also is responsible for managing question­
answering grammars, and converting incomplete answers 
generated by the user into a form digestible by the reasoning 
facility 52. 

15 if necessary to achieve the goal. In step 112, the reasoning 
facility 52 generates a response by analyzing the utterance 
representation received from the syntax manager 62. Gen­
erally, the response can be an action to be executed, such as 
a script call or command to an external application 26, ( e.g., 

20 a call to open a message), or an answer or question to be 
provided to the user in response to the spoken utterance 14. 
If the response is a question or answer, or other message, to 
the user, then the procedure 100 proceeds to step 114. 

In step 114, the response is passed to the dialog manager 

The dialog manager 56 has the responsibility for deciding 
whether a speech center-generated response should be vis­
ible or audible. It also decides whether the response can be 
presented immediately, or whether it must ask permission 
first. If an operation is taking more than a few seconds, the 
dialog manager 60 generates an indication to the user that 
the operation is in progress. 

25 56 which processes the response and requests the language 
generation module 54 to generate a response output (e.g., 
text string) to be provided to the user (see step 120) based 
on the utterance representation and the domain model 70. 
The text string, for example, may be a question for the user, 

30 answer to a user's question, an announcement for the user 
(e.g., completion of some event), or other message for the 

When questions or responses to the user are derived by the 35 

reasoning facility 54, they must be translated back into 
natural language by the language generation module 54. In 
a preferred embodiment, the language generation module 54 
takes advantage of the knowledge stored in the syntax 
manager 62, domain model 70, lexicon 66, and conversa- 40 

tional record 60 in order to generate natural language output. 
In one embodiment, the language generation module 54 
generates language from the same syntax templates 72 used 
for recognition, or from additional templates provided spe­
cifically for language generation. Rules in the rule base will 45 

decide which template 72 is appropriate for the language 
generation task at hand. 

FIG. 5 is a flow chart of a procedure 100 for processing 
a spoken utterance 14 and providing audio output to the user 
in response to the utterance 14. In step 102, the speech 50 

engine 22 receives a spoken utterance 14 from a user of a 
computer system 10 and recognizes the spoken utterance 14 

user. 
In step 116, the dialog manager 56 places the response 

output in a queue of response outputs. For example, the 
queue contains response outputs accumulated over time, 
particularly if the user has been away from the computer for 
a time. In step 118, the dialog manager 56 manages a dialog 
between the user and the computer system 10 to provide the 
response output from the queue to the user at an appropriate 
time, and in a manner that is sensitive to the user's requests 
(e.g., not to receive a response output for a period of time). 
In step 120, after the dialog manger 56 has determined that 
the user should receive the response output, the speech 
engine 22 converts the response output to an audio output 
that can be provided to the user through a speaker of the 
computer system 10. 

While this invention has been particularly shown and 
described with references to preferred embodiments thereof, 
it will be understood by those skilled in the art that various 
changes in form and details may be made therein without 
departing from the scope of the invention encompassed by 
the appended claims. 

For example, the invention can incorporate knowledge of 
the user's domain, such as knowledge about the user's goals, 
plans, tasks, and processes. 

What is claimed is: 

as a valid utterance. Then the speech engine 22 outputs a 
recognized spoken utterance 15 as output to the speech 
center system 20. In step 104, the context manager 58 55 

determines the context of the recognized utterance 15. For 
example, the context manager 58 determines that the rec­
ognized utterance 15 is associated with the context of a 
specific external application 26 that the user has recently 
been accessing. 

1. A computer method for analyzing spoken utterances 
comprising common language words in a speech-enabled 

60 environment, comprising the steps of: 
In step 106, semantics analysis module 50 processes the 

recognized spoken utterance 15 using a grammatic specifi­
cation 90 based on the domain model 70 to produce an initial 
semantic representation based on the recognized spoken 
utterance 15. For example, the semantics analysis module 50 65 

produces a frame structure based on the recognized spoken 
utterance 15. Prior to this step, the semantics analysis has 

generating a grammatic specification suitable for process­
ing the spoken utterances based on a domain model for 
a speech-enabled application and based on a syntax 
template for the domain model, the domain model 
providing the grammatic specification with built-in 
meaning, said step of generating including, through the 
syntax template, applying a general syntax to an onto-
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logical model such that an annotated grammar is 
formed, the grammatic specification including the 
annotated grammar; 

processing a recognition message, based on one of the 
spoken utterances recognized by a speech engine, to 
produce an initial semantic representation of the rec­
ognized spoken utterance based on the grammatic 
specification and the domain model; and 

providing a set of propositions that represent the recog­
nized spoken utterance, the set of propositions based on 10 

the initial semantic representation and the domain 
model. 

14 
the syntax manager combines the ontological description 
and the syntax templates to generate the granmiatic speci­
fication. 

10. The system of claim 9, wherein the domain model 
comprises a lexicon of words associated with the speech­
enabled application, the lexicon providing synonyms and 
parts of speech information for elements of the ontological 
description, and wherein the grammatic specification is 
based on the lexicon. 

11. The system of claim 8, wherein the domain model 
comprises an ontological data structure based on entities, 
classes, and attributes. 

2. The computer method of claim 1, wherein the step of 
generating a grammatic specification comprises the steps of: 

receiving an ontological description of the domain model 
based on entities, classes, and attributes; 

12. The system of claim 8, wherein the domain model 
comprises a syntax specification and the granmiatic speci-

15 fication is based on the syntax specification. 
13. The system of claim 8, wherein the grammatic speci­

fication is a Backus Naur Form granmiar. receiving syntax templates for the domain model speci­
fying legal word sequences based on the ontological 
description; and 

combining the ontological description, a lexicon, and the 
syntax templates to generate the grammatic specifica­
tion. 

14. The system of claim 8, wherein the initial semantic 

20 
representation is based on a frame structure representing the 
recognized spoken utterance. 

3. The computer method of claim 2, wherein the domain 
model comprises a lexicon of words associated with the 
speech-enabled application, said lexicon providing syn- 25 

onyms and parts of speech information for elements of the 
ontological description, and wherein the grammatic speci­
fication is based on said lexicon. 

4. The computer method of claim 1, wherein the domain 
model comprises an ontological description based on enti- 30 

ties, classes, and attributes. 
5. The computer method of claim 1, wherein the domain 

model comprises a syntax specification and the grammatic 
specification is based on the syntax specification. 

6. The computer method of claim 1, wherein the gram-
35 

matic specification is a Backus Naur Form grammar. 
7. The computer method of claim 1, wherein the initial 

semantic representation is based on a frame structure rep­
resenting the recognized spoken utterance. 

8. A system for analyzing spoken utterances comprising 
common language words, comprising: 

40 

a syntax manager for generating a grammatic specifica­
tion suitable for processing the spoken utterances rec­
ognized by a speech engine based on a domain model 45 
for a speech-enabled application and based on a syntax 
template for the domain model, the domain model 
providing the grammatic specification with built-in 
meaning, the syntax manager applying a general syntax 
through the syntax template to an ontological model 50 
such that an annotated grammar is formed, the gram­
matic specification including the annotated grammar; 
and 

a semantics analysis module for processing a recognition 
message based on one of the spoken utterances recog- 55 

nized by a speech engine to produce an initial semantic 
representation of the recognized spoken utterance 
based on the granmiatic specification and the domain 
model; and the semantic analysis module providing a 
set of propositions that represent the recognized spoken 60 

utterance, the set of propositions based on the initial 
semantic representation and the domain model. 

9. The system of claim 8, wherein the syntax manager 
receives an ontological description of the domain model 
based on entities, classes, and attributes; and receives syntax 65 

templates for the domain model specifying legal word 
sequences based on the ontological description; and wherein 

15. A computer program product comprising: 
a computer usable medium for analyzing spoken utter­

ances comprising common language words in a speech­
enabled enviromnent; and 

a set of computer program instructions embodied on the 
computer useable medium, including instructions to: 
generate a granmiatic specification suitable for process­

ing the spoken utterances based on a domain model 
for a speech-enabled application and based on a 
syntax template for the domain model, the domain 
model providing the grammatic specification with 
built-in meaning, wherein, through the syntax tem­
plate, a general syntax is applied to an ontological 
model to form an annotated grammar, the grammatic 
specification including the annotated grammar; 

process a recognition message, based on one of the 
spoken utterances recognized by a speech engine, to 
produce an initial semantic representation of the 
recognized spoken utterance based on the grammatic 
specification and the domain model; and 

provide a set of propositions that represent the recog­
nized spoken utterance, the set of propositions based 
on the initial semantic representation and the domain 
model. 

16. The computer program product of claim 15, wherein 
the step of generating a grammatic specification comprises 
the steps of: 

receiving an ontological description of the domain model 
based on entities, classes, and attributes; 

receiving syntax templates for the domain model speci­
fying legal word sequences based on the ontological 
description; and 

combining the ontological description, a lexicon, and the 
syntax templates to generate the grammatic specifica­
tion. 

17. The computer program product of claim 16, wherein 
the domain model comprises a lexicon of words associated 
with the speech-enabled application, said lexicon providing 
synonyms and parts of speech information for elements of 
the ontological description of the domain model, and 
wherein the grammatic specification is based on said lexi­
con. 

18. The computer program product of claim 15, wherein 
the domain model comprises an ontological data structure 
based on entities, classes, and attributes. 
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19. The computer program product of claim 15, wherein 
the domain model comprises a syntax specification and the 
grammatic specification is based on the syntax specification. 

20. The computer program product of claim 15, wherein 
the grammatic specification is a Backus Naur Form gram­
mar. 

21. The computer program product of claim 15, wherein 
the initial semantic representation is based on a frame 
structure representing the recognized spoken utterance. 

22. A system for analyzing spoken utterances comprising 10 

common language words in a speech-enabled environment, 
comprising: 

means for generating a grammatic specification suitable 
for processing the spoken utterances based on a domain 
model for a speech-enabled application and based on a 15 

syntax template for the domain model, the domain 
model providing the granmiatic specification with 

16 
built-in meaning, the generating means a in general 
syntax through the syntax template to an ontological 
model such that an amiotated grammar results the 
grammatic specification being formed of the amiotated 
grammar; 

means for processing a recognition message, based on one 
of the spoken utterances recognized by a speech 
engine, to produce an initial semantic representation of 
the recognized spoken utterance based on the gram­
matic specification and the domain model; and 

means for providing a set of propositions that represent 
the recognized spoken utterance, the set of propositions 
based on the initial semantic representation and the 
domain model. 

* * * * * 
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