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tions of an analog Voltage of the input signal, but the timing 
recovery signal has a lower bit resolution relative to the digital 
data signal. 

In various implementations, one or more thresholders or 
automatic gain controllers (AGCs) (not shown in this figure) 
can be disposed in the first and/or second paths. For example, 
the transceiver 250 of FIG. 5 illustrates examples of thresh 
olders that can be included in CDR circuits of a transceiver. 
The CDR system 500 further includes the digital controlled 
oscillator (DCO) 507, which generates sampling clock sig 
nals used to control analog-to-digital conversion operations 
of the ADCs 401-402. Although FIG. 10 illustrates a configu 
ration in which the data recovery ADC 401 and the clock 
recovery ADC 402 receive separate clock signals, the teach 
ings herein are also applicable to configurations in which the 
data recovery ADC 401 and the clock recovery ADC 402 
operate using a common or shared clock signal. 

In the illustrated configuration, the DCO 507 is disposed in 
a feed-back path of the clock recovery path. The phase and/or 
frequency of the clock signals generated by the DCO 507 are 
controlled by the digital logic block 511. The digital logic 
block 511 can control the timing of the clock signals gener 
ated by the DCO 507 to align analog-to-digital conversion 
operations of the ADCs 401-402 relative to the unit interval of 
the input signal IN. In one embodiment, digital logic block 
511 comprises a Mueller-Muller phase detector. 
As shown in FIG. 10, the digital output from the data 

recovery ADC 401 is input to the FFE/DFE 509 for further 
conditioning before being provided as the output signal OUT. 
In various implementations, the FFE/DFE 509 includes a 
feed-forward equalizer (FFE), a decision feedback equalizer 
(DFE), or a combination thereof. 

In certain configurations, a recovered clock signal from the 
CDR circuit 502 is also provided as an output to the CDR 
circuit 502. For instance, the CDR circuit 502 can provide a 
version (e.g., a divided down version) of the recovered clock 
and data to the CDR circuit 502 and/or other componentry of 
a transceiver. As an example, a divided down or other version 
of the recovered clock can additionally be sent for use as a 
reference to transmit componentry in the transceiver. As an 
example, the transceiver 250 of FIG. 5 illustrates a configu 
ration in which a recovered clock signal is provided from a 
CDR circuit to other components of a transceiver. 

In certain configurations, the ADCs 401 and 402 are con 
figured to generate digital signals with about 2-8bits, depend 
ing on the embodiment. Increasing the number of bits gener 
ated by the ADCs 401 and 402 can increase the resolution of 
the generated digital signals. However, increasing the number 
of bits can also increase the latency of the CDR system 500. 
Since, it is desirable for the data signal to have a higher 
resolution, the first ADC 401 is configured to generate a 
digital signal having at least 3 bits (e.g., at least 4, 5, 6, 7, 8, 16 
bits or higher). In some embodiments, the first ADC 401 can 
be configured to generate a 7 bit digital signal. Since, it is 
desirable to have fast clock recovery with low latency the 
second ADC 402 has a lower number of bits than the first 
ADC 401 and can be dedicated to generating a signal for use 
in timing recovery. In various implementations the second 
ADC 402 is at least a 2-bit ADC (e.g., a 2-bit, 3-bit or 4-bit 
ADC). The number of bits of the second ADC 402 is selected 
based on the desired latency for the clock recovery system and 
the desired resolution or accuracy for the clock signal. For 
example, in various implementations, the CDR system 500 
can perform timing recovery within a few tens or hundreds of 
nanoseconds. For instance, within a few tens or hundreds of 
nanoseconds, the CDR system 500 can recover timing infor 
mation from the incoming data. In one embodiment, the 
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latency of the CDR system 500 is about 4 ns, and the CDR 
system 500 has a time constant of about 10 ns. The timing or 
clock recovery ADC 402 and the data ADC 401 can be 
selected such that the clock recovery ADC 402 has a latency 
that is significantly less than that of the data recovery ADC 
401, thereby improving timing recovery operation. The 
latency of the timing recovery ADC 402 can have a latency of 
about 3% to about 20% of the latency of the data ADC 401. 
For example, the latency of the timing recovery ADC 402 can 
be about 5%, about 7%, about 9%, about 11%, about 13%, 
about 15%, or about 18% of the latency of the data recover 
ADC 401, or some percentage between any of the foregoing 
values. In some embodiments, the latency of the timing 
recovery ADC 402 is about 1 ns and the latency of the data 
ADC 401 is about 11 ns. In various other implementations, 
the timing recovery ADC 402 can have a latency that is less 
than 3% of the latency of the data recovery ADC 401 or more 
than 20% of the latency of the data recovery ADC 401, e.g., 
about 1%, about 2%, between about 20%-30%, between 
about 30%-40%, or between about 40%-50%. 

FIG. 11 is a flowchart that illustrates a method 600 of 
digitally recovering clock and data using the clock and data 
recovery system 500 depicted in FIG. 10. The method 600 
includes receiving an incoming analog signal, as shown in 
block 601. The method 600 further includes generating a 
digital data signal including at least 3 bits from the incoming 
analog signal, as shown in block 612. In various implemen 
tations, a first ADC can be used to generate the digital data 
signal, where the first ADC is at least a 3-bit ADC. The 
method 600 further includes using a second ADC having a 
lower number of bits than the first ADC to generate a signal 
for using intiming recovery, where the second ADC is at least 
a 2-bit ADC, as shown in block 603. The method 600 further 
includes adjusting the output of a DCO or other clock gen 
eration unit controlled by a logic controller based on the 
generated clock signal, as shown in block 604. In various 
implementations, the DCO can be disposed in a feed-back 
path to the second ADC. The method 600 can be implemented 
by any of the communication systems or transceivers 
described herein. 
Examples of Systems to Detect and Correct Skew in Differ 
ential Signals 

With reference back to FIGS. 2A-2B, multiple conducting 
lines can be used to communicate data between two trans 
ceivers. However, the presence of skew between the conduct 
ing lines can degrade the receiver performance and/or cause 
transmission errors. Thus, it is advantageous to detect and 
correct skew to improve the receiver performance and to 
increase the reliability of data transmission. Skew can be 
particularly pronounced in embodiments including parallel 
micro coaxial cables and/or implementations achieving 
higher data rates. Certain embodiments described herein 
advantageously provide efficient skew compensation under 
such conditions. While some of the embodiments that will be 
described address skew in Systems incorporating differential 
signaling over paired transmission lines (e.g., paired micro 
coaxial cables transmitting complementary differential sig 
nals), it will be appreciated that these techniques can also be 
applied to other systems. 

In certain configurations, a communication system 
includes a first transceiver and a second transceiver electri 
cally connected to one another by a cable. The first transceiver 
includes a differential transmitter used to transmit a differen 
tial signal to a differential receiver of the second transceiver 
via the cable. The first transceiver further includes a skew 
adjustment circuit and a skew control circuit. The skew con 
trol circuit generates a skew control signal, which the skew 

Credo Technology Group Ltd., Ex. 2021 
Page 44 of 56 

IPR2025-01219



US 9,337,993 B1 
37 

adjustment circuit uses to control timing of transmissions of a 
first transmitter of the differential transmitter relative to tim 
ing of transmissions of a second transmitter of the differential 
transmitter. The differential receiver includes a skew detector 
that generates a skew indication signal indicating a skew 
between a non-inverted component of the received differen 
tial signal relative to an inverted component of the received 
differential signal. The second transceiver transmits the skew 
indication signal to the first transceiver, and the skew control 
circuit processes the skew indication signal to control the 
skew adjustment circuit to reduce or eliminate skew in the 
differential signal received at the differential receiver. 

Compensating for skew on the transmitter side of a com 
munication system can enhance the communication systems 
performance relative to a configuration in which skew is 
compensated for on the receiverside. For example, including 
a skew adjustment circuit at the input of a differential receiver 
can introduce noise, increase ISI, and/or otherwise degrade 
signal integrity. For instance, a differential receiver can 
include a variable delay element for delaying a non-inverted 
component of a differential signal relative to an inverted 
component of the differential signal to compensate for skew. 
However, the variable delay element may have insufficient 
bandwidth to delay differential signals transmitted at high 
data rates and/or may provide a different amount of delay to 
different frequency components of the differential signal. 
Thus, a communication system that compensates for skew at 
the receiver side may have poorer performance, higher com 
plexity, and/or higher cost. 

In certain configurations, the skew adjustment circuit can 
compensate for skew by controlling a time difference ordelay 
between a first clock signal used to control transmissions of 
the first transmitter and a second clock signal used to control 
transmissions of the second transmitter. By controlling a 
delay of the first clock signal relative to the second clock 
signal, the skew adjustment circuit can control the timing of 
transmissions of the first and second transmitters to reduce or 
eliminate skew in the differential signal received by the dif 
ferential receiver. In certain implementations, the skew 
adjustment control circuit can additionally or alternatively be 
used to controla delay of a first data signal provided to the first 
transmitter relative to a second data signal provided to the 
transmitter. 

Providing skew adjustment in this manner can reduce or 
eliminate skew while avoiding a need to place a variable delay 
element in a signal path between an output of the differential 
transmitter and an input to the differential receiver. Avoiding 
variable delay elements in between the differential transmit 
ter's output and the differential receiver's input can aid in 
maintaining the benefits of differential signaling over the 
cable. Thus, the first and second transceivers can communi 
cate with lower common-mode noise and/or Smaller system 
atic offsets or errors. In contrast, a communication system 
that includes variable delay elements between a differential 
transmitter's output and a differential receivers input may 
not exhibit the benefits of differential signaling. Rather, when 
operating at high speeds, the communication system may 
undesirably exhibit performance comparable to communica 
tions using single-ended signaling. 

In certain configurations, the skew adjustment circuit can 
include two or more adjustment circuits including a coarse 
adjustment circuit and a fine adjustment circuit. Additionally, 
the coarse adjustment circuit can compensate for skew of the 
differential transmitter by controlling a delay between a first 
clock signal used to control transmissions of the first trans 
mitter and a second clock signal used to control transmissions 
of the second transmitter. Furthermore, the fine adjustment 
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circuit can compensate for skew of the differential transmitter 
by controlling a delay between a first data signal provided as 
input to the first transmitter and a second data signal provided 
as input to the second transmitter. Compensating for skew 
using multiple skew adjustment circuits can enhance accu 
racy of skew adjustment and/or permit skew correction when 
the skew has a relatively large magnitude. 

In certain configurations, skew is corrected or compen 
sated for during a start-up sequence or channel negotiation 
between the first and second transceivers. For example, a 
training sequence can be transmitted from the differential 
transmitter of the first transceiver to the differential receiver 
of the second transceiver, and the differential receiver's skew 
detector can generate the skew indication signal based on 
skew observations of the received training sequence. In cer 
tain configurations, the skew control circuit provides skew 
adjustment incrementally. For example, the skew control cir 
cuit can initially set a value of skew control signal, and wait 
for the skew indication signal to indicate an impact of the 
skew control signal's value on skew before further updating 
or changing the value of the skew control signal. In certain 
configurations, the skew control circuit first determines a 
setting of the coarse skew adjustment circuit before determin 
ing a setting of the fine skew adjustment circuit. 

FIG. 12A is a schematic diagram of a communication 
system 650 according to another embodiment. The commu 
nication system 650 includes a first transceiver 651 and a 
second transceiver 652 electrically connected to one another 
by a cable 653. 
The first transceiver 651 includes a differential transmitter 

660 that includes a first transmitter 661 and a second trans 
mitter 662. The first transceiver 651 further includes a skew 
adjustment circuit 663, a skew control circuit 664, and a skew 
receiver 665. Additionally, the second transceiver 652 
includes a differential receiver 671, and a skew transmitter 
672. Although not illustrated in FIG. 12A for clarity of the 
figures, the first and second transceivers 651-652 can include 
additional structures, blocks, and/or circuitry. For example, in 
certain embodiments, the first and second transceivers can 
have a similar structure or topology to one another. 
The skew adjustment circuit 663 receives a first or non 

inverted data signal D1+, a first clock signal CLK1, a second 
or inverted data signal D1-, a second clock signal CLK2, and 
a skew control signal from the skew control circuit 664. 
Additionally, the skew adjustment circuit 663 generates a first 
or non-inverted skew adjusted data signal D1+', a first skew 
adjusted clock signal CLK1", a second or inverted skew 
adjusted data signal D1-", and a second skew adjusted clock 
signal CLK2". The skew adjustment circuit 663 can generate 
the first and second skew adjusted data signals D1+', D1 
and/or the first and second skew adjusted clock signals 
CLK1", CLK2 based on an amount of skew adjustment indi 
cated by the skew control signal generated by the skew con 
trol circuit 664. 

For example, the skew adjustment circuit 663 can be used 
to control a time difference or delay between the first and 
second skew adjusted data signals D1+', D1- relative to a 
time difference or delay between the first and second data 
signals D1+, D1-. Similarly, the skew adjustment circuit 663 
can be used to control a delay between the first and second 
skew adjusted clock signals CLK1", CLK2" relative to a delay 
between the first and second clock signals CLK1, CLK2. As 
will be described in detail further below, the skew adjustment 
circuit 663 can be used to compensate for a skew of the 
differential transmitter 660 by controlling relative timing of 
transmissions of the first and second transmitters 661, 662. 
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Although FIG. 12A illustrates a scheme in which the skew 
adjustment circuit 663 compensates for skew based on gen 
erating both skew adjusted clock signals CLK1", CLK2 and 
skew adjusted data signals D1+, D1-", the teachings herein 
are also applicable to configurations in which a skew adjust 
ment circuit generates only skew adjusted clock signals or 
skew adjusted data signals. 

In the illustrated configuration, the first transmitter 661 
receives the first skew adjusted data signal D1+" and the first 
skew adjusted clock signal CLK1", and generates a first or 
non-inverted component of a differential signal TX1+, TX1-. 
Additionally, the second transmitter 662 receives the second 
skew adjusted data signal D1- and the second skew adjusted 
clock signal CLK2, and generates a second or inverted com 
ponent of the differential signal TX1+, TX1-. 
The first transceiver 651 transmits the differential signal 

TX1+, TX1- to the second transceiver 652 over the cable 653. 
Although the first transceiver 651 is illustrated as sending 
only one differential signal to the second transceiver 652, the 
first transceiver 651 can be configured to send additional 
differential and/or single-ended transmit signals to the second 
transceiver 652. Additionally, the first transceiver 651 can 
receive one or more differential and/or single-ended signals 
from the second transceiver 652. 
As shown in FIG. 12A, the second transceiver 652 includes 

the differential receiver 671, which receives the differential 
signal TX1+, TX1- from the first transceiver 652. The differ 
ential receiver 671 includes a skew detector or skew detection 
circuit 673, which can be used to generate a skew indication 
signal based on an observed difference of skew between the 
non-inverted component of the differential signal TX1+. 
TX1- relative to the inverted component of the differential 
signal TX1+, TX1-. Additionally, the differential receiver 
671 can send the skew indication signal to the skew transmit 
ter 672 of the second transceiver 652, which in turn can 
transmit the skew indication signal to the skew receiver 665 of 
the first transceiver 661. Furthermore, the skew receiver 665 
can provide the skew indication signal to the skew control 
circuit 664, which can process the skew indication signal to 
generate the skew adjustment signal for the skew adjustment 
circuit 663. 

Although the skew transmitter 672 can be used to transmit 
the skew indication signal and the skew receiver 665 can be 
used to receive the skew indication signal, the skew transmit 
ter 672 and/or the skew receiver 665 can be used for addi 
tional functions. For example, in one embodiment, the skew 
transmitter 672 and the skew receiver 665 are also used during 
channel negation or start-up to transmit control and/or mode 
information. 

In the illustrated configuration, the differential signal 
TX1+, TX1- and the skew indication signal are transmitted in 
a common cable 653. For example, the non-inverted compo 
nent of the differential signal TX1+, TX1- is transmitted on a 
first conducting line 654a, the inverted component of the 
differential signal TX1+, TX1- is transmitted on a second 
conducting line 654b, and the skew indication signal is trans 
mitted on a third conducting line 655. In one embodiment, the 
first and second conducting lines 654a, 654b comprise a pair 
of micro coaxial cables, such as the first and second micro 
coaxial cables 143a-143b of the cable 131 of FIG.3A, and the 
third conducting line 655 comprises a control line, such as the 
control line 148a of FIG. 3A. However, other configurations 
are possible, including, for example, implementations in 
which a differential signal and a skew indication signal are 
transmitted via separate cables or in other ways. 

In certain configurations, the skew control circuit 664 com 
pensates for skew of the differential transmitter 661 during a 
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start-up sequence or channel negotiation between the first and 
second transceivers 651-652. For example, a training 
sequence can be transmitted from the differential transmitter 
660 of the first transceiver 651 to the differential receiver 671 
of the second transceiver 652, and the skew indication signal 
can be generated by the skew detector 673 based on skew 
observations associated with the received training sequence. 
In certain configurations, the skew control circuit 664 pro 
vides skew adjustment incrementally. For example, the skew 
control circuit 664 can initially set a value of skew control 
signal, and wait for an update to the skew indication signal 
before further adjusting the skew control signal. 

FIG. 12B is a schematic diagram of a communication 
system 680 according to another embodiment. The commu 
nication system 680 includes a first transceiver 681 and a 
second transceiver 652 electrically connected to one another 
by a cable 653. 
The communication system 680 of FIG. 12B is similar to 

the communication system 650 of FIG. 12A, except that the 
communication system 680 of FIG. 12B includes a different 
configuration of the first transceiver. For example, the first 
transceiver 681 includes a differential transmitter 690 that 
includes a first DAC 691 and a second DAC 692 used to 
transmit the differential signal TX1+, TX1- to the differential 
receiver 671 over the cable 653. Additionally, the first trans 
ceiver 681 includes a clock generation unit 687 and a skew 
adjustment circuit 683 that includes a coarse skew adjustment 
circuit 688 and a fine skew adjustment circuit 689. The first 
transceiver 681 further includes a skew control circuit 664 
and a skew receiver 665. 
As shown in FIG. 12B, the clock generation unit 687 gen 

erates a first clock signal CLK1 and a second clock signal 
CLK2, which are provided as inputs to the fine skew adjust 
ment circuit 689. Additionally, the fine skew adjustment cir 
cuit generates a first skew adjusted clock signal CLK1' for 
controlling timing of the first DAC 691 and a second skew 
adjusted clock signal CLK2" for controlling timing of the 
second DAC 692. Furthermore, the skew control circuit 664 
generates a fine phase adjustment signal, which is used to 
control a time difference or delay between the first skew 
adjusted clock signal CLK1" and the second skew adjusted 
clock signal CLK2". 

With continuing reference to FIG. 12B, the coarse skew 
adjustment circuit 688 receives the non-inverted data signal 
D1+ and the inverted data signal D1-. Additionally, the 
coarse skew adjustment circuit 688 generates a non-inverted 
skew adjusted data signal D1+' and an inverted skew adjusted 
signal D1-", which are provided as inputs to the first and 
second DACs 691, 692, respectively. Furthermore, the skew 
control circuit 664 generates a coarse phase adjustment sig 
nal, which is used to control a time difference or delay 
between the non-inverted skew adjusted data signal D1+" and 
the inverted skew adjusted data signal D1-". 

In certain configurations, the skew control circuit 664 cor 
rects for skew during a start-up sequence or channel negotia 
tion between the first transceiver 681 and the second trans 
ceiver 682. Additionally, the differential transmitter 690 
transmits a training sequence to the differential receiver 671 
during the start-up sequence or channel negotiation. Further 
more, the skew detector 673 observes at least one of a mag 
nitude or polarity of skew of the differential signal received at 
the differential receiver 671, and generates the skew indica 
tion based on the skew observations. Additionally, the skew 
control circuit 664 incrementally adjusts the coarse skew 
adjustment signal until the skew observed by the skew detec 
tor 673 is at about the lowest observed skew value. Thereafter, 
the skew control circuit 664 incrementally adjusts the fine 
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skew adjustment signal until the skew observed by the skew 
detector 673 is about the lowest observed skew value. 

Additional details of the communication system 680 can be 
similar to those described earlier. 

FIG. 13A illustrates an implementation of a communica 
tion system 700 that can detect and correct skew between two 
channels, where each channel communicates a corresponding 
component of a differential signal. The communication sys 
tem 700 includes a first electronic device 701 and a second 
electronic device 702. In various implementations, the first 
electronic device 701 and/or the second electronic device 702 
can comprise any of the transceivers discussed herein, such as 
the transceivers discussed above with respect to FIGS. 1A-1D 
and 4B-5, for example. The first and second electronic 
devices 701 and 702 can be connected by a transmission 
cable, for example, the cable 110 of FIG. 2A or the cable 115 
of FIG. 2B. 
The first electronic device 701 includes a pair of transmit 

ters 703a and 703b that collectively operate as a differential 
transmitter. The first transmitter 703a generates a first or 
non-inverted transmit signal TXA+ and the second transmit 
ter generates a second or inverted transmit signal TXA-. The 
first and second transmits signals TXA-, TXA- operate as a 
differential transmit signal that is transmitted from the first 
electronic device 701 to the second electronic device 702 over 
a cable. The first electronic device 701 further includes a 
receiver unit or skew receiver 665, a skew control unit or 
circuit 664, a coarse phase select unit 711, a clock generation 
unit 709, and a fine phase select unit 712. The transmitters 
703a and 703b are controlled based on a clock signal gener 
ated by a clock generation unit 709. The fine phase select unit 
712 adjusts the clock signal generated by the clock generation 
unit 709 to generate separate clock signals for the first and 
second transmitters 703a-703b. For example, as shown in 
FIG. 13A, the first transmitter 703a receives a first skew 
adjusted clock signal CLKA+ from the fine phase select unit 
712 and the second transmitter 703b receives a second skew 
adjusted clock signal CLKA- from the fine phase select unit 
T 12. 

In response to the feedback output provided by the skew 
control system 664, the clock signal generated by the clock 
generation unit 709 can be phase adjusted in fine increments 
by the fine phase select unit 712. In certain configurations, the 
clock signal generated by the clock generation unit 709 is 
phase adjusted in coarse increments by the coarse phase 
select 711. However, other configurations are possible, such 
as implementations in which the coarse phase select 711 
provides coarse phase adjustment by controlling a relative 
delay between data signals provided as inputs to the transmit 
ters 703d-703b. 

In one embodiment, the coarse phase select unit 711 pro 
vides phase adjustment in increments of entire clock or sym 
bol cycles (e.g., 1, 2, 5, 10, 100 or more cycles), while the fine 
phase select unit 712 provides phase adjustment in incre 
ments of less than one clock or symbol cycle. The fine phase 
select unit 712 can provide adjustment in increments of about 
/4 of a symbol cycle, for example. In some implementations, 
the clock generation unit 709 generates multiple possible 
clock signals having different phases (e.g., each differing by 
/4 or /8 symbol), and the skew control signal controls the fine 
phase select unit 711 to select the appropriate clock phase. In 
another embodiment, the clock generation unit 709 provides 
a single clock, and this clock can be delayed by some incre 
mental amount to perform the fine phase select function. 

Thus, skew correction is performed at the transmit side by 
adjusting timing of transmissions of the transmitters 703a 
703b, such as by controlling the relative phases of the trans 
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mitters. In this manner, skew correction can be achieved with 
much less complexity than if skew correction were performed 
at the receive side. 

In some embodiments, the device 701 can be a transceiver 
such any of the transceivers described herein. Additionally, in 
some embodiments, the clock generation unit 709 can form a 
portion of the egress line-side frontend module shown in FIG. 
5. However, other configurations are possible. 

In certain configurations, the clock generation unit 709 can 
receive a coarse adjustment signal form the coarse phase 
select unit 711 to coarsely adjust or shift the relative phase 
difference between the clock signals driving the transmitters 
703a and 703b. However, other configurations are possible, 
Such as implementations in which the coarse phase select unit 
711 is used to provide a relative delay or phase difference 
between data signals DA-", DA-provided as inputs to the 
transceivers 703a-703b. As shown in FIG.13A, the fine phase 
select unit 712 can receive one or more clock signals provided 
by the clock generation unit 709, and can perform fine phase 
adjustments to the clock signals. As shown in FIG. 13A, the 
fine phase select unit 712 generates the first skew adjusted 
clock signal for controlling the first transmitter 703a and the 
second skew adjusted clock signal for controlling the second 
transmitter 703b. 
The skew control system 664 accepts an input from the 

receiver 665 and sends an output to the system to provide 
coarse and/or fine skew adjustments. 
The second electronic device 702 includes a differential 

receiver 671 configured to receive the differential signal 
transmitted from the first electronic device 701 and a skew 
transmitter 672 configured to transmit data (e.g., data indica 
tive of skew) to the skew receiver 665 in the first electronic 
device 701. In the illustrated implementation, the skew trans 
mitter 672 is not a differential transmitter and the skew 
receiver 665 is not a differential receiver. For example, in 
certain embodiments, another wire(s) within the cable other 
than the high-speed differential channel is used to communi 
cate skew information between the two devices 701, 702. For 
instance, the skew information can be transmitted using a 
relatively low speed link between the two devices 701, 702, 
allowing for simplified, robust transmission of the skew infor 
mation. This can be useful when it is desirable to send skew 
information during the start-up/negotiation phase, or when 
the high-speed link between the two devices 701, 702 is 
otherwise not yet negotiated or fully operational. 

In certain configurations, the link between the transmitter 
672 of the Second device 702 and the receiver 665 of the first 
device 701 can have a maximum data rate of significantly less 
than the maximum data rate of the high-speed link between 
the transmitters 703a, 703b of the first device 701 and the 
receiver 671 of the second device 702. For instance, the 
maximum data rate of the high speed link can be between 
about 5 Gbit/s and 60 Gbit/s, while the maximum data rate of 
the link between the transmitter 672 of the second device 702 
and the receiver 665 of the first device 701 can be less than 
about 1 Gbit/s, for example, between about 100 Mbits/sand 
200 Mbits/s. In some cases, the transmitter 672 is a differen 
tial transmitter and/or the receiver 665 is a differential 
receiver, and a differential line is used to transmit the skew 
information to the device 701. In various implementations, 
the pair of differential transmitters 703a and 703b can include 
one or more DACs and the differential receiver 671 can 
include one or more ADCs. 
An example algorithm for detecting and correcting for 

skew will now be described. The algorithm can be imple 
mented by the skew control system 664, for example. The 
device 701 transmits a pre-determined (or known) data pat 
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tern to the receiver 671 over each transmitter 703a and 703b, 
such as a data pattern that is known to the receiver 671. For 
calibration purposes, the device 701 can additionally insert a 
relatively large amount of known delay between the data 
pattern sent via the first transmitter 703a and the data pattern 
sent via second transmitter 703b. 
The receiver 671 of the second device 702 is configured to 

receive the differential signal and determine an existence of a 
skew between the received signals. Since, the transmitted 
pattern is known to the receiver 671, the device 702 can 
identify receipt of the data pattern on each of the differential 
inputs and determine some characteristic of the skew, such as 
the existence, direction, or amount of skew. For instance, in 
one embodiment, the second device 702 determines a direc 
tion of the skew, and the transmitter 672 of the second device 
702 forwards information indicating the skew's direction to 
the first device 701. The second device 702 may forward an 
indication that the known data pattern received from the first 
transmitter 703a is currently earlier or later in time than the 
known data pattern received from the second transmitter 
703b, for example. 
The receiver 665 of the first device 701 receives the skew 

direction information and provides the received information 
to the skew control system 664. The skew control system 664 
provides control signals that adjust or shift the relative phase 
difference between the clock signals driving the pair of dif 
ferential transmitters 703a and 703b to correct for skew. In 
this manner skew between the two channels of a differential 
signal are corrected at the transmitter side. For instance, if the 
skew direction information indicates that the data pattern 
transmitted via the first transmitter 703a is being received 
earlier in time than the data pattern transmitted via the second 
transmitter 703b, the skew control system 664 instructs the 
coarse phase select unit 711 to adjust the relative phases of the 
first and second transmitters 703a, 703b by a coarse amount 
(e.g., a certain number of symbol cycles). Such that data 
driven by the first transmitter 703a is effectively delayed by 
the phase adjustment amount as compared to the data driven 
by the second transmitter 703b. 

This process can be repeated iteratively, and during this 
iterative process the granularity of the phase adjustment steps 
can become increasingly fine as the skew becomes Smaller 
and Smaller. For instance, the skew control system 664 can 
instruct the coarse phase select unit 711 and/or fine phase 
select unit 712 to adjust the relative phases of the first and 
second transmitters 703a, 703b by a first amount during a first 
number (n) of iterations, by a second Smaller amount during 
the next n iterations, and so on. In addition, the known delay 
that was initially inserted for calibration purposes can be 
reduced down to Zero or some other small amount over the 
course of the phase adjustment process. 

At some point in the execution of the example algorithm, as 
the skew adjustment continues in the initial direction to coun 
teract the initially detected delay between the two data pat 
terns, the amount of phase adjustment inserted by the first 
device 701 can overshoot, such that the difference in delay 
changes direction. The second device 702 detects the result 
ing change in direction, and transmits an indication as to the 
new direction via the transmitter 672. The skew control sys 
tem 664 will in turn instruct the coarse 711 and/or fine phase 
select units 712 to adjust the relative phase of the transmitters 
703a, 703b in the opposite direction. This process can also be 
performed iteratively, until the difference is eliminated, or is 
determined to be a sufficiently small amount, as specified by 
the algorithm implemented by skew control system 664. 

Other implementations are possible. For instance, a delay 
can be used to adjust or shift the relative phase difference 
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between the clock signals instead of using a coarse/fine 
adjustment system shown in FIG. 13A. 

This method of detecting and correcting skew is not limited 
to two devices or a pair of differential signals, or to devices 
that implement differential signaling. For instance, such skew 
detection and correction can be scaled to a large number of 
devices (e.g., 1000's of devices) and a large number of signals 
(e.g., 1000's of differential or other signals). 

FIG. 13A illustrates de-skew of a signal being transmitted 
from device 701 to device 702. It is to be understood, how 
ever, that a similar de-skew function can be performed for a 
signal being transmitted from device 702 to device 701. Thus, 
although, in the illustrated implementation only select, dif 
ferent components are shown for the first and second elec 
tronic devices 701 and 702 for the purposes of illustrating the 
skew detection and correction for a signal going in only one 
direction (701 702), the first and second electronic devices 
701 and 702 can be identical to each other in other implemen 
tations. For example, the first electronic device 701 can 
include a differential receiver configured to calculate skew 
and a transmitter configured to transmit the calculated skew 
as described with reference to the second electronic device 
702. Similarly, the second electronic device 702 can include 
a differential transmitter similar to the pair of differential 
transmitters 703a and 703b, a skew control system similar to 
the skew control system 664, a system to adjust or shift the 
relative phase difference between the clock signals and a 
receiver similar to receiver 665. 

FIG. 13B illustrates one example of a timing diagram 750 
of coarse skew adjustment for the communication system 700 
of FIG. 13A. The timing diagram 750 includes a first plot 751 
of the non-inverted transmit signal TXA-- and a second plot 
752 of the inverted transmit signal TXA- as received by the 
differential receiver 671 of FIG. 13A. As shown in FIG. 13B, 
the differential transmit signal TXA--, TXA- has an initial 
skew (SKEW) when the differential transmit signal is 
received at the input of the differential receiver 671. 

In the illustrated configuration, the coarse phase select unit 
711 generates the non-inverted transmit signal TXA-- and the 
inverted transmit signal TXA- as Square wave signals that can 
have, for example, a frequency of less than 1 GHz. The 
illustrated square wave signals illustrated one example of a 
test or training sequence that can be used for skew observing 
skew at the differential receiver 671. However, other configu 
rations are possible. 
The skew between the non-inverted transmit signal TXA-- 

and the inverted transmit signal TXA- can be observed by the 
differential receiver 671, which can provide a skew indication 
signal to the skew control circuit 664 via the skew transmitter 
672 and skew receiver 665. The timing diagram 750 further 
includes a third plot 753, which corresponds to a first coarsely 
adjusted inverted transmit signal TXA-. The first coarsely 
adjusted inverted transmit signal TXA-transmit signal can be 
adjusted by the skew control circuit 664 based on the skew 
indication signal generated by the differential receiver 671. 

After the inverted transmit signal TXA- is adjusted as 
shown by the third plot 753, the differential receiver 671 can 
be used to determine the skew of the received differential 
transmit signal TXA-, TXA- after the first coarse adjust 
ment. The differential receiver 671 can change a value of the 
skew indication signal based on the observed skew, and pro 
vide the updated skew indication signal to the skew control 
circuit 664, which can further control the coarse skew adjust 
ment provided by the coarse phase select unit 711. For 
example, FIG. 13B further includes a fourth plot 754, corre 
sponding to a second coarsely adjusted inverted transmit sig 
nal TXA-. 
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The process can be repeated until the skew observed by the 
differential receiver 671 is within a desired coarse skew tol 
erance, for instance, less than 1 unit interval (UI) of the square 
wave signals. At the end of the coarse skew adjustment, the 
observed skew by the differential receiver 671 corresponds to 
a coarsely compensated skew (SKEWs), which is less 
than the initial skew. Although the illustrated example shows 
the inverted transmit signal TXA- as being adjusted twice by 
the skew control circuit 664, the skew control circuit 664 can 
provide coarse skew adjustment more or fewer times. Addi 
tionally, although FIG. 13B illustrates the inverted transmit 
signal TXA- as being shifted in time by the coarse phase 
select unit 711, other configurations are possible, such as 
implementations in which the non-inverted transmit signal 
TXA-- is shifted in time by the coarse phase select unit 711. 

FIG. 13C illustrates one example of a timing diagram 760 
offine skew adjustment for the communication system 700 of 
FIG. 13A. The timing diagram 760 includes a first plot 761 of 
a non-inverted transmit signal TXA-- and a second plot 762 of 
an inverted transmit signal TXA-, which have been adjusted 
by coarse skew adjustment to have a coarsely adjusted skew 
(SKEWs). Thus, in this example, fine skew adjustment 
occurs after coarse skew adjustment. 
The skew between the non-inverted transmit signal TXA-- 

and the inverted transmit signal TXA- can be observed by the 
differential receiver 671, which can provide a skew indication 
signal to the skew control circuit 664 via the skew transmitter 
672 and skew receiver 665. The timing diagram 750 further 
includes a third plot 763, which corresponds to a first finely 
adjusted inverted transmit signal TXA-. The first finely 
adjusted inverted transmit signal TXA- transmit signal is 
generated based on a fine adjustment provided by the fine 
phase select unit 712. 

In a manner similar to that described earlier with respect to 
coarse skew adjustment, the skew control circuit 664 can 
adjust a fine skew adjustment provided by the fine phase 
select unit 712 one or more times. For example, the fine skew 
adjustments can be incremented until the skew observed by 
the differential receiver 671 is within a desired fine skew 
tolerance, for instance, less than /2 unit interval (UI) of the 
square wave signals. In certain configurations, fine skew 
adjustment is provided by selecting phases of clock signals 
provided to the transmitters 703a-703b to control timing of 
transmissions. 

At the end of the fine skew adjustment, the observed skew 
by the differential receiver 671 corresponds to a finely com 
pensated skew (SKEW), which is less than the initial 
skew and coarsely compensated skew. Although the illus 
trated example shows the inverted transmit signal TXA- as 
being adjusted once by the skew control circuit 664, the skew 
control circuit 664 can provide additional fine skew adjust 
ments. Additionally, although FIG. 13C illustrates the 
inverted transmit signal TXA- as being shifted in time by the 
fine phase select unit 712, other configurations are possible, 
Such as implementations in which the non-inverted transmit 
signal TXA-- is shifted in time by the fine phase select unit 
T 12. 

FIG. 14 is a flowchart that illustrates a method 800 of 
detecting and correcting skew between two channels of a 
differential signal. The method 800 includes receiving a dif 
ferential signal transmitted from a differential transmitter at a 
source location by a differential receiver at a destination 
location, as shown in block 801. The method 800 further 
includes determining an indication of skew, such as calculat 
ing a time difference between the two channels of the differ 
ential signal, as shown in block 802. The time difference or 
other indication of skew can be determined at the destination 
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location by the differential receiver. As discussed above, the 
calculated time difference or other observation provides a 
measure of the skew between the two channels of the differ 
ential signal. The method 800 further includes communicat 
ing the skew to the source location, as shown in block 803. In 
various implementations, a non-differential transmitter can 
be used to communicate the time difference to the source 
location. The method 800 further includes adjusting the rela 
tive phase difference between the clock signals that drive the 
differential transmitter at the source location, as shown in 
block 804. Control signals from a skew control system can be 
used to adjust the relative phase difference between the clock 
signals that drive the differential transmitter at the source 
location. The control signals from the skew control system 
can be generated based on the calculated time difference 
received from the destination location. 
Examples of Start-Up Sequences/Channel Negotiations 
An objective of the various implementations of the systems 

and methods described herein is to establish high-speed 
point-to-point links between different electronic devices, 
computing devices, storage devices and peripheral devices. 

Referring back to FIGS. 2A-2B, in certain configurations, 
the first and second transceivers 107a, 107b can operate at 
relatively high data rates, including rates of greater than 10 
Gbit/s, greater than 20 Gbit/s, or in some embodiments, at 
least about 40 Gbit/s. Moreover, various aspects embodi 
ments described, while enabling communications at these 
speeds, can also significantly increase the Sophistication 
involved in establishing the link between the transceivers 
107a, 107b on either end of the link or cable. For instance, to 
facilitate communication at higher bit-rates and over desired 
cable lengths, various implementations of the transceivers 
107a, 107b can implement a combination of some or all of the 
following, without limitation: multiplexing (e.g., via PAM 
encoding with 4, 8, 16, 64, or more levels, or some other 
encoding format), channel de-skew (e.g., transmitter-based 
de-skew), clock and data recovery (e.g., ADC-based timing 
recovery), channel acquisition via filter adaptation, and the 
like. 

Thus, the transceivers 107a, 107b can be configured to 
execute an automated negotiation process with the corre 
sponding transceiver on the other end of the link in order to 
establish a successful link. As will be described, the negotia 
tion process can involve a number of incremental steps begin 
ning with rudimentary, low speed communication, and cul 
minating in a fully functional data transmission mode. 

FIG. 15 is a flowchart that illustrates a method 900 of 
establishing a high-speed communication link between a first 
electronic device and a second electronic device. The method 
of establishing a high-speed communication link between a 
first electronic device and a second electronic device can 
comprise three phases: (a) a start-up phase; (b) a full speed 
training phase; and (c) a full functional training phase. In 
various implementations, the three phases can be completed 
and the high-speed communication link between a first elec 
tronic device and a second electronic device can be estab 
lished within a few milliseconds (e.g., within 5-6 millisec 
onds). 
Start-Up Phase 
The start-up phase includes establishing a start-up commu 

nication channel using a data signal with simplified modula 
tion format (e.g. a Manchester coded data signal) between a 
first and a second electronic device, as shown in block 901. 
The first and the second electronic device can be connected by 
a communication link comprising a pair of transceivers (for 
the first and second transceivers 107a-107b shown in FIGS. 
2A-2B) and a cable (for example, the cable 110 of FIG. 2A or 
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the cable 115 of FIG. 2B). The start-up communication chan 
nel can transmit and receive data at a lower data rate than the 
data rate at which data will be transmitted and received when 
fully functional. For example, the start-up communication 
channel can transmit and receive data at a data rate of about 
100Mbits/s as compared to transmitting and receiving data at 
data rates greater than 10 Gbit/s when fully function. In the 
start-up phase, initial information can be exchanged between 
the first and the second electronic devices. In various imple 
mentations, the initial information exchanged between the 
first and the second electronic devices can be similar to the 
information exchanged when setting up a communication 
link with other existing protocols (e.g., Ethernet). A basic 
channel test may be performed in the start-up phase to deter 
mine the channel parameters such as, for example, loss, noise, 
dispersion, non-linearity, etc. The start-up communication 
channel can use a simple modulation format such as 
Manchester coding which is a defined protocol for establish 
ing the start-up communication channel and for testing and 
diagnostic purposes. 

In various implementations, the start-up phase can include 
additional operating mode negotiation. For example, either or 
both of the transceivers or other devices in the link may be 
capable of operating in at different data rates (e.g., one or 
more of 100 Mbits/s, 1 Gbit/s, 10 Gbit/s, 20 Gbit/s, 25 Gbit/s, 
30 Gbit/s, 35 Gbit/s, and 40 Gbit/s), and during the operating 
mode negotiation the two sides can determine a negotiated 
data rate. The protocol for determining the negotiated rate can 
vary, and in one embodiment the protocol specifies that the 
negotiated rate will correspond to the maximum data rate of 
the transceiver having the lowest maximum rate (e.g., 20 
Gbit/s if the transceivers have maximum rates of 20 Gbit/s 
and 40 Gbit/s respectively). 

Other parameters can be determined during the operating 
mode negotiation instead of or in addition to data rate. For 
instance, the number of active host-side or line-side channels 
may be negotiated. In one embodiment, for example, one or 
more of the transceivers in the link are similar to the trans 
ceiver 250 shown in FIG. 5, and have single differential line 
side channels in each direction capable of 40 Gbit/s transmis 
Sion. However, on the host-side, the transceivers are capable 
of operation utilizing either two 20 Gbit/s differential chan 
nels in each direction or four 10Gbit/s differential channels in 
each direction, depending on the operational mode. The num 
ber of operational host-side channels can be determined in the 
start-up phase of the negotiation process in Such cases. 
The start-up phase can additionally include a de-skew 

function to compensate for skew arising between signals, e.g., 
between differential signals travelling over paired micro 
coaxial lines in the cable. Moreover, the de-skew function can 
be implemented in the line-side transmitter via a feedback 
mechanism, rather than in the line-side receiver, significantly 
reducing complexity. The de-skew function can be the one of 
those described herein, for example, with respect to FIGS. 
12A-14. 
Full Speed Training Phase 

In the full training phase, the communication channel is 
configured to transmit and receive data at the baud rate at 
which the communication channel will operate when fully 
functional. The transmitted and received signals in this phase 
are modulated using a simplified format (e.g., NRZ) and not 
a multi-level modulation format. In this phase, the parameters 
of the components in the transceivers connected to the first 
and second electronic devices are adjusted such that NRZ 
modulated signals at the fullbaud rate can be transmitted and 
received at an error rate that is below or equal to a threshold 
error value, as shown in block 902. The parameters that are 
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adjusted in this phase can include phase of the recovered 
clock, the shape of the transmitted pulse, levels for the thresh 
older/automatic gain controller in the receiver, operating 
parameters for the equalizers, etc. In various implementa 
tions, an in-band communication channel can be added to the 
transmitted data stream. The in-band communication channel 
can be used to communicate between the first and second 
electronic devices. In those implementations in which an 
in-band communication channel is added, a framer can be 
used to extract the in-band channel. 
Full Functional Training Phase 

In the full functional training phase, the communication 
channel is configured to transmit and receive data at the baud 
rate at which the communication channel will operate when 
fully functional and using multi-level modulation format. In 
this phase, the parameters of the components in the transceiv 
ers at the first and second electronic devices are further 
adjusted Such that signals modulated using a multi-level 
modulation format at the fullbaud rate can be transmitted and 
received at an error rate that is below or equal to a threshold 
error value, as shown in block 903. The parameters that are 
adjusted in this phase can include phase of the recovered 
clock, the shape of the transmitted pulse, levels for the thresh 
older/automatic gain controller in the receiver, operating 
parameters for the equalizers, etc. In various implementa 
tions, the in-band communication channel can be retained to 
communicate between the first and second electronic devices. 
Examples of Cables and Data Center Implementations 

FIG. 16 is a schematic diagram of a data center system 
1000 according to one embodiment. The data center system 
1000 includes a first rack 1001, a second rack 1002, a top-of 
rack switch 1003, a first breakout cable 1011, and a second 
breakout cable 1012. Although FIG. 16 illustrates the top-of 
rack switch 1003 as being connected to two racks using two 
breakout cables, the teachings herein are applicable to con 
figurations including more or fewer racks and/or more or 
fewer breakout cables. 
The top-of-rack switch 1003 includes a first quad small 

form-factor pluggable (QSFP) port 1031a and a second QSFP 
port 1031b. Additionally, the first rack 1001 includes a first 
server 1021a including a first enhanced small form-factor 
pluggable (SFP+) port 1041a, a second server 1021b includ 
ing a second SFP+ port 1041b, a third server 1021c including 
a third SFP+ port 1041c, and a fourth server 1021d including 
a fourth SFP+ port 1041d. Additionally, the second rack 1002 
includes a first server 1022a including a first SFP+ port 
1042a, a second server 1022b including a second SFP+ port 
1042b, a third server 1022c including a third SFP+ port 
1042c, and a fourth server 1022d including a fourth SFP+ port 
1042d. 

Although FIG. 16 illustrates the racks 1001-1002 as each 
including four servers, the racks 1001-1002 can include more 
or fewer servers. Additionally, the teachings herein are appli 
cable to configurations in which two or more racks include a 
different number of servers. 
The breakout cables 1011-1012 have been used to electri 

cally connect the QSFP ports of the top-of-rack switch 1003 
to the SFP+ ports of the servers. For example, the first brea 
kout cable 1011 electrically couples the first QSFP port 1031a 
to the first SFP+ port 1041a of the first rack's first server 
102.1a, electrically couples the first QSFP port 1031a to the 
second SFP+ port 1041b of the first racks second server 
1021b, electrically couples the first QSFP port 1031a to the 
third SFP+ port 1041c of the first rack's third server 1021c, 
and electrically couples the first QSFP port 1031a to the 
fourth SFP+ port 1041d of the firstrack's fourth server 1021d. 
Similarly, the second breakout cable 1012 electrically 
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couples the second QSFP port 1031b to the first SFP+ port 
1042a of the second rack’s first server 1022a, electrically 
couples the second QSFP port 1031b to the second SFP+ port 
1042b of the second rack's second server 1022b, electrically 
couples the second QSFP port 1031b to the third SFP+ port 
1042c of the second racks third server 1022c, and electrically 
couples the second QSFP port 1031b to the fourth SFP+ port 
1042d of the second racks fourth server 1022d. 

Although FIG. 16 illustrates an example in which a brea 
kout cable has been used to electrically connect a top-of-rack 
switch's QFSP port to several SFP+ ports of a rack of servers, 
the teachings herein are applicable to configurations in which 
breakout cables are used in connection with other kinds of 
ports. 

In another embodiment, a breakout cable is used to connect 
a QSFP28 port of a top-of-rack switch to two Q8FP ports of 
an end-of-row switch in a server rack. In another embodi 
ment, a breakout cable is used to connect a QSFP28 port of a 
top-of-rack switch to eight SFP+ ports associated with serv 
ers of a server rack. Although two additional examples have 
been provided, the teachings herein are applicable to a wide 
range of ports and configurations. 

FIG. 17A is a schematic diagram of a breakout cable 1100 
according to one embodiment. The breakout cable 1100 illus 
trates one embodiment of the breakout cables 1011, 1012 of 
FIG. 16. 
The breakout cable 1100 includes a QSFP interface 1101 

including a first transceiver 1111. The breakout cable 1100 
further includes a first SFP+ interface 1103a, a second SFP+ 
interface 1103b, a third SFP+ interface 1103c, and a fourth 
SFP+ interface 1103d. The breakout cable 1100 further 
includes cabling 1102, which includes a primary cable or 
main trunk 1104, a breakout hub 1105, a first secondary cable 
1106a, a second secondary cable 1106b, a third secondary 
cable 1106c, and a fourth secondary cable 1106d. As shown in 
FIG. 17A, the breakout hub 1105 includes a second trans 
ceiver 1112. Although FIG. 17A illustrates a configuration 
with four secondary cables, more or fewer secondary cables 
can be included depending on the application the breakout 
cable is used for. 
The QSFP interface 1101 includes a host-side QSFP trans 

mit interface 1121 which can be used to receive signals from 
a top-of-rack switch or other host for transmission over the 
cabling 1102 to the second transceiver 1112. The QSFP inter 
face 1101 further includes a host-side QSFP receive interface 
1122 which can be used to send signals to the top-of-rack 
switch or other host that are received over the cabling 1102 
from the second transceiver 1112. 

In the illustrated configuration, the first transceiver 1111 
multiplexes transmit signals received from the host-side 
QSFP transmit interface 1121 for transmission over the pri 
mary cable 1104 to the second transceiver 1112. Additionally, 
the first transceiver 1111 receives a multiplexed signal from 
the second transceiver 1112 over the primary cable 1104, and 
de-multiplexes the received signal to generate receive signals 
on the host-side QSFP receive interface 1122. Thus, the pri 
mary cable 1104 is used to for transmission of multiplexed 
signals between the first and second transceivers 1111, 1112. 

In one embodiment, the first transceiver 1111 has an imple 
mentation similar to the transceiver 40 of FIG. 1C, and the 
first transceiver 1111 provides a 4:2 multiplexing or parallel 
to-serial SerDes operation to data transmitted over the pri 
mary cable 1104 and provides a 2:4 de-multiplexing or serial 
to-parallel SerDes operation to data received over the primary 
cable 1104. In another embodiment, the first transceiver 1111 
has an implementation similar to the transceiver 40 of FIG. 
1C with the DAC 14b, the FIR 17B, the equalizer 21b, the 
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CDR circuit 22b, and the FFE/DFE 25b omitted, and the first 
transceiver 1111 provides a 4:1 multiplexing operation to 
data transmitted over the primary cable 1104 and provides a 
1:4 de-multiplexing operation to data received over the pri 
mary cable 1104. Although two example transceiver imple 
mentations have been described, other configurations are pos 
sible. 

In the illustrated configuration, the second transceiver 
1112 is electrically connected to the SFP+ interfaces 1103a 
1103d via the secondary cables 1106a-1106d. As shown in 
FIG. 17A, the first SFP+ interface 1103a includes a first 
host-side SFP+ receive interface 1123a and a first host-side 
SFP+ transmit interface 1124a, which can be used to send or 
receive signals from a rack server or other host. Additionally, 
the second SFP+ interface 1103b includes a second host-side 
SFP+ receive interface 1123b and a second host-side SFP+ 
transmit interface 1124b, the third SFP+ interface 1103C 
includes a third host-side SFP+ receive interface 1123c and a 
third host-side SFP+ transmit interface 1124c, and the fourth 
SFP+ interface 1103d includes a fourth host-side SFP+ 
receive interface 1123d and a fourth host-side SFP+ transmit 
interface 1124d. 
The second transceiver 1112 can be used to transmit or 

receive host-side data to hosts electrically connected to the 
SFP+ interfaces 1103a-1103d. In one embodiment, the sec 
ond transceiver 1112 has an implementation similar to the 
transceiver 40 of FIG. 1C and provides 4:2 multiplexing 
operations and 2:4 de-multiplexing operations for transmis 
sions over the primary cable 1104. In another embodiment, 
the second transceiver 1112 has an implementation similar to 
the transceiver 40 of FIG.1C with the DAC 14b, the FIR 17B, 
the equalizer 21b, the CDR circuit 22b, and the FFE/DFE25b 
omitted, and the second transceiver 1111 provides 4:1 multi 
plexing operations and 1:4 de-multiplexing operations for 
transmissions over the primary cable 1104. In Such a configu 
ration, the first transmit signal TXA-, TXA- can be received 
over the first host-side SFP+ transmit interface 1124a, the 
second transmit signal TXB+, TXB- can be received over the 
second host-side SFP+ transmit interface 1124b, the third 
transmit signal TXC+, TXC- can be received over the third 
host-side SFP+ transmit interface 1124c, the fourth transmit 
signal TXD-TXD- can be received over the fourth host-side 
SFP+ transmit interface 1124d, the first receive signal RXA+, 
RXA- can be sent over the first host-side SFP+ receive inter 
face 1123a, the second receive signal RXB+, RXB- can be 
sent over the second host-side SFP+ receive interface 1123b, 
the third receive signal RXC+, RXC- can be sent over the 
third host-side SFP+ receive interface 1123c, and the fourth 
receive signal RXD+, RXD- can be sent over the fourth 
host-side SFP+ receive interface 1123d. 

FIG. 17B is a schematic diagram of a breakout cable 1200 
according to another embodiment. The breakout cable 1200 
illustrates one embodiment of the breakout cable 1100 of 
FIG. 17A. 
The breakout cable 1200 includes a QSFP interface or 

pluggable module 1201, cabling 1202, a first SFP+ interface 
or pluggable module 1103a, a second SFP+ interface 1103b, 
a third SFP+ interface 1103c, and a fourth SFP+ interface 
1103d. 

In the illustrated configuration, the QSFP interface 1201 
includes a host-side QSFP transmit interface 1121 for receiv 
ing transmit signals from a host, a host-side QSFP receive 
interface 1122 for sending receive signals to the host, a line 
side transmit interface 1253 for sending transmit signals over 
the cabling 1202, and a line-side receive interface 1254 for 
receiving receive signals over the cabling 1202. In certain 
configurations, the host-side QSFP transmit interface 1121, 
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the host-side QSFP receive interface 1122, the line-side trans 
mit interface 1253, and the line-side receive interface 1254 
operate differentially. Thus, each of the illustrated lines can 
represent a differential signal in certain configurations. 

Additionally, the QSFP interface 1201 includes a first 
transceiver 1221, an egress block 1231, and an ingress block 
1241. The egress block 1231 can receive transmit signals 
from the host over the host-side QSFP transmit interface 
1121, and can process the transmit signals to provide pro 
cessed signals as inputs to the first transceiver 1221. The 
egress block 1231 can provide a wide variety of functions, 
Such as equalization and/or impedance matching. The ingress 
block 1241 can be used to process host-side receive signals 
from the first transceiver 1221 to generate receive signals on 
the host-side QSFP receive interface 1122. The ingress block 
1241 can provide a wide variety of functions, such as imped 
ance matching and/or driving. 

In the illustrated configuration, the first transceiver 1221 
includes a transmit-path DSP 1233, which is used to provide 
conditioning and multiplexing to signals received on the host 
side to generate multiplexed signals for transmission over the 
cabling 1202. Additionally, the first transceiver 1221 further 
includes a receive-path DSP 1242, which is used to providing 
conditioning and demultiplexing to signals received over the 
cabling 1202. 
As shown in FIG. 17B, the cabling 1202 includes a second 

transceiver 1260 in a breakout hub 1205 of the cabling 1202. 
Although not illustrated in FIG. 17B for clarity of the figures, 
the cabling 1202 can include a primary cable (for example, 
the primary cable 1104 of FIG. 17A) associated with com 
munications over a first communications boundary 1255, and 
a plurality of secondary cables (for example, the secondary 
cables 1106a-1106d of FIG. 17A) associated with communi 
cations over a second communications boundary 1256. In the 
illustrated configuration, the second transceiver 1260 
includes a receive-path DSP 1261 for conditioning and 
demultiplexing signals received from the first transceiver 
1221, and for sending the demultiplexed signals to the SFP+ 
interfaces 1103a-1103d over the host-side receive interface 
1263. Additionally, the second transceiver 1260 further 
includes a transmit path DSP 1262 for multiplexing signals 
received from the SFP+ interfaces 1103a-1103d over the 
host-side transmit interface 1264, and sending the multi 
plexed signals to the first transceiver 1221. In certain configu 
rations, the second transceiver 1260 communicates differen 
tially on the line-side and host-side. Thus, each of the 
illustrated lines can represent a differential signal in certain 
configurations. 

Additional details of the breakout cable 1200 can be similar 
to those described earlier. 

FIG. 18 is a schematic diagram of a data center system 
1300 according to another embodiment. The data center sys 
tem 1300 includes a rack 1301, an end-of-row switch 1302, a 
top-of-rack switch 1303, a first breakout cable 1311, and a 
second breakout cable 1312. Although FIG. 18 illustrates the 
top-of-rack switch 1303 as being connected to one rack and 
one end-of-row Switch, the teachings herein are applicable to 
a wide variety of configurations, including configurations 
with additional racks and/or end-of-row switches. 

The top-of-rack switch 1303 includes a first QSFP28 port 
1396a and a second QSFP28 port 1396b. Additionally, the 
rack 1301 includes first to tenth servers 1321a-1321j, which 
include first to tenth SFP+ ports 1341a-1341j, respectively. 
Furthermore, the end-of-row switch 1302 includes a first 
QSFP port 1304a and a second QSFP port 1304b. 

In the illustrated configuration, the first breakout cable 
1311 has been used to electrically connect the first QSFP28 
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port 1306a of the top-of-rack switch 1303 to the first and 
second QSFP ports 1304a-1304b of the end-of-row switch 
1302. Additionally, the second breakout cable 1312 has been 
used to electrically connect the second QSFP28 port 1306b of 
the top-of-rack switch 1303 to the SFP+ ports 1341a-1341jof 
the servers 1321a-1321j. 
The first and second breakout cables 1311, 1312 can 

include integrated transceivers in accordance with the teach 
ings herein. Thus, the breakout cables 1311, 1312 can have 
thinner cable width and/or provided enhanced communica 
tions relative to conventional cabling. Although a specific 
example of ports and connections has been shown, the teach 
ings herein are applicable to a wide range of ports and con 
figurations. 
The techniques described herein can be used to reduce 

cabling overhead in data center applications. 
For example, with reference back to FIGS. 16-17A, a 

thickness of the primary cable 1104 can be reduced relative to 
a configuration in which cabling is used to transmit data from 
a top-of-rack Switch to rack servers without multiplexing. For 
example, in a 40 Gigabit Ethernet (GE) server, existing cop 
per cabling can use 8 pairs of wires in the main trunk or 
primary cable of the copper cabling (four pairs for transmit, 
four pairs for receive). Thick cabling can be undesirable, 
since large cables can be difficult to cool and/or difficult to 
route or manage. In contrast, the illustrated breakout cable 
1100 can use two pairs (one pair for transmit, one for receive) 
of differential micro coaxial wires in the primary cable 1104 
when 4:1 multiplexing and 1:4 de-multiplexing operations 
are employed for transmissions between the first and second 
transceivers 1111, 1112. Thus, the number of wires used to 
transmit data can be significantly reduced as compared to 
existing Solutions. And, where each of the individual wires is 
grouped together into a single cable. Such as in the breakout 
cable example, the overall cable thickness is greatly reduced. 
In addition, the transceivers described herein allow for 
reduced thickness in the individual wires included within a 
cable. For instance, as discussed, certain embodiments are 
compatible with micro coaxial cables, which have signifi 
cantly reduced diameter as compared to twisted-pair copper 
wires. Moreover, micro coaxial cables have improved bend 
radius and reduced cost as compared to twisted-pair copper 
W1S. 

In one embodiment, a primary cable or main trunk of a 
breakout cable has a diameter less than about 4 mm and a 
length of up to about 5 m. In another embodiment, a primary 
cable of a breakout cable has a diameter less than about 6 mm 
and a length between about 5 m and about 10 m. In another 
embodiment, a primary cable of a breakout cable has a diam 
eter less than about 9.5 mm and a length between about 10 m 
and about 15 m. Although various examples of breakout cable 
diameters and lengths have been provided, other configura 
tions are possible. 
The table provided below illustrates some additional 

example embodiments achievable using different active 
QFSP or SFP modules including the transceivers described 
herein. Each of the exemplary modules operate with a cable 
including two or more differential pairs of micro coaxial 
wires. The diameter (diam.) of each individual micro coaxial 
wire is specified using American wire gauge (AWG), cable 
diameters are specified in millimeters (mm), cable length is 
specified in meters (m), and power is specified in Watts (W). 
Cable diameters include the diameter of the outer casing of 
the cable, where the outer casing can contain the individual 
micro coaxial wires. The cables can in Some cases also 
include additional componentry including one or more sepa 
rate control wires, power lines, ground lines, shielding mate 
rial, and the like. For instance, in some embodiments, the 
examples provided below are similar to the cables 131, 132 
provided in FIGS. 3A and 3B, as applicable. 

Credo Technology Group Ltd., Ex. 2021 
Page 52 of 56 

IPR2025-01219



Credo Technology Group Ltd., Ex. 2021 
Page 53 of 56 

IPR2025-01219



US 9,337,993 B1 
55 

While the above embodiments can be implemented as the 
primary cable 1104 of a breakout cable similar to those of 
FIG. 16-17, other implementations are contemplated. For 
instance, according to some embodiments an active cable 
provides matching interfaces at both ends of the cable (e.g., 
QSFP28 to QSFP28, QSFP to QSFP, SFP+ to SFP+), rather 
than breaking out into multiple lower speed outputs at one 
end. 
Certain Advantages; Terminology. Additional Embodiments 

Various implementations of described in this disclosure 
can realize one or more of the following potential advantages. 
The systems and methods described herein can be used to 
establish high-speed point-to-point communication between 
two electronic devices over a lossy, noisy and/or dispersive 
channel. The systems and methods described herein can 
advantageously deliver digital and/or analog data at various 
bit-rates reliably in the presence of intersymbol interference 
(ISI) and other signal impairments caused due to a lossy, 
noisy, non-linear and/or dispersive channel. Various imple 
mentations of the digital clock and data recovery systems 
described herein include a first feedback path to recover a 
clock signal and a second feedback path to recover a data 
signal. Providing separate clock and data recovery paths can 
allow for simultaneous data recovery with high resolution and 
fast clock recovery with low latency. Additionally, the clock 
and data recovery systems described herein can be used to 
recover clock and data signals from data encoded in different 
modulation formats (e.g., NRZ or multi-level modulation 
format, such as, for example PAM-4, PAM-8, PAM-16, PAM 
64, etc.). Furthermore, the systems and methods described 
herein are configured to reduce power consumption by virtue 
of being implemented with digital processing systems and 
digital logic controllers. Accordingly, the systems and meth 
ods described herein can provide fast (e.g., at data rates 
greater than 10 Gbit/s), reliable, high-speed communication 
between different electronic, computing, storage and periph 
eral devices by consuming lower power. 
As used herein, a phrase referring to “at least one of a list 

of items refers to any combination of those items, including 
single members. As an example, "at least one of: a, b, orc' is 
intended to cover: a, b, c, a-b, a-c, b-c, and a-b-c. 
The various illustrative logics, logical blocks, modules, 

circuits and algorithm steps described in connection with the 
implementations disclosed herein may be implemented as 
electronic hardware, computer Software, or combinations of 
both. The interchangeability of hardware and software has 
been described generally, in terms of functionality, and illus 
trated in the various illustrative components, blocks, mod 
ules, circuits and steps described above. Whether such func 
tionality is implemented in hardware or Software depends 
upon the particular application and design constraints 
imposed on the overall system. 
The hardware and data processing apparatus used to imple 

ment the various illustrative logics, logical blocks, modules 
and circuits described in connection with the aspects dis 
closed herein may be implemented or performed with a gen 
eral purpose single- or multi-chip processor, a digital signal 
processor (DSP), an application specific integrated circuit 
(ASIC), a field programmable gate array (FPGA) or other 
programmable logic device, discrete gate or transistor logic, 
discrete hardware components, or any combination thereof 
designed to perform the functions described herein. A general 
purpose processor may be a microprocessor, or, any conven 
tional processor, controller, microcontroller, or state 
machine. A processor also may be implemented as a combi 
nation of electronic devices, such as a combination of a DSP 
and a microprocessor, a plurality of microprocessors, one or 
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more microprocessors in conjunction with a DSP core, or any 
other Such configuration. In some implementations, particu 
lar steps and methods may be performed by circuitry that is 
specific to a given function. 

In one or more aspects, the functions described may be 
implemented in hardware, digital electronic circuitry, com 
puter Software, firmware, including the structures disclosed 
in this specification and their structural equivalents thereof, or 
in any combination thereof. Implementations of the Subject 
matter described in this specification also can be imple 
mented as one or more computer programs, e.g., one or more 
modules of computer program instructions, encoded on a 
computer storage media for execution by, or to control the 
operation of data processing apparatus. 

If implemented in software, the functions may be stored on 
or transmitted over as one or more instructions or code on a 
computer-readable medium. The steps of a method or algo 
rithm disclosed herein may be implemented in a processor 
executable Software module which may reside on a computer 
readable medium. Computer-readable media includes both 
computer storage media and communication media including 
any medium that can be enabled to transfer a computer pro 
gram from one place to another. Storage media may be any 
available media that may be accessed by a computer. By way 
of example, and not limitation, Such computer-readable 
media may include RAM, ROM, EEPROM, CD-ROM or 
other optical disk storage, magnetic disk storage or other 
magnetic storage devices, or any other medium that may be 
used to store desired program code in the form of instructions 
or data structures and that may be accessed by a computer. 
Also, any connection can be properly termed a computer 
readable medium. Disk and disc, as used herein, includes 
compact disc (CD), laser disc, optical disc, digital versatile 
disc (DVD), floppy disk, and Blu-ray disc where disks usually 
reproduce data magnetically, while discs reproduce data opti 
cally with lasers. Combinations of the above also may be 
included within the scope of computer-readable media. Addi 
tionally, the operations of a method or algorithm may reside 
as one or any combination or set of codes and instructions on 
a machine readable medium and computer-readable medium, 
which may be incorporated into a computer program product. 

Various modifications to the implementations described in 
this disclosure may be readily apparent to those skilled in the 
art, and the generic principles defined herein may be applied 
to other implementations without departing from the spirit or 
Scope of this disclosure. Thus, the claims are not intended to 
be limited to the implementations shown herein, but are to be 
accorded the widest scope consistent with this disclosure, the 
principles and the novel features disclosed herein. 

Certain features that are described in this specification in 
the context of separate implementations also can be imple 
mented in combination in a single implementation. Con 
versely, various features that are described in the context of a 
single implementation also can be implemented in multiple 
implementations separately or in any suitable Subcombina 
tion. Moreover, although features may be described above as 
acting in certain combinations and even initially claimed as 
Such, one or more features from a claimed combination can in 
Some cases be excised from the combination, and the claimed 
combination may be directed to a Subcombination or varia 
tion of a Subcombination. 

Similarly, while operations are depicted in the drawings in 
a particular order, a person having ordinary skill in the art will 
readily recognize that such operations need not be performed 
in the particular order shown or in sequential order, or that all 
illustrated operations be performed, to achieve desirable 
results. Further, the drawings may schematically depict one 

Credo Technology Group Ltd., Ex. 2021 
Page 54 of 56 

IPR2025-01219



US 9,337,993 B1 
57 

more example processes in the form of a flow diagram. How 
ever, other operations that are not depicted can be incorpo 
rated in the example processes that are schematically illus 
trated. For example, one or more additional operations can be 
performed before, after, simultaneously, or between any of 
the illustrated operations. In certain circumstances, multi 
tasking and parallel processing may be advantageous. More 
over, the separation of various system components in the 
implementations described above should not be understood 
as requiring Such separation in all implementations, and it 
should be understood that the described program components 
and systems can generally be integrated together in a single 
Software product or packaged into multiple Software prod 
ucts. Additionally, other implementations are within the 
Scope of the following claims. In some cases, the actions 
recited in the claims can be performed in a different order and 
still achieve desirable results. 

Unless the context clearly requires otherwise, throughout 
the description and the claims, the words "comprise.” “com 
prising.” and the like are to be construed in an inclusive sense, 
as opposed to an exclusive or exhaustive sense; that is to say, 
in the sense of “including, but not limited to.” The word 
“coupled, as generally used herein, refers to two or more 
elements that may be either directly connected, or connected 
by way of one or more intermediate elements. Likewise, the 
word “connected, as generally used herein, refers to two or 
more elements that may be either directly connected, or con 
nected by way of one or more intermediate elements. Addi 
tionally, the words “herein.” “above.” “below, and words of 
similar import, when used in this application, shall refer to 
this application as a whole and not to any particular portions 
of this application. Where the context permits, words in the 
above Detailed Description using the singular or plural num 
ber may also include the plural or singular number respec 
tively. The word 'or' in reference to a list of two or more 
items, that word covers all of the following interpretations of 
the word: any of the items in the list, all of the items in the list, 
and any combination of the items in the list. 

Moreover, conditional language used herein, Such as, 
among others, “can.” “could,” “might.” “can.” “e.g. “for 
example.” “such as and the like, unless specifically stated 
otherwise, or otherwise understood within the context as 
used, is generally intended to convey that certain embodi 
ments include, while other embodiments do not include, cer 
tain features, elements and/or states. Thus, such conditional 
language is not generally intended to imply that features, 
elements and/or states are in any way required for one or more 
embodiments or that one or more embodiments necessarily 
include logic for deciding, with or without author input or 
prompting, whether these features, elements and/or states are 
included or are to be performed in any particular embodi 
ment. 

The above detailed description of embodiments of the 
invention is not intended to be exhaustive or to limit the 
invention to the precise form disclosed above. While specific 
embodiments of, and examples for, the invention are 
described above for illustrative purposes, various equivalent 
modifications are possible within the scope of the invention, 
as those skilled in the relevant art will recognize. For 
example, while processes or blocks are presented in a given 
order, alternative embodiments may perform routines having 
steps, or employ systems having blocks, in a different order, 
and some processes or blocks may be deleted, moved, added, 
subdivided, combined, and/or modified. Each of these pro 
cesses or blocks may be implemented in a variety of different 
ways. Also, while processes or blocks are at times shown as 
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being performed in series, these processes or blocks may 
instead be performed in parallel, or may be performed at 
different times. 
The teachings of the invention provided herein can be 

applied to other systems, not only the system described 
above. The elements and acts of the various embodiments 
described above can be combined to provide further embodi 
mentS. 
While certain embodiments of the inventions have been 

described, these embodiments have been presented by way of 
example only, and are not intended to limit the scope of the 
disclosure. Indeed, the novel methods and systems described 
herein may be embodied in a variety of other forms; further 
more, various omissions, Substitutions and changes in the 
form of the methods and systems described herein may be 
made without departing from the spirit of the disclosure. The 
accompanying claims and their equivalents are intended to 
cover such forms or modifications as would fall within the 
Scope and spirit of the disclosure. 
What is claimed is: 
1. A clock and data recovery circuit comprising: 
a data recovery analog-to-digital converter (ADC) config 

ured to receive an input signal and to generate a first 
digital output signal; 

a clock recovery ADC configured to receive the input sig 
nal and to generate a second digital output signal, 
wherein the data recovery ADC has a higher resolution 
than the clock recovery ADC: 

a timing control circuit configured to receive the second 
digital output signal and to generate a clock control 
signal based on the second digital output signal; and 

a clock generation unit configured to control atiming of the 
data recovery ADC and a timing of the clock recovery 
ADC based on the clock control signal. 

2. The clock and data recovery circuit of claim 1, wherein 
the first digital output signal comprises at least 3 bits, and 
wherein the second digital output signal comprises at least 2 
bits. 

3. The clock and data recovery circuit of claim 1, wherein 
a latency of the data recovery ADC is greater than a latency of 
the clock recovery ADC. 

4. The clock and data recovery circuit of claim 1, wherein 
the clock generation unit is configured to generate a sampling 
clock signal and to control a timing of analog-to-digital con 
version operations of the clock recovery ADC based on the 
sampling clock signal, wherein the clock control signal is 
configured to control at least one of a frequency or a phase of 
the sampling clock signal. 

5. The clock and data recovery circuit of claim 4, wherein 
both the clock recovery ADC and the data recovery ADC 
receive the sampling clock signal. 

6. The clock and data recovery circuit of claim 1, wherein 
the clock generation unit comprises a digitally controlled 
oscillator (DCO). 

7. The clock and data recovery circuit of claim 1, wherein 
the timing control circuit comprises digital logic circuitry. 

8. The clock and data recovery circuit of claim 7, wherein 
the timing control circuit generates the clock control signal 
based on the second digital output signal entirely in the digital 
domain. 

9. The clock and data recovery circuit of claim 1, wherein 
the input signal comprises a non-return-to-Zero (NRZ) signal 
or a 4-level pulse amplitude modulation (PAM-4) signal. 

10. A transceiver comprising: 
an equalizer configured to receive a data signal and to 

generate a clock and data recovery (CDR) input signal 
based on equalizing the data signal; and 
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a CDR circuit comprising: 
a data recovery analog-to-digital converter (ADC) config 

ured to receive the CDR input signal and to generate a 
first digital output signal; 

a clock recovery ADC configured to receive the CDR input 
signal and to generate a second digital output signal, 
wherein the data recovery ADC has a higher resolution 
than the clock recovery ADC: 

a timing control circuit configured to receive the second 
digital output signal and to generate a clock control 
signal based on the second digital output signal; and 

a clock generation unit configured to control a timing of the 
data recovery ADC and a timing of the clock recovery 
ADC based on the clock control signal. 

11. The transceiver of claim 10, further comprising a digi 
tal signal processor (DSP) configured to receive the first digi 
tal output signal. 

12. The transceiver of claim 10, wherein the transceiver 
comprises a host side and a line side, wherein the equalizer is 
configured to receive the data signal on the host side from an 
electronic device. 

13. The transceiver of claim 10, wherein the transceiver 
comprises a host side and a line side, wherein the equalizer is 
configured to receive the data signal on the line side from a 
cable. 

14. The transceiver of claim 10, wherein the first digital 
output signal comprises at least 3 bits, and wherein the second 
digital output signal comprises at least 2 bits. 

15. The transceiver of claim 10, wherein the timing control 
circuit generates the clock control signal based on the second 
digital output signal entirely in the digital domain. 

16. The transceiver of claim 10, wherein the CDR input 
signal comprises a non-return-to-zero (NRZ) signal or a 
4-level pulse amplitude modulation (PAM-4) signal. 
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17. A method of clock and data recovery, the method com 

prising: 
generating a first digital output signal based on an input 

signal using a data recovery analog-to-digital converter 
(ADC); 

generating a second digital output signal based on the input 
signal using a clock recovery ADC, wherein the data 
recovery ADC has a higher resolution than the clock 
recovery ADC: 

generating a clock control signal based on the second digi 
tal output signal using a timing control circuit; and 

controlling a timing of the data recovery ADC and a timing 
of the clock recovery ADC based on the clock control 
signal. 

18. The method of claim 17, further comprising: 
generating a sampling clock signal using a clock genera 

tion unit; 
controlling at least one of a frequency or a phase of the 

sampling clock signal using the clock control signal; and 
controlling a timing of analog-to-digital conversion opera 

tions of the clock recovery ADC based on the sampling 
clock signal. 

19. The method of claim 17, wherein generating the first 
digital output signal comprises generating at least 3 bits, and 
wherein generating the second digital output signal com 
prises generating at least 2 bits. 

20. The method of claim 17, wherein generating the clock 
control signal based on the second digital output signal com 
prises processing the second digital output signal entirely in 
the digital domain. 
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