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A system and method for generation of unified graph models
for network entities are provided. The method includes
collecting, for at least one network entity of a plurality of
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one network entity; generating at least a network graph,
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1
SYSTEM AND METHOD FOR GENERATION
OF UNIFIED GRAPH MODELS FOR
NETWORK ENTITIES

TECHNICAL FIELD

The present disclosure relates generally to cybersecurity,
and, in particular, to systems and methods for automated
generation of unified graph models for network entities.

BACKGROUND

As users, including large organizations such as businesses
and governments, increase deployment of large-scale com-
puting systems for data management, application process-
ing, and other purposes, the same users may seek to better
understand the technologies included in such systems, as
well as the vulnerabilities thereof. As large-scale computing
systems, such as configurations implemented through cloud
service providers, such as Microsoft Azure® and Amazon
AWS®, may include large numbers of components, devices,
systems, and the like, including various types and deploy-
ments of each, and as connections between such compo-
nents, devices, and systems may be similarly numerous and
varied, users, administrators, and other interested parties
may seek solutions providing for simple, unified understand-
ings of the technologies included in such computing envi-
ronments.

Current solutions to the analysis of the various systems,
services, and the like, which may be included in a computing
environment, include solutions directed to the analysis of
live or recorded network traffic. Such traffic analysis systems
provide for identification of activity within a network, but
may fail to represent all components of a computing envi-
ronment, such as those components which are not actively
engaged in network communications during a traffic sam-
pling period. Further, traffic-independent solutions, such as
solutions directed to the identification of environment com-
ponents, and connections therebetween, may provide for a
more comprehensive understanding of the components and
structure of a network or environment, but may fail to
provide for generation of simple, unified views, particularly
where networks, environments, and the like, include mul-
tiple, similar network components requiring separate analy-
sis and representation. In addition, solutions directed to the
identification of environment components and connections
may provide for the representation of such environment
features, but fail to provide such a representation in a graph
format, preventing the execution of graph-specific com-
mands and queries across such datasets.

Where a user’s computing environment includes multiple,
similar network components, such as dissimilar objects
providing similar functionalities, current traflic-independent
solutions may fail to provide concise, efficient rendition of
such objects in a simplified network view. As a computing
environment may include objects drawn from multiple
sources which are configured to provide similar function-
alities, such as native firewall objects included in Azure®
and AWS® configurations, current traffic-independent net-
work analysis systems may require separate analysis and
representation of each object, reducing analysis efficiency
and increasing cost. Further, where such objects may be
“implicit” from a network analysis perspective, such as
various traffic management devices incorporated into a
cloud platform host system, rather than a user’s platform
deployment, such implicit objects may not be exposed to an
analytic system for representation in a simplified view. As a
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result, current traffic-independent solutions may fail to pro-
vide for the analysis and representation of such objects,
where analysis and representation may be necessary to
provide a thorough understanding of network or environ-
ment components and structures.

Further, in addition to such deficiencies of current traffic-
independent solutions, such solutions fail to provide for the
integrated representation and analysis of both “explicit” and
“implicit” objects, as well as objects included in different
layers of a computing environment. As a computing envi-
ronment may include both “explicit” and “implicit” objects,
such as, for example, infrastructure as a service (laaS)
deployments which include visible VMs, network inter-
faces, storage modules, and the like, and platform as a
service (PaaS) deployments which include the same objects
at the platform level, rendering such objects “implicit,”
analysis of such environments may require analysis of both
“explicit” and “implicit” objects. However, current traffic-
independent solutions fail to provide for the analysis of both
types of objects, preventing the generation of network
representations which provide for the inclusion and analysis
of all relevant objects. Further, where an organization’s
computing environment includes objects and entities dis-
persed across multiple layers, current traffic-independent
solutions fail to provide for the representation of all objects
or entities in a single view or depiction, where such a unified
view may provide for enhanced network analysis and com-
plex querying, as well as other functionalities.

It would therefore be advantageous to provide a solution
that would overcome the challenges noted above.

SUMMARY

A summary of several example embodiments of the
disclosure follows. This summary is provided for the con-
venience of the reader to provide a basic understanding of
such embodiments and does not wholly define the breadth of
the disclosure. This summary is not an extensive overview
of all contemplated embodiments and is intended to neither
identify key or critical elements of all embodiments nor to
delineate the scope of any or all aspects. Its sole purpose is
to present some concepts of one or more embodiments in a
simplified form as a prelude to the more detailed description
that is presented later. For convenience, the terms “some
embodiments” or “certain embodiments” may be used
herein to refer to a single embodiment or multiple embodi-
ments of the disclosure.

Certain embodiments disclosed herein include a method
for generation of unified graph models for network entities.
The method comprises collecting, for at least one network
entity of a plurality of network entities, at least one network
entity data feature, wherein the at least one network entity
data feature is a network entity property; genericizing the
collected at least one network entity; generating at least a
network graph, wherein the generated network graph is a
multi-dimensional data structure providing a representation
of the plurality of network entities and relations between the
network entities of the plurality of network entities; and
storing the generated at least a network graph.

Certain embodiments disclosed herein also include a
non-transitory computer readable medium having stored
thereon instructions for causing a processing circuitry to
execute a process for generation of unified graph models for
network entities, the process comprising: collecting, for at
least one network entity of a plurality of network entities, at
least one network entity data feature, wherein the at least one
network entity data feature is a network entity property;

IPR2025-01084
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genericizing the collected at least one network entity; gen-
erating at least a network graph, wherein the generated
network graph is a multi-dimensional data structure provid-
ing a representation of the plurality of network entities and
relations between the network entities of the plurality of
network entities; and storing the generated at least a network
graph.

In addition, certain embodiments disclosed herein include
a system for generation of unified graph models for network
entities. The system comprises: a processing circuitry; and a
memory, the memory containing instructions that, when
executed by the processing circuitry, configure the system
to: collect, for at least one network entity of a plurality of
network entities, at least one network entity data feature,
wherein the at least one network entity data feature is a
network entity property; genericize the collected at least one
network entity; generate at least a network graph, wherein
the generated network graph is a multi-dimensional data
structure providing a representation of the plurality of net-
work entities and relations between the network entities of
the plurality of network entities; and store the generated at
least a network graph.

BRIEF DESCRIPTION OF THE DRAWINGS

The subject matter disclosed herein is particularly pointed
out and distinctly claimed in the claims at the conclusion of
the specification. The foregoing and other objects, features,
and advantages of the disclosed embodiments will be appar-
ent from the following detailed description taken in con-
junction with the accompanying drawings.

FIG. 1A is a diagram of a cloud environment utilized to
describe the various embodiments.

FIG. 1B is a network diagram depicting a network system
and various associated network and external entities utilized
to describe the various embodiments.

FIG. 2 is a flowchart depicting a method for generating
unified graph models for network entities, according to an
embodiment.

FIG. 3 is a network graph visualization, according to an
embodiment.

FIG. 4 is an illustration of the genericization of a network
entity, utilized to describe the various embodiments.

FIG. 5A is an interactive graph analysis platform, pro-
vided through a user interface (UI), according to an embodi-
ment.

FIG. 5B is an interactive graph analysis platform, pro-
vided through a user interface (UI), according to an embodi-
ment.

FIG. 6 is a hardware block diagram depicting a graph
analysis system, according to an embodiment.

DETAILED DESCRIPTION

It is important to note that the embodiments disclosed
herein are only examples of the many advantageous uses of
the innovative teachings herein. In general, statements made
in the specification of the present application do not neces-
sarily limit any of the various claimed embodiments. More-
over, some statements may apply to some inventive features
but not to others. In general, unless otherwise indicated,
singular elements may be in plural and vice versa with no
loss of generality. In the drawings, like numerals refer to like
parts through several views.

The systems and methods described herein may be appli-
cable to various systems, devices, networks, environments,
layers, and the like, as well as cross-connections or multi-

5

25

30

40

45

50

4

entity connections as may be established therebetween. The
disclosed systems and methods may be applicable to provide
support for various network features including, without
limitation, application-layer communications, cloud-native
constructs, cross-cloud and Kubernetes-to-cloud communi-
cations, third-party features, such as third-party containers
and entities, container-management systems, such as Kuber-
netes, as may be virtualized as cloud entities, and the like,
as well as any combination thereof.

Further, the systems and methods described herein may be
applicable to various network graph models, and applica-
tions thereof. The systems and methods described herein
may be relevant to unified graph models configured to
represent network components from deployments and con-
figurations including, without limitation infrastructure as a
service (laas) deployments, platform as a service (PaaS)
deployments, Kubernetes(R) deployments, multi-cloud con-
figurations, other, like, deployments and configurations, and
any combination thereof, including applications relevant to
the modeling of cloud elements including, without limitation
transit gateways, shared virtual private clients (VPCs), pri-
vate links, and the like, as well as any combination thereof.
Such relevant network graph models may be unified across
all cloud environments, computing devices, services, and the
like, including, without limitation, AWS® lambda services
which are exposed to users, MongoDB® instances running
on a container or PaaS database, and the like, as well as any
combination thereof. Further, such network graph models
may be configured to represent cloud implementations
including, without limitation, security-group-based firewall
rules, tag-based firewall rules, and the like, as well as any
combination thereof. Such network graph models may be
configured to include structures and features relevant to the
maximization of model efficiency, the maximization of
model-element visibility, and the implementation of various
query languages, where such structures and features may
include, without limitation, minimization of edges and
nodes in a model, elimination of redundant edges, and the
like, as well as any combination thereof.

FIG. 1A is an example diagram of a cloud environment
103 utilized to describe the various disclosed embodiments.
A cloud environment 103 represents an organization’s
cloud-based resources, and the various connections between
such resources. The cloud environment 103 may include a
number of cloud computing platforms, 104-1 through 104-»
(hereinafter, “cloud platforms” 104 or “cloud platform”
104), where a cloud platform may include multiple network
entities, 105-1 through 105-x (hereinafter, “network enti-
ties” 105 or “network entity” 105), one or more applications
(collectively referred to as applications or apps 106), and the
like, as well as any combination thereof. Further, the cloud
environment 103 may be configured to connect, via a
network 108, with a graph analysis system 150, and a graph
database 160, for one or more purposes including, without
limitation, those described hereinbelow. As is applicable to
the cloud platforms 104 and network entities 105, “n” is an
integer having a value greater than or equal to two. Further,
it may be understood that, while a single configuration of a
cloud environment 103 is shown for purposes of simplicity,
a cloud environment 103 may include various combinations
of platforms 104, entities 105, applications 106, and the like,
as well as any combination thereof, without loss of gener-
ality or departure from the scope of the disclosure.

A cloud platform 104 is a platform, architecture, or other,
like, configuration providing for connectivity of the various
entities 105, applications 106, and other, like, elements
included in a cloud platform 104, as well as the execution of

IPR2025-01084
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various processes, instructions, and the like. A cloud plat-
form 104 may be a commercially-available cloud system,
provided on a service basis, such as, as examples and
without limitation, Amazon AWS®, Microsoft Azure®, and
the like. A cloud platform 104 may be a private cloud, a
public cloud, a hybrid cloud, and the like. In addition, a
cloud platform 104 may include, without limitation, con-
tainer orchestration or management systems or platforms
such as, as an example and without limitation, a Kubernetes
deployment, and the like, as well as any combination
thereof.

A cloud platform 104 may be implemented as a physical
network of discrete, interconnected entities, and the like, a
virtual network, providing for interconnection of various
virtual systems and devices, as well as a hybrid physical-
virtual network, including both physical and virtualized
components. A cloud platform 104 may be, or may replicate
or otherwise simulate or emulate, as examples, and without
limitation, a local area network, a wide area network, the
Internet, the World-Wide Web (WWW), and the like, as well
as any combination thereof. Further, a cloud platform 104
may include one or more subnets, such as the subnets, 130,
of FIG. 1B, below, wherein each subnet may be configured
to serve as a cloud platform 104 for the various network
entities which may be included in the subnet, while retaining
the connectivity and functionalities provided by the cloud
platform 104.

Network entities 105, as may be included in a cloud
platform 104, are entities, systems, devices, components,
applications, objects, and the like, configured to operate
within the cloud platform 104 and provide various function-
alities therein. Specifically, the network entities 105 may be,
as examples without limitation, entities configured to pro-
cess data, send data, or receive data, as well as entities
configured to provide various other functionalities, and any
combination thereof. The network entities 105 may be
configured to connect with various other network entities
105, various external entities, and the like, as well as any
combination thereof, for purposes including, without limi-
tation, sending data, receiving data, monitoring data trans-
missions, monitoring network status and activity, and the
like, as well as any combination thereof.

Examples of network entities 105 include, without limi-
tation, entities providing support for application-layer com-
munications and systems, including application-layer com-
munications and systems relevant to layer seven of the open
systems interconnection (OSI) model. Further examples of
network entities 105 may include cloud-native constructs,
such as private endpoints, transit gateways, tag-based rule-
sets and entities configured to apply such rules, Kubernetes
Istio and Calico services and applications, and the like. In
addition, examples of network entities 105 may include,
without limitation, third-party containers and images, such
as Nginx, web-access firewall (WAF), and firewall imple-
mentations, multi-entity or cross-entity connections, such as
cross-cloud connections and Kubernetes-to-cloud connec-
tions, as well as container managers, such as Kubernetes,
and connections therewith. It may also be understood that
network entities 105 may include other entities similar to
those described hereinabove, as well as any combination
thereof. As another example, network entities 105 may
include virtual entities, devices, and the like, to process
layer-7 (application layer) traffic, such as entities relevant to
Amazon AWS® layer seven services and applications, Ama-
zon Load Balancer® (ALB) layer seven services and appli-
cations, Kubernetes ingress, and the like.
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The network entities 105 may be configured to include
one or more communication ports, where the included
communication ports provide for connection of various
entities according to one or more protocols, and at different
communication layers of the OSI model.

In an example configuration, the network entities 105 are
virtual entities or instances of systems, devices, or compo-
nents, including virtual systems, devices, or components, or
any combination thereof. Examples of network entities 105
include, without limitation, virtual networks, firewalls, net-
work interface cards, proxies, gateways, containers, con-
tainer management objects, virtual machines, subnets 130,
hubs, virtual private networks (VPNs), and the like, as well
as any combination thereof.

The applications 106 (or cloud applications), as may be
executed in one or more cloud platforms 104, are services,
processes, and the like, configured to provide one or more
functionalities by execution of various commands and
instructions. The applications 106 may be part of a software
project of an enterprise or organization. The applications
106 may interact or communicate with other applications
106, regardless of the platform 104 in which the applications
106 are deployed. Examples of applications 106 include,
without limitation, databases, serverless functions, web
servers, buckets, and the like, as well as any combination
thereof. It should be understood that multiple instances of a
single application 106 may be both present and executed in
multiple cloud platforms 104, including multiple cloud
platforms 104 of the same cloud environment 103, without
loss of generality or departure from the scope of the disclo-
sure.

The network 108 is a communication system providing
for the connection of the cloud environment 103, and its
various components and sub-parts, with a graph analysis
system 150, and a graph database 160, as well as other, like,
systems, devices, and components, and any combination
thereof. The network 108 may be a physical network, a
virtual network, as well as a hybrid physical-virtual network,
including both physical and virtualized components. The
network 108 may be, as examples, and without limitation, a
local area network, a wide area network, the Internet, the
World-Wide Web (WWW), and the like, as well as any
combination thereof.

The graph analysis system 150 is a system, device, or
component, configured to perform the various disclosed
embodiments of graph-related functionalities. Specifically,
the system 150 may provide functions including, without
limitation network analysis, traffic analysis, entity querying,
graph generation, and the like, as well as any combination
thereof. The graph analysis system 150 may be configured to
execute one or more instructions, methods, processes, and
the like, including, without limitation, the process described
with respect to FIG. 2, other, like, processes, and any
combination thereof.

The graph analysis system 150 may be configured as a
physical system, device, or component, as a virtual system,
device, or component, or in a hybrid physical-virtual con-
figuration. A detailed description of a graph analysis system,
150, according to an embodiment, is provided with respect
to FIG. 6, below. It may be understood that, while the graph
analysis system 150 is depicted in FIG. 1A as a discrete
element external to the cloud environment 103, the graph
analysis system 150 may be included within any of the
various elements of the network system 102, including the
cloud environment 103, the various cloud platforms 104,
and subparts thereof, and the network 108, without loss of
generality or departure from the scope of the disclosure.
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The graph database (graph DB) 160 is a storage or
memory component, device, system, or the like, configured
to provide one or more functionalities relevant to storage of
graph-related data. The graph DB 160 may be configured to
store graph-related data features of one or more types or
formats, including, without limitation, raw data, graphs,
graph edges, graph vertices, graph schemas, and the like, as
well as any combination thereof, including those types or
formats described hereinbelow.

Graphs, as may be included in the graph DB 160, are data
features including one or more graph vertices, where such
graph vertices may be variously interconnected by one or
more graph edges. Graphs may be configured to provide for
one or more representations of various data sets, including,
without limitation, presentation of network data according to
one or more graph schemas, as described hereinbelow. As an
example, a graph relevant to the description of a collection
of interconnected network entities may include one or more
graph vertices, where each graph vertex corresponds with a
network entity, and graph edges between such vertices, the
edges corresponding with connections between the various
network entities. Graphs, and elements thereof, may be
generated based on one or more data sets, including during
the execution of a graph generation process, such as is
described with respect to FIG. 2, below.

The graph DB 160 may be configured to store one or more
graphs, graph, related data features, and the like, as well as
any combination thereof. Graphs, as may be stored in the
graph DB 160, may be configured to include one or more
functional attributes, including, without limitation, direc-
tionality, labeling, and the like, where such functional attri-
butes may provide for the execution or enhancement of one
or more processes or methods which would be inapplicable
to a graph not including such functional attributes. A graph
including directionality may be configured to include con-
nection between graph nodes or vertices, via graph edges, as
described herein, where the edges connecting such vertices
may be uni-directional or bi-directional, providing for
enhanced analysis of network entity structures and relation-
ships. Further, a graph configured to include labeling func-
tionality may be configured to provide for the labeling of
graph vertices, graph edges, or both, with one or more labels
describing the various properties of the labeled vertices or
edges. As an example, a graph vertex representing a virtual
machine (VM) may be configured to include a “name” label,
describing a name property of the VM. Further, the VM may
be configured to run a container entity, where the container
entity, as represented in the graph, may be respectively
labeled. In addition, according to the same example, the
connection, or edge, between the vertices representing the
VM and the container entity may be uni-directional and may
be labeled as a “run” edge, providing for analysis of the
relationship between the vertices, the direction of the rela-
tionship, and the type of the relationship.

The graph DB 160 may be configured as a physical
system, device, or component, as a virtual system, device, or
component, or in a hybrid physical-virtual configuration. It
may be understood that, while the graph DB 160 is depicted
in FIG. 1A as a discrete element external to the cloud
environment 103, the graph DB 160 may be included within
any of the various elements of the network system 102,
including the cloud environment 103, the various cloud
platforms 104, and subparts thereof, and the network 108,
without loss of generality or departure from the scope of the
disclosure. Further, it may be understood that the graph DB
160 may be directly connected to, or realized as a compo-
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nent of, the graph analysis system 150, without loss of
generality or departure from the scope of the disclosure.

FIG. 1B is an example diagram depicting a network
system 100 and various associated network and external
entities utilized to describe the various embodiments. The
depicted network system 100 includes a cloud platform 110,
where the cloud platform 110 may be a cloud platform
similar or identical to a cloud platform, 104, of FIG. 1A,
above. The cloud platform 110 includes various subnets,
130-1 through 130-7 (hereinafter, “subnets” 130 or “subnet”
130), and various network entities, 105-1 through 105-m
(hereinafter, “network entities” 105 or “network entity”
105). As is applicable to the subnets 130, “n” is an integer
having a value greater than or equal to two. Further, as is
applicable to the network entities 105, “m” is an integer
having a value greater than or equal to five. In addition,
while the network system 100 of FIG. 1B includes certain
elements and combinations of elements, as well as connec-
tions therebetween, it may be understood that the depiction
is provided for illustrative purposes, and that other, like,
elements, combinations of elements, and connections ther-
ebetween, may be implemented without loss of generality or
departure from the scope of the disclosure. Other, like,
network systems 100 may further include multiple cloud
platforms 110, including variously-interconnected cloud
platforms 110, and other, like, variations and configurations,
without loss of generality or departure from the scope of the
disclosure.

The cloud platform 110 may be configured to include an
orchestrator 115. The orchestrator 115 is configured to
provide for management of the cloud platform 110. The
orchestrator 115 may be configured to provide one or more
functionalities including, without limitation, monitoring of
elements or components of the cloud platform 110, logging
and reporting data relating to the cloud platform 110, man-
aging cloud platform 110 updates and maintenance, gener-
ating cloud platform 110 alerts, as well as other, like,
functionalities, and any combination thereof. The orchestra-
tor 115 may be configured to report one or more data
features related to the cloud platform 110, such as may be
requested or collected during the execution of graph gen-
eration processes, such as those described hereinbelow.

The network entities 105 are network entities similar or
identical to those network entities, 105, of FIG. 1A, above.
As described with respect to FIG. 1A, the network entities
105 are virtual entities or instances of systems, devices, or
components, including virtual systems, devices, or compo-
nents, or any combination thereof. Examples of network
entities 105 include, without limitation, virtual networks,
firewalls, network interface cards, proxies, gateways, con-
tainers, container management entities, virtual machines,
subnets 130, hubs, virtual private networks (VPNs), peering
connections, load balancers, route tables, and the like, as
well as any combination thereof.

External objects, as may be adjacent or relevant to a cloud
platform 110, are entities similar or identical to the network
entities 105. The external entities may be configured to
communicate with one or more network entities 105, with
other, various, external entities, and the like, as well as any
combination thereof.

FIG. 2 is an example flowchart 200 depicting a method for
generating unified graph models for network entities,
according to an embodiment.

At 8210, network entity data is collected. Network entity
data, as may be collected at S210, is data describing one or
more entities included in a network, cloud, environment, or
other, like, deployment. Network entity data may include
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data describing the various network entities including, as
examples and without limitation, properties, names, network
addresses, permissions, properties, configurations, other,
like, network entity data features, and any combination
thereof. Network entity data may be collected from one or
more network entities, such as those described in detail
above.

Network entity data may be collected at S210 via one or
more processes including, without limitation, application of
various network entity scanning applications or processes,
application of network entity application programming
interface (API) commands, calls, and the like, collection
from one or more network, cloud, or environment orches-
trators, including orchestrators similar or identical to those
described hereinabove, other, like, processes, and any com-
bination thereof.

At S220, network entities are genericized based on the
collected network entity data. Generic network entities,
which may be created at S220, are network entities which
are configured to include one or more standard properties.
Such standard properties may be applicable to all generi-
cized network entities of the same type. As an example, a
genericized network entity may be a generic proxy object,
and, according to the same example, separate, differently
configured specific proxy objects, such as an Azure®-native
proxy object and an AWS®-native proxy object, may be
genericized at S220 for representation as generic proxy
objects.

In an embodiment, S220 may include the generation of
new generic network entities, and the conversion of existing
specific network entities into generic network entities.
Generic network entities may include one or more properties
relevant to the type, class, or other, like, category of network
entity. Relevant properties may include properties common
to specific network entities configured to achieve the same
or similar functionalities. Common properties may include
one or more properties relevant to the execution or provision
of such functionalities.

Generic entity properties may be defined according to one
or more property configurations, including, without limita-
tion, pre-defined properties, user-defined properties, proper-
ties defined based on sampled specific entities, other, like,
bases, and any combination thereof. Further, generic entity
properties may be based on analysis of runtime data features
such as, without limitation, lists of entities to which a given
entity connects during routine operation, as may be deter-
mined by processes including, without limitation, analysis
of entity codebases or resources, analysis of runtime logs or
reports, and the like, as well as any combination thereof.
According to the example described hereinabove, a generic
proxy object may be configured to include properties rel-
evant to the execution of proxy functionalities, and common
to various specific property objects included in separate
deployments, such as, as examples and without limitation,
proxy rules, port configurations, and the like, as well as any
combination thereof.

Genericization at S220 includes, in an embodiment, con-
verting specific objects into generic objects, or generating
new generic objects based on specific objects, or a combi-
nation thereof. In a further embodiment, S220 may include
identifying types, classes, or other, like categories of specific
entities, using, for example, comparison of specific entity
properties, configurations, and the like, with one or more
dictionaries, repositories, or other, like, sources of entity
type information. Further, the new generic entities may be
entities matching the type, category, or the like, of the
identified specific entity or entities, where the new generic

—
o

25

w
Py

50

55

10

entities may include one or more properties of the corre-
sponding specific entities. The genericization of network
entities, as at S220, is further described with respect to FIG.
4, below.

As an example, an AWS®-native proxy objects, network
load balancers, application load balancers, application pro-
gramming interface (API) gateways, and the like, may be, at
S220, genericized as generic proxy objects. According to the
same example, the AWS®-native specific proxy object may
be identified as a proxy-type entity based on the inclusion of
data features matching proxy rules within the object’s code-
base, resource files, and the like. Further, the genericized
proxy object, created at S220, may include one or more
properties of the AWS®-native proxy object, such as the
AWS®-native object’s specific proxy rules.

Further, examples of relevant types of generic entities
include, without limitation, entities configured to apply
routing rules, network interfaces, entities configured to
apply security rules, subnets and virtual networks, gateways,
and the like, as well as any combination thereof. According
to the same example, generic entities representing entities
configured to apply routing rules may be generated, or
converted from corresponding specific entities, or both, at
S220, providing for the genericization of separate, similar
entities configured to apply such rules, where the separate
entities may include different routing rules or tables, pro-
viding for the genericization of such entities into a unified
format and, subsequently, providing for the execution of
unified queries or commands across such genericized enti-
ties.

Likewise, according to the same example, generic entities
representing network interfaces may be generated, or con-
verted from corresponding specific entities, or both, at S220,
providing for genericization of separate, similar network
interfaces, thus providing for encapsulation of the inter-
faces’ network properties. Similarly, according to the same
example, generic entities representing entities configured to
apply security rules, such as security group rules, network
access control lists (ACLs), database ACLs, and the like,
may be generated, or converted from corresponding specific
entities, or both, at S220, providing for the genericization of
such specific entities in a unified format.

In addition, according to the same example, generic
entities representing subnets and virtual networks, which
may include routing rules and security rules, and which may
be applicable to the description of network hierarchies, may
be generated, or converted from corresponding specific
entities, or both, at S220, providing for genericization of
such entities and, subsequently, execution of one or more
unified queries across such entities, including graph tra-
versal commands relevant thereto. Further, according to the
same example, generic entities representing gateways, such
as internet gateways, relevant to searching the internet
connectivity of objects, transit gateways, including complex
routing rules and attachments, may be generated, or con-
verted from corresponding specific entities, or both, at S220,
providing for genericization of such entities.

At 8230, imputed entities are created. Imputed entities are
generic entities similar or identical to those described with
respect to S220, above, which may be constructed to provide
representation of network entities which are integrated into
host platforms, or network entities which are shielded from,
or not otherwise exposed to, a system configured to execute
network analysis processes and methods, including the
method described with respect to FIG. 2, where such a
system may be, without limitation, the graph analysis system
150 of FIG. 1A. Imputed entities may be of various types,
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classes, or categories corresponding to the types, classes,
and categories of generic entities, such as the entities generi-
cized at S220, and may include one or more properties
corresponding to such types, classes, or categories.

In an embodiment, imputed entities may be created using
identification of platform or environment functionalities
which correspond with functionalities of generic entities.
Creation of imputed entities using identification of function-
alities may include identification of functionalities which are
not provided by any network entities, such as the network
entities from which data is collected at S210. Following
identification of functionalities not provided by any network
entities, creation of imputed entities may include creation of
a generic imputed entity with types, properties, and the like,
matching an entity configured to provide the described
functionality, in addition to other, like, means, and any
combination thereof. Where imputed entity creation
includes identification of platform or environment function-
alities corresponding to entities not included in data collec-
tion at S210, such identification may include application of
one or more processes or methods including, without limi-
tation, identification of functionalities by comparison of
platform or environment data flows with data flows relevant
to simulated platforms or environments including only the
entities included in data collection, identification of func-
tionalities by analysis of platform or environment host or
provider feature descriptions, identification by other, like,
means, and any combination thereof.

As an example, where a cloud platform provider includes
a load balancing functionality in all platform deployments
by inclusion of a load balancer in a platform host, rather than
in client deployments, a generic load balancer entity may be
created, as an imputed entity, at S230. According to the same
example, the inclusion of a provider-based load balancer
functionality may be identified by comparing the data flow
of a process executed across the deployed platform with a
data flow of the same process executed across a simulated
platform including only those entities included in data
collection, providing for the identification of load balancer
functionality based on differences between the analyzed data
flows. According to the same example, a generic, imputed
load balancer entity may be created at S230 where a load-
balancing process or functionality is identified, but where
the entity executing the process or functionality is not
identified, providing for representation of a load balancer
provided by a platform host as a discrete, generic entity.

It may be understood that the creation of imputed entities
at S230 may be executed at any point after the initiation of
S220, including simultaneously with S220, without loss of
generality or departure from the scope of the disclosure.

At S240, a network graph is generated. A graph is a
multi-dimensional data feature providing a representation of
the contents and structure of a network, cloud, environment,
or the like. A graph may include one or more graph vertices,
interconnected by one or more graph edges. Where, as at
S240, a graph is generated to represent a network, cloud,
environment, or the like, each graph vertex may correspond
with a network entity included in the network, cloud,
environment, or the like, and each graph edge may corre-
spond with a connection between such entities. Further, the
entities with which the various graph vertices correspond
may be generic entities, such as are described with respect
to S220, imputed generic entities, such as are described with
respect to S230, as well as any combination thereof.

A graph, as may be generated at S240, may be configured
to represent one or more elements of a graph database, such
as, as an example, the graph DB 160 of FIG. 1A, above, as
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well as other, like, graph databases, where such graph
databases may be configured to include various tables and
other, like, arrangements of network entity information.
Where a graph is configured to represent the elements of one
or more graph databases, the graph may include various
nodes or vertices corresponding with the various entries
included in such databases, as well as tables, and the like,
included therein. Further, where a graph is configured to
represent the elements of one or more graph databases, the
graph may include one or more edges, where such edges
may represent relationships between the various entries
included in such databases. Relationships between graph
database entries, as may be represented as graph edges, may
be identified by one or more analyses including, without
limitation, analysis of graph database entry properties or
attributes, analysis of graph database structures or formats,
by other, like, analyses, and any combination thereof.

In an embodiment, such analysis of graph database entry
properties or attributes may include execution of one or
more resolution processes. According to the same embodi-
ment, a resolution process is a process configured to identify
one or more relationships between one or more network
entities based on the known properties of such entities.
Further, where execution of such a resolution process
includes identification of such a relationship, the identified
relationship may be, during graph generation at S240,
included in a generated graph as a graph edge, linking the
various graph vertices which correspond with the network
elements between which the identified relationship exists.
As an example, according to the same embodiment, a
resolution process may be executed over a network segment
including a load balancer configured to assign traffic to
either of two connected backend pools, where the backend
pools each include a proxy object configured to assign traffic
to the various virtual machines (VMs) included in the proxy’
objects’ respective pools.

In the same example, the load balancer entity may include
one or more load balancer rules, extracted at S240 as load
balancer properties, where the load balancer rules may
specify the related backend pools, such as by reference to
backend pool identifiers or IP addresses. Further, according
to the same example, each of the proxy objects may include
proxy routing rules, which may be extracted as proxy object
properties, specifying the assignment of traffic from the
proxy objects to the various VMs of the proxy objects’
respective pools. According to the same example, the reso-
lution process may include the identification of relationships
between the load balancer and the proxy objects based on the
properties of the load balancer and the proxy objects, as well
as identification of the relationships between the proxy
objects and the objects’ respective VMs, based on the
properties of the objects and the VMs. Further, in the same
example, the resolution process may include, following the
identification of such relationships, the generation of graph
edges corresponding with the identified relationships.

Further, a graph, as may be generated at S240, may be
configured to provide for execution of one or more queries,
commands, instructions, and the like, over the graph, as well
as the various data features included therein. The structure of
a graph, including several vertices, representing network
entities, joined by graph edges, representing entity-to-entity
relationships, provides for the execution of various standard,
unified queries and commands over the graph, and data
thereof. Such queries and commands may be automated,
such as by application of one or more algorithms configured
to generate and execute such queries and commands, or
non-automated, such as by user entry or selection of one or
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more queries or commands, such as through a graph user
interface (UI). Further, such queries and commands may be
configured to provide for the extraction of one or more
insights based on a graph, and the contents thereof, where
insights may be natural-language descriptions of graph
features, such as “entity A is accessible from entity B via
port X through entities C and D.” Examples of commands or
queries applicable to unified graphs, such as may be gener-
ated at S240, include, without limitation, Ul queries, back-
end queries, graph algorithms, and the like, as well as any
combination thereof.

Further, in an embodiment, a graph may be configured to
provide for the execution of various user-defined com-
mands, queries, instructions, and the like, where such user-
defined commands may include, as an example and without
limitation, a custom alert configured to generate a notifica-
tion upon identification of an undesirable feature of a
network graph, such as an unsecured internet connection.

As an example, where a graph database includes separate
tables of virtual machines, databases, and proxy entities
included in a network, where the graph database is config-
ured to include connections between entries in the same
table, as well as entries in different tables, execution of S240
may include the generation of one or more graphs repre-
senting the contents of the graph database. The graph
generated to represent the graph database, at S240, may
include multiple graph vertices, where each graph vertex
corresponds to an entry in a table of the graph database, as
well as graph edges linking the various vertices, where each
graph edge corresponds with a relationship between two
entries in the graph database.

In an embodiment, the various graph vertices, and inter-
connecting graph edges, may be configured to include one or
more descriptive data features. The descriptive data features
may be configured to provide representation for one or more
properties of the entities or connections corresponding with
the various graph vertices and edges, such properties includ-
ing, without limitation, entity names, addresses, types, con-
figurations, edge direction, and the like, as well as any
combination thereof.

At S250, the generated network graph is stored in a graph
database. Storage of a graph object at S250 may include
storage of a graph object as a unified representation of
network or environment entities, and relationships therebe-
tween, providing for functionalities including, without limi-
tation, execution of unified queries across graphs or graph
elements, execution of unified graph management com-
mands or instructions, other, like, functionalities, and any
combination thereof.

In an embodiment, providing a unified representation for
network objects, and generation of the network graph,
allows for querying of the graph using a simplified and
unified set of queries, configuring network entities using a
simplified and unified set of comments, and generating
insights with respect to the network entities included in the
environment.

In yet another embodiment, the network graph may be
utilized to generate and return a graph visualization at S250.
A graph visualization is a visual representation of the
network graph.

The graph visualization may be generated by, for
example, generation of one or more visual overlays, pre-
sentations, or other, like, representations of graph data, such
as the visualization described with respect to FIG. 3, below.
Such generation of visual representations of graph data may
include the generation of visual representations where graph
vertices are depicted as points, nodes, or other, like, discrete,
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visual indications, and where graph edges are depicted as
visible interconnections between such points, nodes, and the
like, such as lines. Further, generation of such visual repre-
sentations may include labeling, tagging, or otherwise asso-
ciating the depicted vertices and edges with one or more
visual descriptors, where such visual descriptors may be
configured to provide information including, without limi-
tation, element names, types, statuses, edge directionality,
and the like, as well as any combination thereof. In an
embodiment, such visual descriptors may be configured to
display upon selection of a graph element, such as by
clicking an element with a computer mouse during presen-
tation of a visualization through a graph visualization pre-
sentation platform.

The graph visualization, as may be generated and returned
at S250, may be configured to provide for one or more
functionalities including, without limitation, visualization of
network, cloud, or environment elements and connections,
user interactivity, such as by clicking elements or connec-
tions to display relevant information, searching or querying
of graph elements or underlying graph data features, and the
like, as well as any combination thereof. An example of a
graph visualization is described with respect to FIG. 3,
below.

FIG. 3 is an example of a network graph visualization
300, according to an embodiment. The example network
graph visualization 300 is generated as a visual representa-
tion of a network, cloud, environment, or the like, where
such generation is described with respect to S250, above,
and where the visualization is presented through a network
graph visualization utility. A network graph visualization
utility may be an application, interface, or other, like, means
of providing a visual representation of a network graph
visualization 300, and the like, where the provided network
graph visualization 300 may include various interactive
features, as described hereinbelow. A network graph visu-
alization utility may be configured as, as examples and
without limitation, a web interface, an application or execut-
able installed on a user or administrator device, other, like,
configurations, and any combination thereof.

The network graph visualization 300 of FIG. 3 is a
network graph visualization representing a network, such as
the networks described hereinabove, where the various
entities, systems, devices, components, and the like, of the
network are represented as visualizations of graph vertices
310, and where such nodes are variously interconnected by
visualizations of graph edges 320, representing connections
between the various entities, systems, devices, components,
and the like. It may be understood that while only one graph
vertex visualization 310 and one graph edge visualization
320 are labeled for purposes of simplicity, other, like, vertex
visualizations 310 and edge visualizations 320 may be so
labeled without loss of generality or departure from the
scope of the disclosure.

The network graph visualization 300, and corresponding
network graph visualization utility, may be configured to
provide for various interactive functionalities. In an embodi-
ment, where a user interacts with a graph vertex visualiza-
tion 310, such as by clicking the graph vertex visualization
310 with a mouse or tapping the graph vertex visualization
310 through a touchscreen, the graph visualization utility
may be configured to display a graph vertex overview pane
315. The graph vertex overview pane 315 may be an
information panel, including data relating to the given graph
vertex visualization 310 and describing various entity data
features, such as those object data features collected at S210
of FIG. 2, above. The graph vertex overview pane 315 may
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be configured to provide information relating to the various
vertex visualizations 310 including, as examples and with-
out limitation, object names, types, statuses, relevant meta-
data, and the like, as well as any combination thereof.

In addition, the network graph visualization 300, and
corresponding network graph visualization utility, may be
configured to provide for the selection of one or more graph
visualization 300 views. A graph visualization 300 view is a
selective presentation of one or more aspects of a graph
visualization 300, including selection of, as examples and
without limitation, entities and connections external to a
specified network, cloud, environment, or the like, entities
and connections included in a first network of a cloud
environment, entities and connections relevant to a specified
product, service, process, or the like, entities and connec-
tions having one or more specified criteria, and the like, as
well as any combination thereof. A network graph visual-
ization, and the corresponding network graph utility, may be
configured to provide such views by one or more means
including, without limitation, generation of displays includ-
ing only relevant objects and connections, generation of
displays including application of identifying highlights,
shading, or the like, to such relevant entities and connec-
tions, other, like, means, and any combination thereof.

Further, the network graph visualization 300, and corre-
sponding network graph visualization utility, may be con-
figured to include a search tool 330, providing for location
and selection of one or more user-specified graph vertex
visualizations 310 or graph edge visualizations 320 within
the graph. The search tool 330 may be configured to provide
for search functionality based on one or more user specifi-
cations including, as examples and without limitation, entity
or connection names, types, IDs, statuses, labels or tags
associated with various elements of the network graph
visualization 300, and the like, as well as any combination
thereof. Further, the search tool 330 may be configured to
provide for the execution of one or more compound queries,
such as queries relating to objects or connections including
multiple attributes, each attribute matching an element of the
query. The search tool 330 may be further configured to
provide for the execution of one or more searches or queries,
as described herein, including, without limitation, complex
queries, as described, to or on one or more views, such as
those views described hereinabove. In addition, the network
graph visualization 300, and corresponding network graph
visualization utility, may be configured to include a help tool
340, providing for display of one or more resources related
to the network graph visualization 300 and network graph
visualization utility.

It should be noted that a network graph visualization 300,
shown in FIG. 3, provides a visual representation of graph
data, where such data may be provided in other formats
including, without limitation, tables, charts, other, non-
visual, data organization formats, lists of entities, other, like,
formats, and any combination thereof.

FIG. 4 is an illustration 400 of the genericization of a
network entity, utilized to describe the various embodi-
ments. The illustration 400 includes a specific object 410
and a generic object 420, where the generic object corre-
sponds to the specific object 410. The specific object is a
network entity including one or more known properties
412-1 through 412-N (hereinafter referred to as “specific
object property” 412 or “specific object properties” 412),
where each specific object property 412 includes a value
414-1 through 414-N (hereinafter referred to as “specific
object property value” 414 or “specific object property
values). The generic object 420 is a network entity generated
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by one or more means, including, without limitation, the
genericization processes described with respect to FIG. 2,
above. The generic object 420 includes one or more prop-
erties 422-1 through 422-N (hereinafter referred to as
“generic object property” 422 or “generic object properties”
422), where each generic object property 422 includes a
value 424-1 through 424-N (hereinafter referred to as
“generic object property value” 424 or “generic object
property values” 424). As is applicable to the specific object
properties 412, the specific object property values 414, the
generic object properties 422, and the generic object prop-
erty values 424, “N” is an integer having a value greater than
one.

The genericization of an object, as depicted in the illus-
tration 400, is the process of generating a generic object 420
from a specific object 410. The genericization of an object
may be achieved using the method described with respect to
FIG. 2, other, like, methods, and any combination thereof.
The generated generic object 420 is a network entity having
a type similar or identical to the type of the specific object
410 and including one or more generic object properties 422
similar or identical to the specific object properties 412. The
generic object 420 may be generated according to one or
more pre-defined or user-defined formats, schemas, tem-
plates, and the like, providing for inclusion of one or more
generic object properties 422 for generic objects 420 of a
given type. The generic object property values 424 may be
values populated, during genericization, based on the cor-
responding specific object property values 414. Further,
generic object property values 424 may be pre-defined or
user-defined, such as in a template, schema, or the like, from
which the generic object 420 is generated, providing for
population of generic object property values 424 with one or
more default or pre-configured values.

As an example, where a specific object 410 is genericized,
such as during the execution of the method described with
respect to FIG. 2, a generic object 420 may be generated
during genericization. The generated generic object 420 may
be of the same type as the specific object 410, such as, for
example, a firewall entity. Where the generic object 420 is
generated based on a template firewall entity, the generic
object 420 may include one or more pre-configured generic
object properties 422, such as, as examples and without
limitation, firewall rules, firewall addresses, firewall port
configurations, firewall connection configurations, and the
like, as well as any combination thereof. During generici-
zation, the generic object property values 424 may be
populated based on the corresponding specific object prop-
erty values 414, such as specific object 410 firewall rules,
specific object 410 firewall addresses, specific object 410
firewall port configurations, specific object 410 firewall
connection configurations, and the like. Where, according to
the same example, the generic object 420 includes one or
more generic object properties 422 corresponding to specific
object properties 412 which are not defined in the specific
object 410, or for which specific object property values 414
are not defined, genericization may include the population of
generic object property values 424 with values pre-defined
in the template or format from which the generic object 420
is generated.

FIG. 5A is an example interactive graph analysis platform
500, provided through a user interface (UI), according to an
embodiment. The example platform 500 provides for user
interaction with one or more graph analysis tools through a
user device configured to execute the Ul, where such a user
device may be, as examples and without limitation, a
personal computer, a tablet computer, a smartphone, other,
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like, devices, as well as various combinations thereof. The
example platform 500 includes a query construction pane
510, including a query construction tool 515, as well as a
per-query unique return display 520, the per-query unique
return display including several query return columns 522-1
through 522-4 (hereinafter, “query return column” 522 or
“query return columns” 522).

The query construction pane 510 is a feature of a graph
analysis platform, providing for display of the query con-
struction tool 515. The query construction pane 510 may be
of a fixed size relative to the graph analysis platform, or may,
in an embodiment, be dynamically re-sized based on one or
more factors including, without limitation, user re-size com-
mands, automatic resizing based on the properties of the
query construction tool, such as the number of queries
included in a compound query constructed therein, as well
as other, like, bases, and any combination thereof.

The query construction tool 515 is an interactive graph
analysis tool, providing for user interaction with data
included in a graph, such as graphs generated as described
herein, on a visual basis. The query construction tool 515
may be configured to accept one or more inputs, which
inputs may be, upon execution of a query by a graph analysis
system, or other, similar, component, device, system, or the
like, configured to provide various graph analysis function-
alities, automatically translated into one or more graph-
search queries, instructions, commands, or the like, provid-
ing for development of compound queries via the tool’s 515
visual interface.

Graph-search queries, instructions, commands, or the
like, are graph-specific functions providing for the identifi-
cation of one or more entities, or other, similar graph
elements, based on the various input parameters specified by
a user via the tool 515. Graph-search queries, and the like,
as are applicable to the automated retrieval of graph infor-
mation based on input parameters, are queries, instructions,
commands, and the like, generated and structured in one or
more formats or languages specific to the structure or format
of a graph, such as, as examples and without limitation,
JavaScript Object Notation (JSON) queries, other, like,
queries, and any combination thereof. Graph-search queries
may be configured to accept one or more input parameters,
to traverse one or more graphs and identify elements thereof
matching the input parameters when executed by a graph
analysis system or other, like, system, and to return the one
or more identified graph elements. Graph search queries may
be generated via one or more means including, without
limitation, user-generation by development of specific que-
ries in query formats, conversion of user input selections,
such as through the query construction tool 515, into query
formats, by other, like, means, and any combination thereof.

The query construction tool 515 may be configured to
provide for user selection of one or more graph query
criteria, including query criteria corresponding to designated
query search and filter refinements. Query search refine-
ments are top-layer query search criteria, providing for
selection of one or more graph entities or elements matching
one or more specifications, such specifications including, as
an example and without limitation, a type of computing
entities. Query filter refinements are lower-layer query
search criteria, providing for selection of filtered graph
entities or elements, from the group of entities or elements
relevant to a given query search refinement, where such
filtered graph entities or elements may be filtered on the
basis of one or more factors or attributes including, without
limitation, entity or element names, types, addresses, con-
nection types, entity or element locations or groups, other,
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like, factors or attributes, and any combination thereof. The
query construction tool 515 may be configured to provide
for user generation of compound queries, wherein com-
pound queries are queries including a search refinement and
one or more filter refinements, providing for identification
and selection of graph entities or elements including one or
more properties or attributes, wherein such properties or
attributes are those specified in the compound query.

The per-query unique return display 520 is an information
pane configured to provide visual displays of graph infor-
mation relevant to the query or queries generated via the
query construction tool 515. The per-query unique return
display is configured to automatically generate, upon return
of graph information relevant to an executed graph query,
one or more query return columns 522-1 through 522-4. The
query return columns 522 are columns including informa-
tion entries, wherein the information entries included in each
column correspond with the various properties or attributes
of one or more graph entities or elements returned in
response to the execution of a graph query. Examples of
query return columns, described by the columns’ respective
headers, include, without limitation, graph entity or element
names, relevant cloud platforms, internet accessibility sta-
tuses, and the like, as well as any combination thereof.

Although only four query return columns 522-1 through
522-4 are shown in the example platform 500 for purposes
of simplicity, it may be understood that one or more of such
columns may be likewise relevant to an executed query
without loss of generality or departure from the scope of the
disclosure.

As an example, according to the platform 500 described
with respect to FIG. 5A, a graph search query may be
generated based on a user’s selection of query inputs pro-
viding for a search for databases or virtual machines (VMs)
which contain network interfaces, which are inside subnets,
which are inside virtual networks with one or more user-
specified names, which are connected to one or more peering
connections, and which are peered to a virtual network with
a specified name. Based on the identification of graph
elements or entities including the attributes specified in the
compound query developed through the query construction
tool 515, the platform 500 may be configured to return a set
of virtual machines and databases matching the described
query, and to, through the per-query unique return display
520, display various attributes of each database or virtual
machine identified.

FIG. 5B is an example interactive graph analysis platform
550, provided through a user interface (UI), according to an
embodiment. The example platform 550 provides for user
interaction with one or more graph analysis tools through a
user device configured to execute the UI, where such a user
device may be, as examples and without limitation, a
personal computer, a tablet computer, a smartphone, other,
like, devices, as well as various combinations thereof. The
example platform 550 includes a query construction pane
510, including a query construction tool 515, as well as a
per-query unique return display 530, the per-query unique
return display including several query return columns 532-1
through 532-5 (hereinafter, “query return column” 532 or
“query return columns” 532).

The query construction pane 510 is a feature of a graph
analysis platform, providing for display of the query con-
struction tool 515. The query construction pane 510 may be
of a fixed size relative to the graph analysis platform, or may,
in an embodiment, be dynamically re-sized based on one or
more factors including, without limitation, user re-size com-
mands, automatic resizing based on the properties of the
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query construction tool, such as the number of queries
included in a compound query constructed therein, as well
as other, like, bases, and any combination thereof.

The query construction tool 515 is an interactive graph
analysis tool, providing for user interaction with data
included in a graph, such as graphs generated as described
herein, on a visual basis. The query construction tool 515
may be configured to accept one or more inputs, which
inputs may be, upon execution of a query by a graph analysis
system, or other, similar, component, device, system, or the
like, configured to provide various graph analysis function-
alities, automatically translated into one or more graph-
search queries, instructions, commands, or the like, provid-
ing for development of compound queries via the tool’s 515
visual interface.

Graph-search queries, instructions, commands, or the
like, are graph-specific functions providing for the identifi-
cation of one or more entities, or other, similar graph
elements, based on the various input parameters specified by
a user via the tool 515. Graph-search queries, and the like,
as are applicable to the automated retrieval of graph infor-
mation based on input parameters, are queries, instructions,
commands, and the like, generated and structured in one or
more formats or languages specific to the structure or format
of a graph, such as, as examples and without limitation,
JavaScript Object Notation (JSON) queries, other, like,
queries, and any combination thereof. Graph-search queries
may be configured to accept one or more input parameters,
to traverse one or more graphs and identify elements thereof
matching the input parameters when executed by a graph
analysis system or other, like, system, and to return the one
or more identified graph elements. Graph search queries may
be generated via one or more means including, without
limitation, user-generation by development of specific que-
ries in query formats, conversion of user input selections,
such as through the query construction tool 515, into query
formats, by other, like, means, and any combination thereof.

The query construction tool 515 may be configured to
provide for user selection of one or more graph query
criteria, including query criteria corresponding to designated
query search and filter refinements. Query search refine-
ments are top-layer query search criteria, providing for
selection of one or more graph entities or elements matching
one or more specifications, such specifications including, as
an example and without limitation, a type of computing
entity. Query filter refinements are lower-layer query search
criteria, providing for selection of filtered graph entities or
elements, from the group of entities or elements relevant to
a given query search refinement, where such filtered graph
entities or elements may be filtered on the basis of one or
more factors or attributes including, without limitation,
entity or element names, types, addresses, connection types,
entity or element locations or groups, other, like, factors or
attributes, and any combination thereof. The query construc-
tion tool 515 may be configured to provide for user genera-
tion of compound queries, wherein compound queries are
queries including a search refinement and one or more filter
refinements, providing for identification and selection of
graph entities or elements including one or more properties
or attributes, wherein such properties or attributes are those
specified in the compound query.

The per-query unique return display 530 is an information
pane configured to provide visual displays of graph infor-
mation relevant to the query or queries generated via the
query construction tool 515. The per-query unique return
display is configured to automatically generate, upon return
of graph information relevant to an executed graph query,
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one or more query return columns 532-1 through 532-5. The
query return columns 532 are columns including informa-
tion entries, wherein the information entries included in each
column correspond with the various properties or attributes
of one or more graph entities or elements returned in
response to the execution of a graph query. Examples of
query return columns, described by the columns’ respective
headers, include, without limitation, graph entity or element
names, relevant network interfaces, relevant subnets, rel-
evant virtual networks, relevant gateways, and the like, as
well as any combination thereof.

Although only five query return columns 532-1 through
532-5 are shown in the example platform 550 for purposes
of simplicity, it may be understood that one or more of such
columns may be likewise relevant to an executed query
without loss of generality or departure from the scope of the
disclosure.

As an example, according to the platform 550 described
with respect to FIG. 5B, a graph search query may be
generated based on a user’s selection of query inputs pro-
viding for a search for virtual machines (VMs) which
contain network interfaces, which are inside subnets, which
are inside virtual networks, which contain internet gateways,
where the virtual network network address is public, and
where the virtual network includes a network security rule
which specifies connection allowance for a given source
address. Based on the identification of graph elements or
entities including the attributes specified in the compound
query developed through the query construction tool 515,
the platform 530 may be configured to return a set of virtual
machines matching the described query, and to, through the
per-query unique return display 530, display various attri-
butes of each virtual machine identified.

FIG. 6 is an example hardware block diagram 600 depict-
ing a graph analysis system 150, according to an embodi-
ment. The graph analysis system 150 includes a processing
circuitry 610 coupled to a memory 620, a storage 630, and
a network interface 640. In an embodiment, the components
of the graph analysis system 150 may be communicatively
connected via a bus 650.

The processing circuitry 610 may be realized as one or
more hardware logic components and circuits. For example,
and without limitation, illustrative types of hardware logic
components that can be used include field programmable
gate arrays (FPGAs), application-specific integrated circuits
(ASICs), Application-specific standard products (ASSPs),
system-on-a-chip systems (SOCs), graphics processing units
(GPUs), tensor processing units (TPUs), general-purpose
microprocessors, microcontrollers, digital signal processors
(DSPs), and the like, or any other hardware logic compo-
nents that can perform calculations or other manipulations of
information.

The memory 620 may be volatile (e.g., random access
memory, etc.), non-volatile (e.g., read only memory, flash
memory, etc.), or a combination thereof.

In one configuration, software for implementing one or
more embodiments disclosed herein may be stored in the
storage 630. In another configuration, the memory 620 is
configured to store such software. Software shall be con-
strued broadly to mean any type of instructions, whether
referred to as software, firmware, middleware, microcode,
hardware description language, or otherwise. Instructions
may include code (e.g., in source code format, binary code
format, executable code format, or any other suitable format
of code). The instructions, when executed by the processing
circuitry 510, cause the processing circuitry 610 to perform
the various processes described herein.
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The storage 630 may be magnetic storage, optical storage,
and the like, and may be realized, for example, as flash
memory or another memory technology, compact disk-read
only memory (CD-ROM), Digital Versatile Disks (DVDs),
or any other medium which can be used to store the desired
information.

The network interface 640 allows the graph analysis
system 150 to communicate with the various components,
devices, and systems described herein for generation of
unified graph models for network entities, as well as other,
like, purposes.

It should be understood that the embodiments described
herein are not limited to the specific architecture illustrated
in FIG. 6, and other architectures may be equally used
without departing from the scope of the disclosed embodi-
ments.

It should be noted that the computer-readable instructions
may be construed broadly to mean any type of instructions,
whether referred to as software, firmware, middleware,
microcode, hardware description language, or otherwise.
Instructions may include code, such as in source code
format, binary code format, executable code format, or any
other suitable format of code. The instructions, when
executed by the circuitry, cause the circuitry to perform the
various processes described herein.

The various embodiments disclosed herein can be imple-
mented as hardware, firmware, software, or any combination
thereof. Moreover, the software is preferably implemented
as an application program tangibly embodied on a program
storage unit or computer readable medium consisting of
parts, or of certain devices and/or a combination of devices.
The application program may be uploaded to, and executed
by, a machine comprising any suitable architecture. Prefer-
ably, the machine is implemented on a computer platform
having hardware such as one or more central processing
units (CPUs), a memory, and input/output interfaces. The
computer platform may also include an operating system
and microinstruction code. The various processes and func-
tions described herein may be either part of the microin-
struction code or part of the application program, or any
combination thereof, which may be executed by a CPU,
whether or not such a computer or processor is explicitly
shown. In addition, various other peripheral units may be
connected to the computer platform, such as an additional
data storage unit and a printing unit. Furthermore, a non-
transitory computer readable medium is any computer read-
able medium except for a transitory propagating signal.

As used herein, the phrase “at least one of” followed by
a listing of items means that any of the listed items can be
utilized individually, or any combination of two or more of
the listed items can be utilized. For example, if a system is
described as including “at least one of A, B, and C,” the
system can include A alone; B alone; C alone; A and B in
combination; B and C in combination; A and C in combi-
nation; or A, B, and C in combination.

All examples and conditional language recited herein are
intended for pedagogical purposes to aid the reader in
understanding the principles of the disclosed embodiment
and the concepts contributed by the inventor to furthering
the art, and are to be construed as being without limitation
to such specifically recited examples and conditions. More-
over, all statements herein reciting principles, aspects, and
embodiments of the disclosed embodiments, as well as
specific examples thereof, are intended to encompass both
structural and functional equivalents thereof. Additionally, it
is intended that such equivalents include both currently
known equivalents as well as equivalents developed in the
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future, i.e., any elements developed that perform the same
function, regardless of structure.

What is claimed is:
1. A method for generation of unified graph models for
network entities, comprising:
collecting, for each network entity of a plurality of
network entities, network entity data, wherein the net-
work entity data collected for a network entity includes
at least a network entity property, wherein the plurality
of network entities are deployed in a plurality of cloud
computing platforms;
genericizing each of the network entities based on the
respective collected network entity data to generate a
plurality of generic network entities, wherein a generic
network entity includes a generic representation of
respective network entities from different cloud com-
puting platforms of the plurality of cloud computing
platforms;
generating at least a network graph, wherein the generated
network graph is a multi-dimensional data structure
providing a representation of the plurality of generic
network entities and relations between the generic
network entities of the plurality of network entities; and

creating at least one imputed entity, wherein the at least
one imputed entity is a generic network entity repre-
senting an executed platform functionality, and wherein
the executed platform functionality is different than a
network entity; and

storing the generated network graph.

2. The method of claim 1, wherein the network entity
property relates to at least one of: a network entity type, a
network entity class, a network entity category, and a
network entity configuration.

3. The method of claim 1, wherein genericizing each of
the network entities further comprises:

generating a new generic network entity, wherein the new

generic network entity includes at least a network entity
property of network entities.

4. The method of claim 1,

wherein a new generic network entity includes at least a

network entity property of at least one network entity.

5. The method of claim 1, wherein creating at least one
imputed entity comprises:

identifying at least one cloud computing platform of the

plurality of cloud computing platforms or environment
functionality which corresponds with a functionality of
a generic network entity.

6. The method of claim 5, wherein the generated network
graph is a unified representation of the plurality of network
entities including the imputed network entities and the
generic network entities.

7. The method of claim 1, wherein the generated network
graph includes at least one graph vertex, wherein the at least
one graph vertex represents at least one of: a network entity,
a generic entity, and an imputed entity.

8. The method of claim 7, wherein the at least one graph
vertex includes at least a property label, wherein the at least
a property label includes at least a description of a property
of the at least one graph vertex.

9. The method of claim 7, wherein the generated at least
a network graph includes at least one graph edge, wherein
the at least one graph edge is a connection between two
graph vertices, and wherein the at least one graph edge
represents a relationship between two connected entities,
wherein a connected entity is at least one of: a network
entity, a generic entity, and an imputed entity.
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10. The method of claim 9, wherein the at least one graph
edge includes at least one of: a property label, and a
directionality indicator, wherein a property label includes at
least a description of a property of the at least one graph
edge, and wherein a directionality indicator includes at least
a description of a direction of the at least one graph edge.

11. The method of claim 1, wherein storing the generated
network graph further comprises:

returning at least a visualization of the generated at least

one network graph.

12. The method of claim 1, wherein storing the generated
at network graph further comprises:

storing the generated network graph in a graph database.

13. The method of claim 1, wherein a network entity of
the plurality of network entities includes any one of: a
private endpoint, a transit gateway, a tag-based ruleset, an
entity configured to implement a tag-based ruleset, a con-
tainer-management service, a container-management appli-
cation, a third-party container, a third-party image, a web-
access firewall, a firewall implementation, a multi-entity
connection, a cross-entity connection, a container manager,
and a container manager connection.

14. A non-transitory computer readable medium having
stored thereon instructions for causing a processing circuitry
to execute a process for generation of unified graph models
for network entities, the process comprising:

collecting, for each network entity of a plurality of

network entities, network entity data, wherein the net-
work entity data collected for a network entity includes
at least a network entity property, wherein the plurality
of network entities are deployed in a plurality of cloud
computing platforms;

genericizing each of the network entities based on the

respective collected network entity data to generate a
plurality of generic network entities, wherein a generic
network entity includes a generic representation of
respective network entities from different cloud com-
puting platforms of the plurality of cloud computing
platforms;

generating at least a network graph, wherein the generated

network graph is a multi-dimensional data structure
providing a representation of the plurality of generic
network entities and relations between the network
entities of the plurality of network entities;

creating at least one imputed entity, wherein the at least

one imputed entity is a generic network entity repre-
senting an executed platform functionality, and wherein
the executed platform functionality is different than a
network entity; and

storing the generated network graph.

15. A system for generating unified graph models for
network entities, comprising:

a processing circuitry; and

a memory, the memory containing instructions that, when

executed by the processing circuitry, configure the
system to:

collect, for each network entity of a plurality of network

entities, network entity data, wherein the network entity
data collected for a network entity includes at least a
network entity property, wherein the plurality of net-
work entities are deployed in a plurality of cloud
computing platforms;

genericize each of the network entities based on the

respective collected network entity data to generate a
plurality of generic network entities, wherein a generic
network entity includes a generic representation of
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respective network entities from different cloud com-
puting platforms of the plurality of cloud computing
platforms;

generate at least a network graph, wherein the generated

network graph is a multi-dimensional data structure
providing a representation of the plurality of network
entities and relations between the network entities of
the plurality of network entities;

creating at least one imputed entity, wherein the at least

one imputed entity is a generic network entity repre-
senting an executed platform functionality, and wherein
the executed platform functionality is different than a
network entity; and

store the generated network graph.

16. The system of claim 15, wherein the network entity
property relates to at least one of: a network entity type, a
network entity class, a network entity category, and a
network entity configuration.

17. The system of claim 15, wherein the system is further
configured to:

generate a new generic network entity, wherein the new

generic network entity includes at least a network entity
property of network entities.

18. The system of claim 15,

wherein a new generic network entity includes at least a

network entity property of at least one network entity.

19. The system of claim 15, wherein the system is further
configured to:

identify at least one cloud computing platform of the

plurality of cloud computing platforms or environment
functionality which corresponds with a functionality of
a generic network entity.

20. The system of claim 19, wherein the generated net-
work graph is a unified representation of the plurality of
network entities including the imputed network entities and
the generic network entities.

21. The system of claim 15, wherein the generated at least
a network graph includes at least one graph vertex, wherein
the at least one graph vertex represents at least one of: a
network entity, a generic entity, and an imputed entity.

22. The system of claim 21, wherein the at least one graph
vertex includes at least a property label, wherein the at least
a property label includes at least a description of a property
of the at least one graph vertex.

23. The system of claim 21, wherein the generated at least
a network graph includes at least one graph edge, wherein
the at least one graph edge is a connection between two
graph vertices, and wherein the at least one graph edge
represents a relationship between two connected entities,
wherein a connected entity is at least one of: a network
entity, a generic entity, and an imputed entity.

24. The system of claim 23, wherein the at least one graph
edge includes at least one of: a property label, and a
directionality indicator, wherein a property label includes at
least a description of a property of the at least one graph
edge, and wherein a directionality indicator includes at least
a description of a direction of the at least one graph edge.

25. The system of claim 15, wherein the system is further
configured to:

return at least a visualization of the network graph.

26. The system of claim 15, wherein the system is further
configured to:

store the generated network graph in a graph database.

27. The system of claim 15, wherein a network entity of
the plurality of network entities includes any one of: a
private endpoint, a transit gateway, a tag-based ruleset, an
entity configured to implement a tag-based ruleset, a con-
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tainer-management service, a container-management appli-
cation, a third-party container, a third-party image, a web-
access firewall, a firewall implementation, a multi-entity
connection, a cross-entity connection, a container managet,
and a container manager connection. 5

28. The method of claim 3, wherein the generic network
entity represents at least an entity configured to apply
security rules.

29. The system of claim 17, wherein the generic network
entity represents at least an entity configured to apply 10
security rules.
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