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( 57 ) ABSTRACT 
Computer systems and methods generate a stochastic cat 
egorical autoencoder learning network ( SCAN ) . The SCAN 
is trained to have an encoder network that outputs , subject 
to one or more constraints , parameters for parametric prob 
ability distributions of sample random variables from input 
data . The parameters comprise measures of central tendency 
and measures of dispersion . The one or more constraints 
comprise a first constraint that constrains a measure of a 
magnitude of a vector of the measures of central tendency as 
compared to a measure of a magnitude of a vector of the 
measures of dispersion . Thereafter , the sample random vari 
ables are generated from the parameters and a decoder is 
trained to output the input data from the sample random 
variables . 
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Figure 1 
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Figure 2 . 
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Figure 3 
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Figure 4A 
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Figure 6 
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STOCHASTIC CATEGORICAL 
AUTOENCODER NETWORK 

better able to represent multiple distinct latent data classes or 
clusters . At the same time , they do not suffer from mode 
collapse or identical copying of training data , the way GANS 
can . These and other benefits of the present invention will be 
apparent from the description that follows . 

PRIORITY CLAIM 
[ 0001 ] The present application claims priority to U . S . 
provisional patent application Ser . No . 62 / 564 , 754 , entitled 
“ Aggressive Development with Cooperative Generators , " 
filed Sep . 28 , 2017 , ( “ the ’ 754 Provisional Application ” ) , 
which is incorporated herein by reference in its entirety . 

BACKGROUND 
[ 0002 ] Two methods , Variational Autoencoders ( VAES ) 
and Generative Adversarial Networks ( GANs ) , have 
emerged as leading techniques for generative modeling 
within artificial intelligence and deep learning . Generative 
modeling is an active and growing subfield within unsuper 
vised and semi - supervised machine learning . The goal of 
generative models is to represent the latent variables that 
describe a data distribution that can produce or reproduce 
data examples in high - dimensional space . One typical 
example is images , where generative models can be used to 
produce new images that appear realistic and are highly 
similar to those in a set of training examples , without exactly 
reproducing the existing images on which the generative 
model was trained . Trained with stochastic gradient descent 
in coordination with deep neural networks that serve as 
universal function approximators , VAEs and GANs can be 
used to generate many types of realistic data . 
[ 0003 ] A key aspect of generative models is that they 
should not simply reproduce data examples used in training , 
but should be able to generate novel data that is similar to , 
but different from , any example in the training set . VAES 
attempt to achieve this objective by simultaneously mini 
mizing divergence between generated data and source data 
and minimizing divergence between latent variables in a 
stochastic layer and unit Gaussians or other simple statistical 
distribution . This latter source of regularization has the 
effect of compressing differences between the latent vari 
ables , an undesirable feature when data is drawn from 
multiple categorical distributions . GANs are designed to 
produce sharp , highly - realistic images through an iterative 
competition between a generator and a discriminator that 
attempts to distinguish between real data and generated data . 
GANs frequently suffer from mode collapse , where the 
GAN generates representatives of only a small proper subset 
of the modes of a multi - modal distribution , in some cases 
generating representatives of only a single mode . This 
reduces diversity among generated data and limits the use 
fulness of GANs in some applications . 

FIGURES 
[ 0005 ] Various embodiments of the present invention are 
described herein by way of example in connection with the 
following figures , wherein : 
[ 00061 FIG . 1 illustrates a block diagram of a stochastic 
categorical autoencoder network , according to one aspect of 
this disclosure ; 
[ 0007 ] FIG . 2 illustrates a block diagram of an enhanced 
stochastic categorical autoencoder network , according to 
one aspect of this disclosure ; 
[ 0008 ] FIG . 3 illustrates a block diagram of several types 
of autoencoder networks that are fed data via a generator , 
according to one aspect of this disclosure ; 
[ 0009 ] FIG . 4 is a diagram of computer system that may 
be used to implement various embodiments , according to 
one aspect of this disclosure ; 
[ 0010 ] FIG . 4A illustrates a block diagram of a stochastic 
categorical autoencoder network with degradation regres 
sion , according to one aspect of this disclosure ; 
[ 0011 ] FIG . 5 is a diagram illustrating a deep neural 
network of the type that might be used in various aspects of 
various embodiments of the invention ; and 
[ 0012 ] FIG . 6 is a flow chart of an aspect of the invention 
that may be used in various embodiments . 

DETAILED DESCRIPTION 
[ 0013 ] Many components of the current invention are 
neural networks . Before explaining further the components 
of the current invention , a summary explanation of neural 
networks is provided . A diagram of an example neural 
network is shown in FIG . 5 . As shown in this figure , a neural 
network is a collection of nodes and directed arcs . The nodes 
in a neural network are often organized into layers . In a 
feed - forward neural network , the layers may be numbered 
from bottom to top , when diagramed as in FIG . 5 . Each 
directed arc in a layered feed - forward neural network goes 
from a source node in a lower layer to a destination node in 
a higher layer . The feed - forward neural network shown in 
FIG . 5 has an input layer , an output layer , and three inner 
layers . An inner layer in a neural network is also called a 
" hidden " layer . Each directed arc is associated with a 
numerical value called its " weight . " Typically , each node 
other than an input node is associated with a numerical value 
called its " bias . ” The weights and biases of a neural network 
are called “ learned ” parameters . During training , the values 
of the learned parameters are adjusted by a computer system 
such as the computer system 400 shown in FIG . 4 . Other 
parameters that control the training process are called hyper 
parameters . 
[ 0014 ] A feed - forward neural network may be trained by 
the computer system 400 using an iterative process of 
stochastic gradient descent with one iterative update of the 
learned parameters for each minibatch . The full batch of 
training data is typically arranged into a set of smaller , 
disjoint sets called minibatches . An epoch comprises the 
computer system 400 doing a stochastic gradient descent 
update for each minibatch contained in the full batch of 

SUMMARY 
[ 0004 ] The present invention , in one general aspect , is 
designed to overcome these and other limitations in VAES 
and GANs by using a new type of autoencoder network , 
referred to herein as " Stochastic Categorical Autoencoder 
Networks ” or “ SCANS . ” SCANs , as described herein , are 
similar to VAEs in that they comprise an encoder , a stochas 
tic representation layer , and a decoder , but use a different 
regularization error term and introduce many hyperparam 
eters for detailed control of the stochastic representation 
layer . As such , SCANs can access a much richer parametric 
family of distributions and provide more effective knowl - 
edge transmission from an encoder to a decoder . They are 
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training data . For each minibatch , the computer system 400 
estimates the gradient of the objective for a training data 
item by first computing the activation of each node in the 
network using a feed - forward activation computation . The 
computer system 400 then estimates the partial derivatives 
of the objective with respect to the learned parameters using 
a process called " back - propagation , ” which computes the 
partial derivatives based on the chain rule of calculus , 
proceeding backwards through the layers of the network . 
The processes of stochastic gradient descent , feed - forward 
computation , and back - propagation are well - known to those 
skilled in the art of training neural networks . 
[ 0015 ] Having generally summarized neural networks , 
attention is now directed to FIG . 1 , which shows a block 
diagram of a stochastic categorical autoencoder network 
( SCAN ) according to various embodiments of the present 
invention . A SCAN is a type of autoencoder that can also be 
used as a generator and comprises , as shown in FIG . 1 , an 
encoder 104 and a decoder 106 , and uses the following items 
input data 103 ; a sample of random variables 105 specified 
by the parameters of a parametric probability distribution , 
such as means ( or other measures of central tendency ) 122 , 
standard deviations ( or other measures of dispersion ) 123 , 
and optionally other parameters 124 ; and hyperparameters 
121 for the encoder and decoder networks 104 , 106 . An 
autoencoder is a type of network that is well - known to those 
skilled in the art of deep neural networks . An autoencoder 
network is sometimes said to learn by " unsupervised ” train 
ing , because it does not require labeled training data . More 
precisely , an autoencoder network learns by “ self - super 
vised ” training . The learning of an autoencoder network may 
use stochastic gradient descent training just as in supervised 
training . However , the autoencoder provides its own objec 
tive target , which is just a copy of the input 103 . 
[ 0016 ] In this embodiment as well as in autoencoders in 
general , the input 103 is encoded by an encoder network 104 
to a reduced representation in a bottleneck layer , herein 
represented in the form of sample random variables 105 . In 
an illustrative embodiment , the random variables are repre 
sented as statistically independent random variables with a 
parameter distribution for each random variable . The distri 
butions of the sample random variables 105 are represented 
by parameters related to their respective parametric prob 
ability distributions . Preferably , the parameters of each 
parametric distribution include a measure of central ten 
dency , such as the mean ( 122 ) , and a measure of dispersion , 
such as the standard deviation ( 123 ) and , optionally , other 
parameters ( 124 ) , all controlled by hyperparameters 121 . 
Means ( 122 ) and standard deviations ( 123 ) or variances are 
sufficient parameters , for example , for independent Gauss 
ian random variables . Other examples of parametric distri 
butions are discussed below . The encoder 104 generates the 
probability distribution parameters 122 , 123 , 124 from the 
input data 103 based on the controlling hyperparameters 
121 . The computer system 400 then generates sample ran 
dom variables 105 ( e . g . , through a random number generator 
program ) that adhere to or satisfy the probability distribution 
parameters 122 - 124 for input to the decoder 106 . FIG . 1 
shows that , and the description below assumes that , means 
( 122 ) and standard deviations 123 are used , but in other 
embodiments , other statistics of central tendency than means 
may be used and other dispersion statistics may be used , 
such as variances in lieu of standard deviations . For some 
parametric distributions , for example , Bernoulli distribu 

tions and Poisson distributions , a single distribution param 
eter determines both the mean and the standard deviation . 
Such distributions are discussed as a special case below . It 
should therefore be recognized that the present invention is 
not necessarily limited to the use of means and standard 
deviations . Preferably , when a parametric distribution may 
be represented with parameters representing central ten 
dency and dispersion or with another parametric represen 
tation , a parametric representation with parameters repre 
senting central tendency and dispersion is chosen . For 
example , a uniform distribution over the range [ a , b ] may be 
represented by the two parameters : ( i ) the midrange m = ( a + 
b ) / 2 and ( ii ) the range r = ( b - a ) , rather than by the parameters 
a and b . 
[ 0017 ] Both the encoder 104 and decoder 106 may be 
implemented with neural networks . The statistics 122 , 123 , 
124 ( if any ) are the output layer of the encoder 104 and the 
node activation values in blocks 122 , 123 and 124 ( if any ) 
can also be called “ latent variables ” because their role is 
similar to that of latent variables in probabilistic inference . 
The sample random variables 105 ( akin to a bottleneck 
layer ) that satisfy the statistics 122 - 124 are then decoded by 
a decoder network 106 to produce an output that is as close 
as possible to a copy of the input 103 . The autoencoder 104 
is not in general able to produce an exact copy of the input 
because the sample random variables 105 are significantly 
restricted by the controlling statistics 122 - 124 , preventing 
the autoencoder network 104 from representing the identity 
function . As can be seen in FIG . 1 , a SCAN is similar to a 
deterministic autoencoder , except the bottleneck layer has 
been replaced by stochastic sampling from the probability 
distribution 105 , specified by the parameters of the prob 
ability distribution 122 , 123 , and possibly 124 . A SCAN is 
similar to a VAE , except it uses a different regularization 
error term and introduces many hyperparameters for detailed 
control of the regularization . 
[ 0018 ] Training an autoencoder , including a SCAN , gen 
erally comprises the steps of : obtaining a set of training data ; 
for each item of training data conducting a feed - forward 
pass to compute node activations at each layer and gener 
ating an output from decoder 106 ; comparing the deviation 
of the generated output using the original input as the target ; 
back propagating the error through the network ; and per 
forming weight updates for all network connections . This 
process is well known to those skilled in the art of training 
autoencoders . Various standard techniques are typically 
incorporated into the training procedure , including perform 
ing weight updates after minibatches of training data , incor 
porating momentum into weight updates , weight decay , and 
other regularization procedures . Each of these optional tech 
niques is well known to those skilled in the art of training 
autoencoders . 
[ 0019 ] To avoid the problem of the encoder network 
model simply learning the identity function , an autoencoder 
needs to have some form of restriction in the representa 
tional power of the code layer . In a deterministic autoen 
coder , this restriction typically takes the form of a bottleneck 
layer that requires a reduced representation of the data 
through requiring either ( i ) a much smaller number of nodes 
than the input , or ( ii ) activations of the bottleneck layer that 
are sparse , that is , the non - negligible activations of the nodes 
in the bottleneck layer are restricted to a small subset of 
nodes . VAEs replace the bottleneck layer with a stochastic 
representation of the distribution from which the data is 
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drawn . The loss function used in training a VAE incorporates 
a measure of divergence between reconstructed data and the 
source data as well as a second term representing the 
Kullback - Leibler divergence between the latent variables in 
the stochastic layer and zero - mean unit Gaussians or other 
specified simple statistical distributions . Regularizing the 
latent variables serves the same purpose as the restrictions in 
the bottleneck layer of a deterministic autoencoder , thus 
discouraging simple memorization of the training data . One 
drawback with this approach is that it has the effect of 
reducing differences between the latent variables for differ 
ent categories , decreasing their capacity to differentially 
represent distinct categories or classes in the data . 
[ 0020 ] A SCAN removes the regularization in the latent 
variables of a VAE . As a result , a SCAN generates a much 
richer parametric family of distributions and more effective 
knowledge transmission from the encoder 104 to the 
decoder 106 than does a VAE . Hyperparameters 121 control 
or constrain the latent variables in the stochastic layer . To 
avoid the problem of the encoder network simply learning 
the identity function , a SCAN may have constraints on its 
latent variables . For example , the magnitude of the means or 
other measures of central tendency 122 may be constrained 
relative to the magnitude of the standard deviations or other 
measure of dispersion 123 . Otherwise , the encoder could 
encode an arbitrary amount of information in the means and 
also scale the means to be very large relative to the standard 
deviations . This tactic would produce a network that would , 
in the limit , be equivalent to a deterministic autoencoder 
with no bottleneck . For example , the encoder could simply 
multiply each input by a very large factor S , use those values 
as the means and use a very small value for each standard 
deviation . The decoder could learn to divide each random 
variable by S and get the input values with a very small 
standard deviation . However , like the identity function for a 
deterministic autoencoder , this encoding and decoding strat 
egy would not have learned a useful knowledge represen 
tation . 
[ 0021 ] To prevent such a strategy , it is preferable to 
constrain some measure of the magnitude of the vector of 
means or other measure of central tendency compared to the 
magnitude of the vector of the standard deviations or other 
measure of dispersion . That is , for some norm , the vector of 
means should be constrained to have a norm no greater than 
some specified value , say 1 . 0 , and the vector of standard 
deviations should be constrained to have a norm no less than 
some specified value , say 1 . 0 . Some embodiments use a 
smaller norm for the standard deviations . For example , a 
SCAN used to generate data augmentation for individual 
data examples may use a smaller standard deviation , such as 
0 . 1 . The essential requirement is that both the means and 
standard deviations be constrained such that the means 
cannot grow arbitrarily large relative to the standard devia 
tions ( or other measures of central tendency and dispersion 
if used ) . Note that some parametric distributions , such as the 
Bernoulli distribution and the Poisson distribution , inher 
ently satisfy such a condition , so no extra constraint needs 
to be applied in that case . These distributions do not need to 
have separate parameters ( 123 ) representing the dispersion . 
[ 0022 ] Which vector norm to use is a design decision . 
Some embodiments of present invention can constrain the 
maximum absolute value of the means and the maximum 
absolute value of the standard deviations , that is , use the sup 
norm . Some embodiments can use the L2 norm and con 

strain the square root of average of the squares of the means 
and the square root of average of the squares of the standard 
deviations . Some embodiments can use the L1 norm and 
constrain the average of the absolute values of the means and 
the average of the absolute values of the standard deviations . 
Some embodiments can use a different norm for the means 
than for the standard deviations . Some embodiments can 
constrain the means to have a norm less than or equal to the 
specified constraint , while some embodiments can constrain 
the means to have a norm equal to the specified value . Some 
embodiments can constrain the standard deviations to have 
a norm greater than or equal to the specified value , while 
some can constrain the standard deviations to have a norm 
equal to the specified value . The specified value of each 
norm is controlled by a hyperparameter . Some embodiments 
have a hyperparameter for each mean and each standard 
deviation , whereas some embodiments can use a default 
value , say 1 . 0 , for each norm . 
[ 0023 ] Each of the procedures mentioned in the previous 
paragraph as used with the node activations representing the 
means ( 122 ) can also be done with the node activations 
representing the variances or standard deviations ( 123 ) , and 
vice versa . However , the characteristics and the objectives 
are quite different , so different procedures are preferred . For 
example , the degree to which a generator used for data 
augmentation enhances robustness and encourages general 
ization depends to some extent on the ratio of the standard 
deviation to the mean . For this objective , the individual 
means ( 122 ) or their vector norm should be limited to be less 
than or equal to a specified value , but the individual standard 
deviations should be limited to be greater than or equal to 
some specified value . 
[ 0024 ] Another aspect of the difference between the latent 
variables for the means ( 122 ) and the latent variables for the 
standard deviations ( 123 ) is that the means ( 122 ) are more 
effective than the latent variables for the standard deviations 
( 123 ) at conveying information about the current pattern 
from the encoder 104 to the decoder 106 . 
[ 0025 ] In an illustrative embodiment , each latent variable 
associated with a standard deviation may be treated as a 
hyperparameter , rather than as a learned parameter . Equiva 
lently an associated hyperparameter may specify the value 
of the latent variable . For example , in some embodiments , 
each standard deviation may be set to the value 1 . 0 . The 
means 122 and the encoder 106 then learn to generate the 
desired patterns subject to that constraint . 
0026 ] The best value for the ratio of the standard devia 
tions ( 123 ) to the means ( 122 ) depends to a significant 
degree on the purpose for the SCAN - based generator . Such 
external consideration can be handled better in the devel 
opment process than in the back - propagation training . For 
example , if the generated data is to be used to represent 
greater variability to make a classifier more robust , then the 
standard deviation should be large enough to fill in most of 
the gaps in the training data without being so large as to 
create substantial overlap between the data generated for one 
category with the data generated for another . There is some 
intermediate value that represents the best trade - off . This 
trade - off is difficult to represent as an error cost objective , 
but the optimum value can be found by experimentation 
during development , which can measure the actual perfor 
mance on development data . This experimentation is an 
example of hyperparameter tuning , which is well - known to 
those skilled in the art of machine learning . This hyperpa 

Perplexity AI Exhibit 1010 
Perplexity AI, Inc. v. Comet ML, Inc. 

IPR2025-01063, U.S. Patent No. 11,650,968 
Page 11



US 2019 / 0095798 A1 Mar . 28 , 2019 

rameter tuning can be automated by a separate machine 
learning system , called a learning coach . 
[ 0027 ] learning coach is a second machine learning 
system that is trained to help manage the learning process of 
a first machine learning system . Learning coaches are 
described in more detail in the following applications , which 
are incorporated herein by reference in their entirety : PCT 
Application No . PCT / US17 / 52037 , filed Sep . 18 , 2017 , 
entitled “ LEARNING COACH FOR MACHINE LEARN 
ING SYSTEM ” ; and PCT Application No . PCT / US18 / 
20887 , filed Mar . 5 , 2018 , entitled “ LEARNING COACH 
FOR MACHINE LEARNING SYSTEM ” . 
[ 0028 ] A similar trade - off optimization occurs if the 
SCAN - based generator is being used for data augmentation 
to smooth out the decision boundaries in a classifier and 
make them somewhat fuzzy . This technique lessens the 
tendency for training to overfit , even when there are enough 
learned parameters to do so . It is also clear that too much 
uncertainty at the decision boundary will be detrimental . The 
best trade - off value can be found by experimentation using 
development data . This experimentation is an example of 
hyperparameter tuning , which is well - known to those skilled 
in the art of machine learning . 
[ 0029 ] The decoder 106 preferably is a multi - layer , feed 
forward neural network and therefore is a universal approxi 
mator . Any d - dimensional distribution can be generated by 
taking a set of d normally - distributed variables and mapping 
the set through a sufficiently complicated function . There 
fore , most embodiments use simple probability distributions 
for block 105 , typically independent Gaussian distributions 
or uniform distributions , leaving it to the decoder 106 to 
transform the random samples 105 to more complex , non 
independent distributions , if necessary . In these Gaussian 
based embodiments , there are no additional probability 
distribution parameters 124 . 
[ 0030 ] In an illustrative embodiment , the probability dis 
tributions for the random sample variables 105 are indepen 
dent Gaussians , and the latent variables are the means 122 
and standard deviations 123 . There is no loss of generality 
in assuming independent Gaussians , rather than , say , depen 
dent Gaussians with a full covariance matrix , because the 
decoder 106 can effectively learn the transformation neces 
sary to transform independent random variables to random 
variables with an arbitrary covariance matrix . 
[ 0031 ] FIG . 2 is a block diagram of an illustrative embodi 
ment of an enhanced stochastic categorical autoencoder 
network ( SCAN + ) . A SCAN + is similar to a SCAN , as 
described in association with FIG . 1 , with the addition of 
additional objectives 208 . An important additional objective 
is to avoid producing undesired examples . For example , if 
the embodiment shown in FIG . 2 is intended to generate 
examples of a designated category , then block 208 could 
include a classifier or detector that would back propagate 
through the SCAN an error cost gradient if a generated 
example from the SCAN matches a different category or is 
rejected by the detector 208 . In some embodiments , negative 
examples from an external source are used for negative 
training . Gradients from the error cost function of the 
classifier can be back propagated through the example 
pattern even though the pattern came from an external 
source and was not produced by the generator . 
[ 0032 ] In some embodiments , block 208 also includes one 
or more negative examples . A negative example is a data 
example that a generator is trained to avoid generating . In an 

illustrative embodiment , block 208 includes a classifier 
" Neg ” that is trained to detect any of one or more negative 
examples . That classifier back propagates negative feedback 
to the decoder 206 when classifier Neg detects any of the 
negative examples . As a classifier , Neg generalizes from its 
training examples and gives negative feedback to decoder 
206 for any example the Neg classifies as a detection of a 
negative example . In some embodiments , negative examples 
are used to inhibit a generator that is trained to produce 
examples for a specified category from producing examples 
of any other category . Negative examples can also be used 
when a generator is used for data augmentation for one or 
more individual data examples . 
[ 0033 ] In another illustrative embodiment , a SCAN + may 
have a real - vs - generated discriminator as an additional 
objective 208 , as in a Generative Adversarial Network 
( GAN ) . In one embodiment , the real - vs - generated discrimi 
nator would not be in a two - person zero - sum game adver 
sarial relationship with the discriminator , unlike a GAN . 
Because a SCAN or SCAN + generates patterns specific to 
the set of data examples for which it has trained vectors of 
latent variables , in a preferred embodiment it can generate 
patterns specific to a set of data examples that is disjoint 
from the set of real examples on which the real - vs - generated 
discriminator is trained . This extra objective in block 208 
helps the SCAN + produce more realistic patterns without 
mode collapse . 
[ 0034 ] FIG . 3 is a block diagram that illustrates the point 
that a SCAN does not require real data for training . Learning 
to reproduce a pattern in spite of a bottleneck or other 
restriction requires essentially the same capability when the 
pattern is a generated pattern as when the pattern is a real 
pattern . FIG . 3 trains a SCAN 311 by providing as input data 
303 data that are produced by a generator 302 . In this 
example , the SCAN 311 comprises an encoder 304 , a 
stochastic layer 305 , and a decoder 306 . It is trained by back 
propagation from an error function that compares its output 
with a copy of the input 303 and , possibly from additional 
objectives 308 , as described in conjunction with FIGS . 1 and 

[ 0035 ] The important properties that allow the SCAN to 
be trained using generated data are 1 ) the objective is known 
because it is simply a copy of the input 303 , and 2 ) the task 
that the SCAN must learn is similar on generated data to the 
task on real data . Therefore , the training data can be supplied 
from a generator . That means that the embodiment shown in 
FIG . 3 is a case in which there is an unlimited amount of 
training data , which in turn means that , no matter how large 
the network , enough training data can be generated so that 
the network does not have the capacity merely to simply 
memorize the training data . Memorizing the training data is 
not an issue when the only objective is the auto - encoding 
objective . However , it may be important in avoiding over 
fitting to an objective from 308 . 
[ 0036 ] A SCAN or SCAN + can be used for a number of 
purposes , including as examples without limitation : gener 
ating data , reducing degradation in obtained and / or gener 
ated data , data augmentation for other machine learning 
systems , and transforming data examples . Illustrative 
examples of each of these purposes will be described in the 
following sections . 
[ 0037 ] A first use of a SCAN is to create example - specific 
augmented data and controls . The SCAN can generate data 
that is related to a designated example or a small set of 

Perplexity AI Exhibit 1010 
Perplexity AI, Inc. v. Comet ML, Inc. 

IPR2025-01063, U.S. Patent No. 11,650,968 
Page 12



US 2019 / 0095798 A1 Mar . 28 , 2019 

[ 0043 ] During normal training of a SCAN , the configura 
tion consists of blocks 403 , 404 , 405 , 411 , and 406 . These 
components and the training process for a network including 
these components have been described above in connection 
with FIG . 1 . During generation , only blocks 405 , 411 and 
406 are present . In the embodiment shown in FIG . 4A , the 
training is modified to include back propagation from the 
degradation regression system 412 as well as back propa 
gation through the denoising network 408 , in addition to the 
normal error cost function from the input 403 directly back 
to the output of the SCAN 401 . 

examples . A hyperparameter can control the ratio of the 
standard deviation used during generation to the value of the 
latent variable during training , thus controlling the amount 
of spread of the generated data around the designated 
example . A separate hyperparameter can control each stan 
dard deviation , which is useful , for example , if some of the 
latent variables have been trained to be feature detectors , as 
can be done by SCANS . SCANs can also be trained to avoid 
generating data examples that get classified as a different 
category or to avoid generating data that is like designated 
negative examples , as illustrated by block 208 of FIG . 2 . 
[ 0038 ] The augmented data serves several purposes . First , 
large machine learning systems , especially large neural 
networks , need a large amount of training data . The perfor 
mance of these machine learning systems gets better with 
the more data that is available . In general , generated data is 
not as useful as an equal amount of real data , but more data 
of any kind is always useful . For example , even noisy data 
and distortions make the trained system more robust and 
reduce errors caused by variability in real data . Example 
specific generated data is even more useful in some embodi 
ments because it can be targeted at specific problem regions . 
[ 0039 ] Second , data augmentation from a SCAN fills in 
the data space with a smooth probability distribution , reduc 
ing the tendency for a classifier to overfit . 
[ 0040 ] Finally , the ability of a SCAN to be trained to avoid 
negative examples can be used as a guide to the generation 
of examples that will help train a classifier to learn a 
manifold that steers around nearby clusters of other catego 
ries . 
[ 0041 ] FIG . 4A shows an illustrative embodiment in 
which a degradation regression system 412 is added to a 
stochastic categorical autoencoder network 401 . In this 
embodiment , a denoising system 408 is also added . The 
degradation regression system 412 can be implemented with 
a machine learning system that has previously been trained 
to estimate the amount of degradation is a pattern that is due 
to noise . In the operation of the illustrative embodiment 
shown in FIG . 4A , the degradation regression system 412 is 
not being trained . The degradation regression system 412 
preferably computes the partial derivatives of an objective , 
which is having its estimate of the degradation being zero 
not to update its own learned parameters — but instead to 
back propagate the derivatives of the objective of zero 
degradation to the denoising system 408 . The denoising 
system 408 is trained to remove the noise that may be 
present in the output of decoder 406 , which is also the output 
of overall stochastic autoencoder 401 . For example , the 
denoising system 408 may learn to sharpen a fuzzy image 
produced by a SCAN or by a Variational Autoencoder ( VAE ) 
to produce more realistic images like a Generative Adver 
sarial Network ( GAN ) . If the input data is noisy , the denois 
ing system 408 may learn to clean up the image , so that the 
SCAN 401 , plus denoising system 408 in that case , may act 
like a denoising autoencoder . 
[ 0042 ] The training of a SCAN performs averaging over 
randomly generated samples , which generally results in 
output patterns being somewhat blurred . This blurring is one 
of the disadvantages of a SCAN or VAE compared , for 
example , to a GAN . Preferably , the degradation regression 
system 412 is trained on data examples in which some or all 
of the examples of degradation are examples of the output of 
a SCAN or VAE . 

( 0044 ) The degradation regression system 412 and the 
denoising network 408 both have preferably already been 
trained prior to training the SCAN 401 with back propaga 
tion from them . The degradation regression system 412 back 
propagates from the objective of zero degradation , as 
described above . 
100451 The degradation regression system 412 is not 
trained during the training process illustrated in FIG . 4A . 
Optionally , the denoising network 408 may have additional 
training during the training process illustrated in FIG . 4A . 
Optionally , block 410 back propagates additional objectives 
for the training of the SCAN 401 . 
10046 ] FIG . 4 is a diagram of a computer system computer 
system 400 that could be used to implement the embodi 
ments described above . The illustrated computer system 400 
comprises multiple processor units 452A - B that each com 
prises , in the illustrated embodiment , multiple ( N ) sets of 
processor cores 454A - N . Each processor unit 452A - B may 
comprise on - board memory ( ROM or RAM ) ( not shown ) 
and off - board memory 456A - B . The on - board memory may 
comprise primary , volatile and / or non - volatile storage ( e . g . , 
storage directly accessible by the processor cores 454A - N ) . 
The off - board memory 456A - B may comprise secondary , 
non - volatile storage ( e . g . , storage that is not directly acces 
sible by the processor cores 454A - N ) , such as ROM , HDDs , 
SSD , flash , etc . The processor cores 454A - N may be CPU 
cores , GPU cores and / or AI accelerator cores . GPU cores 
operate in parallel ( e . g . , a general - purpose GPU ( GPGPU ) 
pipeline ) and , hence , can typically process data more effi 
ciently that a collection of CPU cores , but all the cores of a 
GPU execute the same code at one time . Al accelerators are 
a class of microprocessor designed to accelerate artificial 
neural networks . They typically are employed as a co 
processor in a device with a host CPU 450 as well . An AI 
accelerator typically has tens of thousands of matrix multi 
plier units that operate at lower precision than a CPU core , 
such as 8 - bit precision in an AI accelerator versus 64 - bit 
precision in a CPU core . 
100471 In various embodiments , the different processor 
cores 454 may train and / or implement different networks or 
subnetworks or components . For example , in one embodi 
ment , the cores of the first processor unit 452A may imple 
ment the encoder 104 , 204 and 404 in FIGS . 1 , 2 and 4A , and 
the second processor unit 452B may implement the decoder 
106 , 206 and 406 in FIGS . 1 , 2 and 4A . In other embodi 
ments , different sets of cores in the first processor unit 452A 
may be responsible for the encoder 104 , 204 , 404 and the 
decoder 106 , 206 , 406 . Also , one or more of the processor 
cores 454 and / or one or more of the processor units could 
implement other components in the systems herein , such as 
the classifier / detector 208 , the generator 302 , the degrada 
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tion regression system 412 , the denoising system 408 , etc . 
One or more host processors 450 may coordinate and control 
the processor units 452A - B . 
[ 0048 ] In other embodiments , the system 400 could be 
implemented with one processor unit 452 . In embodiments 
where there are multiple processor units , the processor units 
could be co - located or distributed . For example , the proces 
sor units 452 may be interconnected by data networks , such 
as a LAN , WAN , the Internet , etc . , using suitable wired 
and / or wireless data communication links . Data may be 
shared between the various processing units 452 using 
suitable data links , such as data buses ( preferably high - speed 
data buses ) or network links ( e . g . , Ethernet ) . 
100491 The software for the various computer system 4005 
described herein and other computer functions described 
herein may be implemented in computer software using any 
suitable computer programming language such as . NET , C , 
C + + , Python , and using conventional , functional , or object 
oriented techniques . Programming languages for computer 
software and other computer - implemented instructions may 
be translated into machine language by a compiler or an 
assembler before execution and / or may be translated directly 
at run time by an interpreter . Examples of assembly lan 
guages include ARM , MIPS , and x86 ; examples of high 
level languages include Ada , BASIC , C , C + + , C # , COBOL , 
Fortran , Java , Lisp , Pascal , Object Pascal , Haskell , ML ; and 
examples of scripting languages include Bourne script , 
JavaScript , Python , Ruby , Lua , PHP , and Perl . 
[ 0050 ] FIG . 6 is a flowchart of an illustrative embodiment 
using a generator to augment a selected set of data . The 
process illustrated in FIG . 6 could be performed by a 
computer system , such as the computer system 400 shown 
in FIG . 4 . At block 621 , the computer system selects the set 
of data to be augmented . The selected set of data can be , for 
example : all the data in a training set ; all the data in a single 
classification category ; the data in a data cluster ; or any other 
set with a known selection criterion . In some embodiments , 
the selected data may be one of the sets mentioned above 
subject to one or more extra conditions , such as that the 
selected data are also close to a given data example or that 
the selected data is close to a given decision boundary . 
[ 0051 ] At block 622 , the computer system 400 uses the 
selected data to train a stochastic categorical auto - encoder 
network , as described , for example , in association with FIG . 
1 . The training of the SCAN uses a number of hyperparam 
eters as described below . 
[ 0052 ] At block 623 , the computer system 400 sets hyper 
parameters to control a form of node activation regulariza 
tion for the SCAN herein called “ soft tying . " Soft - tying is 
described in the above - incorporated ’ 754 Provisional Appli 
cation . If the set of data is a cluster or local to a data 
example , then preferably the nodes corresponding to the 
latent variables are soft - tied across all the data . If the data set 
is more diverse , then data examples within a cluster can be 
soft - tied with a greater strength and larger groups can be 
soft - tied with a lesser strength . 
[ 0053 ] At block 624 , the computer system 400 sets hyper 
parameters for " data influence ” weights data examples in the 
selected data . In an illustrative embodiment , there is one 
such weight for each data example . The contribution of each 
data example to any quantity that is summed across the data 
examples is multiplied by this weight . This is equivalent to 
having the example occur as many times as indicated by the 
weight . An automatic procedure , such as a learning coach , 

can adjust this parameter on an example - by - example basis to 
improve performance . For example , it can lower the weight 
given to a data example that seems to be causing an increase 
in the error rate by causing overfitting . 
[ 0054 ] At block 625 , the computer system 400 sets hyper 
parameters for the latent variables representing dispersion 
( e . g . , standard deviations or variances ) . As an illustrative 
example , these latent variables can all be set to the same 
value , which is controlled by a hyperparameter . This choice 
is adequate for many purposes . However , as with all the 
hyperparameters , the hyperparameters for the dispersion 
( e . g . , standard deviation ) latent variables can be optimized 
and fine - tuned by a learning coach . 
[ 0055 ] At block 626 , the computer system 400 optimizes 
at least one hyperparameter ( e . g . , a “ data fit " hyperparam 
eter ) controlling the degree of fit and the trade - off between 
overfitting and underfitting the input data . In some embodi 
ments block 626 may have a direct way of measuring or 
estimating this trade - off . In other embodiments , it measures 
the effect on performance by experimentally completing 
blocks 627 and 628 and using the generated data in its 
intended application . As such , at block 626 , the computer 
system may measure the performance in that application and 
use such performance measurements to perform the tuning 
in block 626 . This iterative optimization process is indicated 
by the loop back from block 628 to block 626 . 
[ 0056 ] At block 627 , the computer system trains the 
stochastic categorical auto - encoder network using the 
selected data and the specified hyperparameter values ( e . g . , 
including the data fit parameter ) . Then at block 628 , the 
computer system generates the augmented data using the 
SCAN trained at step 627 and uses it in the intended 
application or as a practice application for development . 
[ 0057 ] In one general aspect , therefore , the present inven 
tion is directed to computer systems and methods for gen 
erating a stochastic categorical autoencoder learning net 
work . The computer system 400 may comprise a set of one 
or more processor cores 454A - N and computer memory 
( e . g . , off - board memory 456A - B ) in communication with 
the set of processor cores . The computer memory stores 
software that when executed by the set of processor cores , 
causes the set of processor cores to train the stochastic 
categorical autoencoder network . The method by which the 
computer system trains the stochastic categorical autoen 
coder network comprises , with reference to FIG . 1 , training 
an encoder network 104 to output , subject to one or more 
constraints , parameters for parametric probability distribu 
tions of sample random variables from input data . The 
parameters comprise measures of central tendency ( e . g . , 
means ) and measures of dispersion ( e . g . , standard deviations 
or variances ) . The one or more constraints comprise a first 
constraint that constrains a measure of a magnitude of a 
vector of the measures of central tendency as compared to a 
measure of a magnitude of a vector of the measures of 
dispersion . The method by which the computer system trains 
the stochastic categorical autoencoder network further com 
prises : generating the sample random variables 105 from the 
parameters , and training a decoder 106 to output the input 
data from the sample random variables . 
[ 0058 ] According to various implementations , the encoder 
and / or the decoder comprise a neural network . Also , the first 
constraint can be that the measure of the magnitude of the 
vector of the measures of central tendency cannot grow 
arbitrarily large relative to the measure of the magnitude of 
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the vector the measures of dispersion . For example , the first 
constraint may be that the measure of the magnitude of the 
vector of the measures of central tendency must be less than 
or equal to a first threshold value and the measure of the 
magnitude of the vector the measures of dispersion must be 
greater than or equal to a second threshold value . The first 
threshold value could equal to the second threshold value . 
As another example , the measure of the magnitude of the 
vector the measure of dispersion is a pre - specified value , and 
the encoder is trained to generate the measures of central 
tendency based on the pre - specified value for the magnitude 
of the vector the measure of dispersion . 
[ 0059 ] According to various implementations , both the 
measure of the magnitude of the vector of the measures of 
central tendency and the measure of the magnitude of the 
vector of the measures of dispersion comprise norm mea 
sures . The norm measures may be , for example , sup norm , 
a L1 norm and a L2 norm . Also , the norm measure for the 
measure of the magnitude of the vector of the measures of 
central tendency could be the same or different from the 
norm measure for the measure of the magnitude of the vector 
of the measures of dispersion . 
[ 0060 ] Also , the probability distributions may comprise 
independent Gaussian probability distributions , Bernoulli 
distributions , Poisson distributions , or uniform distributions , 
for example . 
[ 0061 ] According to various implementations , the com 
puter memory stores software that when executed by the set 
of processor cores , further causes the set of processor cores 
to augment a selected set of data by training , at least once , 
the stochastic categorical autoencoder network with the 
selected set of data to produce the augmented data . In such 
a variation , training the stochastic categorical autoencoder 
network can comprise training the stochastic categorical 
autoencoder network with a number of hyperparameters , 
including : a first hyperparameter that controls soft - tying 
nodes in the stochastic categorical autoencoder network , and 
a second hyperparameter that control influence weights for 
data examples in the selected set of data . Also , augmenting 
the selected set of data can comprise repetitively training the 
stochastic categorical autoencoder network with selected set 
of data , with each training after a first training using at least 
one different hyperparameter than an immediately prior 
training . 
[ 0062 ] According to yet other various implementations , 
the computer memory stores software that when executed by 
the set of processor cores , causes the set of processor cores 
to : implement a degradation regression system 412 that is 
trained to estimate an amount of degradation in a pattern that 
is due to noise ; and implement a denoising system 408 that 
is trained to remove noise in the output of the decoder . In 
such an embodiment , training the stochastic categorical 
autoencoder network can comprise back - propagation 
through the degradation regression system and through the 
denoising system . 
[ 0063 ] Based on the above description , it is clear that 
embodiments of the SCANs herein can be used to learn 
efficient data codings and / or generative models in an unsu 
pervised manner . Such SCANs can be used in or to improve 
many different types of neural networks , including neural 
networks used for or in recommender systems , speech 
recognition systems , and classification systems , including 
image and diagnostic classification systems , to name but a 
few examples . 

[ 0064 ] The examples presented herein are intended to 
illustrate potential and specific implementations of the pres 
ent invention . It can be appreciated that the examples are 
intended primarily for purposes of illustration of the inven 
tion for those skilled in the art . No particular aspect or 
aspects of the examples are necessarily intended to limit the 
scope of the present invention . Further , it is to be understood 
that the figures and descriptions of the present invention 
have been simplified to illustrate elements that are relevant 
for a clear understanding of the present invention , while 
eliminating , for purposes of clarity , other elements . While 
various embodiments have been described herein , it should 
be apparent that various modifications , alterations , and adap 
tations to those embodiments may occur to persons skilled 
in the art with attainment of at least some of the advantages . 
The disclosed embodiments are therefore intended to 
include all such modifications , alterations , and adaptations 
without departing from the scope of the embodiments as set 
forth herein . 
What is claimed is : 
1 . A computer system for generating a stochastic categori 

cal autoencoder learning network , the computer system 
comprising : 

a set of one or more processor cores ; and 
computer memory in communication with the set of 
processor cores , wherein the computer memory stores 
software that when executed by the set of processor 
cores , causes the set of processor cores to train the 
stochastic categorical autoencoder network by per 
forming steps that comprise : 
training an encoder network to output , subject to one or 
more constraints , parameters for parametric prob 
ability distributions of sample random variables 
from input data , wherein : 
the parameters comprise measures of central ten 
dency and measures of dispersion ; and 

the one or more constraints comprise a first con 
straint that constrains a measure of a magnitude of 
a vector of the measures of central tendency as 
compared to a measure of a magnitude of a vector 
of the measures of dispersion ; 

generating the sample random variables from the 
parameters ; and 

training a decoder to output the input data from the 
sample random variables . 

2 . The computer system of claim 1 , wherein : 
the encoder comprises a neural network ; and 
the decoder comprises a neural network . 
3 . The computer system of claim 2 , wherein the first 

constraint is that the measure of the magnitude of the vector 
of the measures of central tendency cannot grow arbitrarily 
large relative to the measure of the magnitude of the vector 
the measures of dispersion . 

4 . The computer system of claim 3 , wherein the first 
constraint is that the measure of the magnitude of the vector 
of the measures of central tendency must be less than or 
equal to a first threshold value and the measure of the 
magnitude of the vector the measures of dispersion must be 
greater than or equal to a second threshold value . 

5 . The computer system of claim 4 , wherein : 
the measures of central tendency comprise means ; and 
the measures of dispersion comprise standard deviations . 
6 . The computer system of claim 4 , wherein the first 

threshold value is equal to the second threshold value . 

Perplexity AI Exhibit 1010 
Perplexity AI, Inc. v. Comet ML, Inc. 

IPR2025-01063, U.S. Patent No. 11,650,968 
Page 15



US 2019 / 0095798 A1 Mar . 28 , 2019 

7 . The computer system of claim 3 , wherein : 
the measure of the magnitude of the vector the measure of 

dispersion is a pre - specified value ; and 
the encoder is trained to generate the measures of central 

tendency based on the pre - specified value for the 
magnitude of the vector the measure of dispersion . 

8 . The computer system of claim 2 , wherein : 
the measure of the magnitude of the vector of the mea 

sures of central tendency comprises a norm measure ; 
and 

the measure of the magnitude of the vector of the mea 
sures of dispersion comprises a norm measure . 

9 . The computer system of claim 8 , wherein : 
the measures of central tendency comprise means ; and 
the measures of dispersion comprise standard deviations . 
10 . The computer system of claim 8 , wherein the first 

constraint is that the measure of the magnitude of the vector 
of the measures of central tendency must be less than or 
equal to a first threshold value and the measure of the 
magnitude of the vector the measures of dispersion must be 
greater than or equal to a second threshold value . 

11 . The computer system of claim 8 , wherein the norm 
measure for the measure of the magnitude of the vector of 
the measures of central tendency is different from the norm 
measure for the measure of the magnitude of the vector of 
the measures of dispersion . 

12 . The computer system of claim 8 , wherein each of the 
norm measures for the measure of the magnitude of the 
vector of the measure of central tendency and the measure 
of the magnitude of the vector of the measures of dispersion 
comprises a norm measure selected from the group consist 
ing of a sup norm , a L1 norm and a L2 norm . 

13 . The computer system of claim 2 , wherein the mea 
sures of central tendency comprise means . 

14 . The computer system of claim 13 , wherein the mea 
sures of dispersion comprise standard deviations . 

15 . The computer system of claim 1 , wherein the prob 
ability distributions comprise independent Gaussian prob 
ability distributions . 

16 . The computer system of claim 1 , wherein the prob 
ability distributions comprise Bernoulli distributions . 

17 . The computer system of claim 1 , wherein the prob 
ability distributions comprise Poisson distributions . 

18 . The computer of claim 1 , wherein the probability 
distributions comprise uniform distributions . 

19 . The computer system of claim 2 , wherein the com 
puter memory stores software that when executed by the set 
of processor cores , further causes the set of processor cores 
to augment a selected set of data by training , at least once , 
the stochastic categorical autoencoder network with the 
selected set of data to produce the augmented data , wherein 
training the stochastic categorical autoencoder network 
comprises training the stochastic categorical autoencoder 
network with a number of hyperparameters , including : 

a first hyperparameter that controls soft - tying nodes in the 
stochastic categorical autoencoder network ; and 

a second hyperparameter that control influence weights 
for data examples in the selected set of data . 

20 . The computer system of claim 19 , wherein the com 
puter memory stores software that when executed by the set 
of processor cores , causes the set of processor cores to 
augment the selected set of data by repetitively training the 
stochastic categorical autoencoder network with selected set 

of data , with each training after a first training using at least 
one different hyperparameter than an immediately prior 
training . 
21 . The computer system of claim 2 , wherein the com 

puter memory stores software that when executed by the set 
of processor cores , causes the set of processor cores to : 

implement a degradation regression system that is trained 
to estimate an amount of degradation in a pattern that 
is due to noise ; and 

implement a denoising system that is trained to remove 
noise in the output of the decoder , 

wherein training the stochastic categorical autoencoder 
network comprises back - propagation through the deg 
radation regression system and through the denoising 
system . 

22 . A method for generating a stochastic categorical 
autoencoder learning network , the method comprising train 
ing , with a computer system comprising one or more pro 
cessor cores , the stochastic categorical autoencoder net 
work , wherein training the stochastic categorical 
autoencoder network comprises : 

training an encoder network to output , subject to one or 
more constraints , parameters for parametric probability 
distributions of sample random variables from input 
data , wherein : 
the parameters comprise measures of central tendency 

and measures of dispersion ; and 
the one or more constraints comprise a first constraint 

that constrains a measure of a magnitude of a vector 
of the measures of central tendency as compared to 
a measure of a magnitude of a vector of the measures 
of dispersion ; 

generating the sample random variables from the param 
eters ; and 

training a decoder to output the input data from the sample 
random variables . 

23 . The method of claim 22 , wherein : 
the encoder comprises a neural network ; and 
the decoder comprises a neural network . 
24 . The method of claim 23 , wherein the first constraint 

is that the measure of the magnitude of the vector of the 
measures of central tendency cannot grow arbitrarily large 
relative to the measure of the magnitude of the vector the 
measures of dispersion . 

25 . The method of claim 24 , wherein the first constraint 
is that the measure of the magnitude of the vector of the 
measures of central tendency must be less than or equal to 
a first threshold value and the measure of the magnitude of 
the vector the measures of dispersion must be greater than or 
equal to a second threshold value . 

26 . The method of claim 25 , wherein : 
the measures of central tendency comprise means ; and 
the measures of dispersion comprise standard deviations . 
27 . The method of claim 23 , wherein : 
the measure of the magnitude of the vector of the mea 

sures of central tendency comprises a norm measure ; 

4 

and 

the measure of the magnitude of the vector of the mea 
sures of dispersion comprises a norm measure . 

28 . The method of claim 23 , further comprising augment 
ing a selected set of data by training , at least once , the 
stochastic categorical autoencoder network with the selected 
set of data to produce the augmented data , wherein training 
the stochastic categorical autoencoder network comprises 
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training the stochastic categorical autoencoder network with 
a number of hyperparameters , including : 

a first hyperparameter that controls soft - tying nodes in the 
stochastic categorical autoencoder network ; and 

a second hyperparameter that control influence weights 
for data examples in the selected set of data . 

29 . The method of claim 23 , wherein augmenting the 
selected set of data comprises repetitively training the sto 
chastic categorical autoencoder network with selected set of 
data , with each training after a first training using at least one 
different hyperparameter than an immediately prior training . 
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