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(57) ABSTRACT 

An improved method and apparatus for quickly and effi­
ciently updating the original source volume and original 
target volumes after the original source volume has become 
temporarily unavailable. The original target volume is char­
acterized as a source volume while the original source 
volume is temporarily unavailable. Transfer lists of different 
data blocks are generated. Data blocks not originally found 
on a source are copied to the target. Data blocks included on 
a target that were not found on the source are removed. By 
focusing upon specific data blocks, this technique avoids the 
use of filer overhead and other computational resources that 
would be expended if the entire volume were recopied. 

28 Claims, 3 Drawing Sheets 
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200\.. 
A SYSTEM 100 IS READY TO PERFORM 

/ A METHOD 200 AND ALIGN A TARGET 
VOLUME 140TOA SOURCE VOLUME 120. 

205 

! 
LOGIC 115 IDENTIFIES A SET OF SNAPSHOTS 

V 150 ASSOCIATED WITH A TARGET VOLUME 140 
210 

AND COPIES THEM TO A SOURCE VOLUME 120. 

1 
LOGIC 115 COMPARES THE SET OF SNAPSHOTS 

150 IDENTIFIED IN STEP 210WITH THE / 
SET OF SNAPSHOTS 130 ANO SELECTS 

220 

THE MOST RECENT COMMON SNAPSHOT. 

! 
THE MOST RECENT COMMON SNAPSHOT 

(THAT IS THE SNAPSHOT SELECTED IN STEP 220) 
IS COPIED FROM THE SOURCE VOLUME 120 TO V THE TARGET VOLUME 140. THE TARGET 

225 

VOLUME 140 REVERTS BACK TO THE MOST 
RECENT SNAPSHOT SELECTED IN STEP 220. 

1 
SOURCE VOLUME 120 GENERATES V 

A NEW SNAPSHOT OF ITSELF. 
228 

! 
SNAPSHOTS THAT ARE NOT INCLUDED IN 
THE SOURCE VOLUME 120 ARE REMOVED / 229 

FROM THE SET OF SNAPSHOTS 150 
ON THE TARGET VOLUME 140. 

l 
THE UNION OF THE DATA BLOCKS IN THE 
SET OF SNAPSHOTS 130 IS COMPUTED. 

V 230 

l 
THE UNION OF THE BLOCKS IN THE 235 

SET OF SNAPSHOTS 150 IS COMPUTED. 

l 
AT A STEP 245, THE DIFFERENCE BElWEEN 

THE UNIONS CALCULATED IN STEPS 230 AND 235 
IS CALCULATED. THIS DIFFERENCE REPRESENTS V THE BLOCKS TO BE TRANSFERRED. THESE 

245 

BLOCKS ARE COPIED FROM THE SOURCE 
VOLUME 120 TO THE TARGET VOLUME 140. 

l 
THE TARGET VOLUME 140 IS ALIGNED WITH 

RESPECT TO THE SOURCE VOLUME 120 V 260 

AND THE METHOD 200 IS COMPLETE. 

FIG. 2 
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THE SYSTEM 100 IS READY TO PERFORM 

300\.. A METHOD 300. BOTH THE SOURCE VOLUME 
/ ANO TARGET VOLUME ARE TAKEN OFF LINE. 

THIS PREVENTS USERS FROM WRITING TO 

310 

EITHER VOLUME DURING THE TRANSITION. 

1 
THE TARGET VOLUME 120 BECOMES RE-

SYNCHRONIZED WITH THE SOURCE VOLUME 
140 AS SHOWN IN FIGURE 2. GIVEN THE 

ASYNCHRONOUS NATURE OF MIRRORING FROM 
THE SOURCE VOLUME 140 TO THE TARGET / 315 

VOLUME 120, THE SOURCE VOLUME 140 MAY 
INCLUDE A LITTLE BIT OF DATA THAT IS NOT 

PRESENT ON THE TARGET VOLUME 120. 
THIS IS RECTlFIED IN THE FOLLOWING STEPS. 

1 
THE TARGET VOLUME 120 IS DESIGNATED 

V AS READ/WRITE. HOWEVER, USER I/Os 
320 

ARE NOT DIRECTED TO IT AT THIS TIME. 

1 
THE METHOD 200 IS PERFORMED AGAIN SUCH 

THAT THE ROLES OF THE TARGET VOLUME AND 
SOURCE VOLUME ARE REVERSED SO THAT 

DATA ON THE SOURCE VOLUME 140 IS 
MIRRORED TO THE TARGET VOLUME 120. UPON V 

COMPLETION OF THIS STEP, THE TARGET 
330 

VOLUME INCLUDES ALL OF THE DATA THAT WAS 
ORIGINALLY ON THE SOURCE VOLUME 140 
AND DOES NOT INCLUDE ANY DATA THAT 
WAS NOT ON THE SOURCE VOLUME 140. 

l 
THE TARGET VOLUME 120 IS DESIGNATED AS 
A READ ONLY AND THE SOURCE VOLUME 140 / 335 
IS DESIGNA TEO READ/WRITE. USER I/Os 105 

ARE DIRECTED TO THE SOURCE VOLUME 140. 

! 
340 

THE METHOD 300 IS COMPLETE. 

FIG. 3 
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RESYNCHRONIZATION OF A TARGET 
VOLUME WITH A SOURCE VOLUME 

BACKGROUND OF THE INVENTION 

1. Field of Invention 

This invention relates to data storage systems. In 
particular, the invention relates to synchronization of source 
and target volumes in a mirrored storage system. 

2. Related Art 

Snapshots and multiple volumes are frequently used to 
prevent data loss when a data storage drive fails in a file 
system. Such snapshots "capture" the contents of the files 
and directories in a volume at a particular point in time in 
order to recover earlier versions of a file following an 
unintended deletion or modification. Such snapshots can 
also be copied to one or more volumes, which then can be 
used as a mirror or a collection or mirrors and which can 
provide a back-up copy of the file system. When used in this 
way, the mirror can be referred to as a target volume. In 
general, a target volume is a "read-only" volume that 
contains a set of data that is equivalent to the set of data on 
an original source volume. Such target volumes can be 
written to only by the original source volume. 

A target volume may be updated periodically with respect 
to a source volume by looking to the most recent snapshot 
that the target and source have in common and using that 
snapshot as a consistency point (CP). The file blocks in the 
most recent common snapshot and the file blocks of a new 
snapshot are compared. The set of differences resulting from 
this comparison are written to the less up-to-date volume. In 
this way, both source and target volumes maintain equiva­
lent sets of file blocks. 

2 
tion is a two phase process. In the first phase, a target volume 
provides the source volume with a list of snapshots and 
associated snapshot numbers used to determine the sequence 
of the snapshots on the list. The source volume compares its 

5 own list of snapshot numbers with the list of the target 
volume's snapshot numbers and determines the newest 
common snapshot. This newest common snapshot is a 
consistency point between the target volume and the source 
volume. The source volume sends the target volume a set of 

10 snapshot numbers describing the newest common snapshot 
and the target volume reverts back to this snapshot. In the 
second phase, file system software identifies all the data 
blocks contained in any one or more of the snapshots of the 
source volume. This file system software also identifies all 

15 the data blocks in any one or more of the snapshots of the 
target volume using the data sent by the target volume to the 
source volume as described supra. A set of data blocks that 
are included in the source volume and not included in the 
target volume is generated. This can be accomplished by 

20 making a comparison based on logical differences, generat­
ing a virtual or actual list or other techniques known in the 
art. 

File system software synchronizes the target volume with 
the source volume. First, the file system software removes 

25 snapshots from a target volume if the snapshots are not 
included in the source volume's snapshot list. Second, the 
file system software adds the set of data blocks identified 
above ( that is the set of data blocks that are included in the 
source volume and not included in the target volume) to its 

30 memory. Lastly, the file system software adds snapshots to 
the target volume if the snapshots are included in the source 
volume's snapshot list and not in the target volume's snap­
shot list. At this point, the target volume includes the data 
blocks that are present on the source volume. 

In a second aspect of the invention, the roles of the target 
volume and source volume are reversed and the process 
described supra is performed again so as to synchronize 
source volume with the target volume. This is necessary 
because the target volume may include data blocks not 

A source volume may become unavailable due to a failure 35 

of the source volume or to a failed connection to the source 
volume. Under such conditions, it is advantageous to tem­
porarily use the target volume as a source volume by 
designating it as a "read/write" volume. User I/Os are 
directed to write to the target volume while the original 
source volume is unavailable. 

40 included in the source volume. After both source and target 
volumes are synchronized, the target volume stops being 
written to and the source once again is used as the active file. 
This is accomplished by 1) designating the target as a 
read-only volume, 2) designating the source as a read/write 

One problem with writing to a target volume is that it may 
cause the target volume to contain data not found in the 
original source volume. A partial solution to this problem 
involves transferring data from the target to the source once 
the source is restored. However this is undesirable because 

45 volume, and 3) redirecting users'I/O's back to the source 
volume. 

it requires diversion of computational resources and filer 
overhead. 

Accordingly, it would be advantageous to provide an 
improved technique for quickly and efficiently updating 
source and target volumes after a target volume has been 
written to. This is achieved in an embodiment of the 
invention that addresses the foregoing deficiencies. 

SUMMARY OF THE INVENTION 

The invention provides an improved method and appara-

50 

55 

In a preferred embodiment, sources and volumes can be 
synchronized dynamically, using a WAFL (Write Anywhere 
File Layout) system using RAID (Redundant Arrays of 
Independent Disks) architecture. However, various other 
types of file systems involving redundant copies of data can 
also be used. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 shows a block diagram of a system for synchro­
nizing a target volume to a source volume. 

FIG. 2 shows a flow diagram of a method for synchro­
nizing a target volume to a source volume. 

FIG. 3 shows a flow diagram a method for synchronizing 
a target volume and a source volume to each other. 
Lexicography 

tus for quickly and efficiently updating an original source 
volume and an original target volume after the original target 
volume has been used as a source volume in a file system. 60 

One or more snapshots are used to compare data included in 
the source and target volume. Instead of transferring the 
entire volume, only the data that is missing from a source 
and a target volume is transferred. 

The following terms are related to aspects of the invention 
as described below. The general meanings of these terms are 

65 exemplary and in no way limiting. In a first aspect of the invention, a target volume becomes 
synchronized with a source volume after the target has been 
written to by an entity other than the source. Synchroniza-

Source volume-in general, the term "source volume" 
refers to a read/write volume. 
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in the set of data blocks 145, as well as the number and 
sequence of snapshots in the set of snapshots 150, are 
exemplary and in no way limiting. 

In a preferred embodiment, the target volume 140 is a 

Target volume-in general, the term "target volume" 
refers to a read-only volume that is used to back-up 
other data. However, in the event that a source volume 
becomes unavailable, a target volume may be desig­
nated as "read/write" and used as a source. 

Synchronize-in general, the term "synchronize" refers to 
the process of conforming a first set of snapshots to a 
second set of snapshots. 

DETAILED DESCRIPTION OF THE 
PREFERRED EMBODIMENT 

5 read-only volume that is preferably used to replicate data 
from the source volume 120. When used as such, user I/Os 
105 are not directed to the target volume 140, but rather to 
the source volume 120. A system 100 may include a plurality 
number of source volumes 120 and target volumes 140, such 

10 that the source volumes 120 mirror data to the redundant 
target volumes 140. 

The logic 115 provides a technique for synchronizing a 
source volume 120 to a target volume 140, a target volume 
140 to a source volume 120, or both. Generally, this tech-

In the following description, a preferred embodiment of 
the invention is described with regard to preferred process 
steps and data structures. Embodiments of the invention can 
be implemented using general-purpose processors or special 
purpose processors operating under program control, or 
other circuits adapted to particular process steps and data 
structures described herein. Implementation of the process 
steps and structures described herein would not require 
undue experimentation or further invention. 

15 nique is used when a source volume 120 is taken off line and 
a target volume 140 is temporarily used in it's place or when 
the target volume 140 is written to by any entity other than 
the source volume 120. 

System Elements 
FIG. 1 shows a block diagram of a system for synchro­

nizing a target volume to a source volume. 

20 

A system for synchronizing a target volume to a source 
volume (shown by general character reference 100) includes 25 

a file system 110, upon which resides one or more source 
volumes 120, one or more target volumes 140, and logic 115. 

Method of Use 
FIG. 2 shows a flow diagram of a method for synchro­

nizing a target volume to a source volume. 
A method for synchronizing a target volume to a source 

volume (shown by general character reference 200) is per­
formed by a system 100. Although a method 200 is 
described serially, steps of a method 200 can be performed 
by separate elements in conjunction or in parallel, whether 
asynchronously, in a pipelined manner, or otherwise. There 
is no particular requirement that a method 200 be performed 
in the same order in which this description lists the steps, 

In a preferred embodiment, the file system 110 is part of a 
larger computer system including a memory and a processor. 
The file system 110 is coupled to an 1/0 port 105. 30 except where so indicated. 

The source volume 120, includes a set of data blocks 125 
and a set of snapshots 130. The set of data blocks 125 both 
data and meta-data. 

The set of snapshots 130 includes individual snapshots 
that correspond to the set of data blocks 125 at various points 35 

in time. A snapshot includes a map of blocks at a consistent 
point in the file system, but preferably not the blocks 
themselves. The individual snapshots include snapshot num­
bers which refer to the relative age of the snapshot. In a 
preferred embodiment, the higher snapshot numbers corre- 40 

spond to more recent snapshots and lower snapshot numbers 
correspond to older snapshots. Although the snapshot num­
bers shown in FIG. 1 are sequentially numbered from one to 
six, the numbering of the snapshots may reflect deletion of 
a particular snapshot. Both the number and type of data 45 

blocks in the set of data blocks 125, as well as the number 
and sequence of snapshots in the set of snapshots 130, are 
exemplary and in no way limiting. 

In a preferred embodiment, the source volume 120 is a 
read/write volume that receives user I/Os 105. A system 100 50 

may include a plurality of source volumes 120. In the event 
that a source volume 120 becomes unavailable, a target 
volume 140 may be temporarily used as a source volume 
120. 

At a flow point 205, a system 100 is ready to perform a 
method 200 and synchronize a target volume 140 to a source 
volume 120. The method 200 is preferably performed after 
a target volume 140 has been made writable. 

In a step 210, the logic 115 identifies a set of snapshots 
150 associated with a target volume 140 and copies the 
identifiers associated with those snapshots 150 to a source 
volume 120. For example, if the set of snapshots 150 
includes snapshot numbers 1, 3, 4 and 6, those particular 
snapshots numbers are copied to the source volume 120. 

At a step 220, the logic 115 compares the identifiers 
associated with the set of snapshots 150 identified in step 
210 with the set of snapshots 130. The most recent snapshot 
that is common to both sets is selected. For example, if the 
identifiers include snapshot numbers 1, 3, 4 and 6 and the set 
of snapshots 130 includes snapshot numbers 1, 2, 4, and 5, 
then the most recent snapshot common to both sets is 
snapshot number 4. 

At a step 225, the identifier associated with the most 
recent common snapshot (that is, the snapshot selected in 
step 220) is copied from the source volume 120 to the target 
volume 140. During this step, an alert may be sounded, 
informing the user 1/0 105 that some of the data blocks 
unique to the snapshots newer than the newest common 

55 snapshot may be lost and a prompt for "confirmation" or 
"abort" may be issuekd. If there is a confirmation, the target 
volume 140 reverts back to the most recent snapshot 
selected in step 220. This reversion may be referred to as a 

The target volume 140 includes a set of data blocks 145 
and a set of snapshots 150. Similar to the set of data blocks 
125 included in the source volume 120, the set of data blocks 
145 includes individual data blocks, indirect data blocks, 
and double indirect data blocks. The set of snapshots 130 
(which are themselves data blocks) includes individual 60 

snapshots of the set of data blocks 145 at various points in 
time. The individual snapshots include snapshot numbers 
relating to the relative age of a snapshot. Generally, the 
highest snapshot number corresponds to the most recent 
snapshot. Similar to the snapshot numbers included in the 65 

target volume 120, these snapshot numbers need not be a 
uniform sequence. Both the number and type of data blocks 

"SnapRestore". 
At a step 228, the source volume 120 generates a new 

snapshot of itself. This snapshot is used to preserve the set 
of data blocks 125 at the source volume 120 and to deter­
mine the incremental transfer of data blocks between the 
source volume 120 and target volume 140. Simultaneously, 
the target volume 140 is designated as a read only volume. 

In a preferred embodiment, the source volume 120 may 
continue receiving reads and writes from clients. 

Docker EX1018 
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At a step 229, the snapshots that are not included in the 
source volume 120 are removed from the set of snapshot 150 
on the target volume 140. In this way, the target volume 
becomes synchronized with respect to snapshots that are not 
present on the source volume 120. 

At a step 230, the union of the data blocks in the set of 
snapshots 130 is computed. This union will preferably 
include available and allocated data blocks from any one or 
more target snapshots 130. This step is preferably performed 

5 

by the source volume 120. Steps 235 and 245 occur simul-
taneously with step 230. 

10 

At a step 235, the union of the blocks in the set of 
snapshots 150 is computed. This union will preferably 
include available and allocated data blocks from any one or 
more target snapshots 150. This step is preferably performed 
by the source volume 120. Step 235 is performed at the same 15 

time as steps 230 and 245. 
At a step 245, difference between the unions calculated in 

steps 230 and 235 is calculated. This difference represents 
the blocks to be transferred. These blocks are copied from 
the source volume 120 to the target volume 140. In this way, 20 

the target volume 140 becomes synchronized with respect to 
blocks present on the source volume 120. 

At a flow point 260, the target volume 140 is synchronized 
with respect to the source volume 120 and the method 200 
is complete. 

FIG. 3 shows a flow diagram for synchronizing a target 
volume and a source volume to each other. 

25 

A method for aligning a target volume and a source 
volume to each other (shown by general character reference 
300) is performed by a system 100. Although the method 30 

300 is described serially, the steps of method 300 can be 
performed by separate elements in conjunction or in parallel, 
whether asynchronously, in a pipelined manner, or other­
wise. There is no particular requirement that method 300 be 
performed in the same order, in which this description lists 35 

the steps, except where so indicated. 
At a flow point 310, system 100 is ready to perform a 

method 300. The method 300 compensates for the asynchro­
nous nature of mirroring data. At this time, both the source 
volume and target volume are taken off line. This prevents 40 

users form writing to either volume during the transition. 
At a step 315, the target volume 120 becomes 

re-synchronized with the source volume 140 as shown in 
FIG. 2. Upon completion of step 315, the target volume 120 
includes information stored on the source volume 140. 45 

6 
concept, scope, and spirit of the invention, and these varia­
tions would become clear to those skilled in the art after 
perusal of this application. 

What is claimed is: 
1. A method for aligning a target volume and a source 

volume after said source volume has been written to, includ­
ing 

comparing information about a set of snapshots associated 
with said source volume with information about a set of 
snapshots associated with said target volume to deter­
mine common information that said set of snapshots 
associated with said target volume and said set of 
snapshot associated with said source volume share in 
common; 

reverting said target volume back to a state associated 
with said common information; and 

transferring a set of data blocks from said source volume 
to said target volume based upon a result of said 
comparison, so as to align said target volume with said 
source volume. 

2. A method as in claim 1, wherein said step of comparing 
includes 

reading a set of data blocks included in said set of 
snapshots associated with said source volume; and 

reading a set of data blocks included in said set of 
snapshots associated with said target volume. 

3. A method as in claim 1, wherein said step of transfer­
ring includes writing data associated with said source vol­
ume to said target volume. 

4. A method as in claim 1, also including 
saving said information about said set of snapshots asso­

ciated with said target volume, wherein said informa­
tion concerns an initial state of said target volume prior 
to said step of transferring. 

5. A method as in claim 1, wherein said common infor­
mation is a most recent information that said set of snapshots 
associated with said target volume and said set of snapshot 
associated with said source volume share in common. 

6. A method as in claim 5, wherein said state to which said 
target volume is reverted back is a stale associated with said 
most recent information that said set of snapshots associated 
with said target volume and said set of snapshot associated 
with said source volume share in common. 

7. A method as in claim 1, wherein said step of transfer­
ring includes generating a transfer list of data blocks 
included in said source volume that are not included in said 
target volume. 

However, given the asynchronous nature of mirroring from 
the source volume 140 to the target volume 120, the source 
volume 140 may include a little bit of data that is not present 
on the target volume 120. This inconsistency is rectified in 
the following steps. 

At a step 320, the target volume 120 is designated as 
read/write. However, user I/Os are not directed to it at this 
time. 

8. A method as in claim 7, wherein said transfer list is 
50 based upon a union of all data blocks associated with said 

source volume and a most recent common snapshot. 

At a step 330, the method 200 is performed again such 
that the roles of the target volume and source volume are 55 

reversed so that data on the source volume 140 is mirrored 
to the target volume 120. Upon completion of this step, the 
target volume includes all of the date that was originally on 
the source volume 140 and does not include any data that 
was not on the source volume 140. 

At a step 335, the target volume 120 is designated as a 
read only and the source volume 140 is designated read/ 
write. User I/Os 105 are directed to the source volume 140. 

At a flow point 340, the method 300 is complete. 
Alternative Embodiments 

Although preferred embodiments are disclosed herein, 
many variations are possible which remain within the 

60 

65 

9. A method as in claim 1, wherein said source volume 
may receive reads and writes from a client during said set of 
comparing. 

10. A method as in claim 1, wherein said step of com­
paring is performed by a set of logic coupled to both said 
source volume and said target volume. 

11. A method as in claim 1 also including 
generating an alarm to inform a user that data associated 

with said target volume may be lost. 
12. A method for aligning a target volume and a source 

volume after said source volume has been written to, includ­
ing 

comparing information about a set of snapshots associated 
with said source volume with information about a set of 
snapshots associated with said target volume to deter­
mine common information that said set of snapshots 

Docker EX1018 
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associated with said target volume and said set of 
snapshot associated with said source volume share in 
common; 

reverting said target volume back to a state associated 
with said common information; 

transferring a set of data blocks from said source volume 
to said target volume based upon a result of said 
comparison; and 

5 

removing a set of data blocks from a target volume based 
upon a second result associated with said comparison. 10 

13. A method as in claim 12, also including 
saving said information about said set of snapshots asso­

ciated with said target volume, wherein said informa­
tion concerns an initial state of said target volume prior 
to said step of transferring. 

14. A method as in claim 12, wherein said common 
information is a most recent information that said set of 
snapshots associated with said target volume and said set of 
snapshot associated with said source volume share in com­
mon. 

15 

15. A method as in claim 14, wherein said state to which 20 

said target volume is reverted back is a state associated with 
said most recent information that said set of snapshots 
associated with said target volume and said set of snapshot 
associated with said source volume share in common. 

16. A method as in claim 12, wherein said step of 25 

transferring includes generating a transfer list of data blocks 
included in said source volume that are not included in said 
target volume. 

8 
an instruction to compare information about a set of 

snapshots associated with said source volume with 
information about a set of snapshots associated with 
said target volume to determine common information 
that said set of snapshots associated with said target 
volume and said set of snapshot associated with said 
source volume share in common; 

an instruction to revert said target volume back to a state 
associated with said common information; and 

an instruction to transfer a set of data blocks from said 
source volume to said target volume based upon a result 
of said comparison. 

23. An apparatus as in claim 22, wherein said set of 
instructions include 

an instruction to save said information about said set of 
snapshots associated with said target volume, wherein 
said information concerns an initial state of said target 
volume. 

24. An apparatus as in claim 22, wherein said common 
information is a most recent information that said set of 
snapshots associated with said target volume and said set of 
snapshot associated with said source volume share in com­
mon. 

25. An apparatus as in claim 24, wherein said state to 
which said target volume is reverted back is a state associ­
ated with said most recent information that said set of 17. A method as in claim 16, wherein said transfer list is 

based upon a union of all data blocks associated with said 
source volume and a most recent common snapshot. 

30 snapshots associated with said target volume and said set of 
snapshot associated with said source volume share in com-

18. A method as in claim 12, wherein said source volume 
may receive reads and writes from a client during said set of 
comparing. 

19. A method as in claim 12, wherein said step of 35 

comparing is performed by a set of logic coupled to both 
said source volume and said target volume. 

20. A method as in claim 12, wherein said step of 
removing includes removing a set of blocks included in said 
target volume that are not included in said source volume. 40 

21. A method as in claim 12, also including 
generating an alarm to inform a user that data associated 

with said target volume may be lost. 
22. An apparatus, including a processor, a memory and a 

set of instructions for aligning a target volume and a source 45 

volume after said source volume has been written to, includ­
ing 

mon. 
26. An apparatus as in claim 22, wherein said set of 

instructions includes 

an instruction to generate a transfer list of data blocks 
included in said source volume that are not included in 
said target volume. 

27. An apparatus as in claim 26, wherein said transfer list 
is based upon a union of all data blocks associated with said 
source volume and a most recent common snapshot. 

28. An apparatus as in claim 22, wherein said set of 
instructions includes 

an instruction to generate an alarm to inform a user that 
data associated with said target volume may be lost. 

* * * * * 
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