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1
DYNAMICALLY ASSOCIATING DIFFERENT
QUERY EXECUTION STRATEGIES WITH
SELECTIVE PORTIONS OF A DATABASE
TABLE

CROSS REFERENCE TO RELATED
APPLICATION

This is a continuation of U.S. patent application Ser. No.
11/181,713, filed Jul. 14, 2005, entitled “Method and Appa-
ratus for Dynamically Associating Different Query Execu-
tion Strategies with Selective Portions of a Database Table”,
which is herein incorporated by reference. This application
claims priority under 35 U.S.C. §120 of U.S. patent applica-
tion Ser. No. 11/181,713, filed Jul. 14, 2005.

FIELD OF THE INVENTION

The present invention relates generally to digital data pro-
cessing, and more particularly to the generation and execu-
tion of database queries in a digital computer system.

BACKGROUND OF THE INVENTION

In the latter half of the twentieth century, there began a
phenomenon known as the information revolution. While the
information revolution is a historical development broader in
scope than any one event or machine, no single device has
come to represent the information revolution more than the
digital electronic computer. The development of computer
systems has surely been a revolution. Each year, computer
systems grow faster, store more data, and provide more appli-
cations to their users.

A modern computer system typically comprises hardware
in the form of one or more central processing units (CPU) for
processing instructions, memory for storing instructions and
other data, and other supporting hardware necessary to trans-
fer information, communicate with the external world, and so
forth. From the standpoint of the computer’s hardware, most
systems operate in fundamentally the same manner. Proces-
sors are capable of performing a limited set of very simple
operations, such as arithmetic, logical comparisons, and
movement of data from one location to another. But each
operation is performed very quickly. Programs which directa
computer to perform massive numbers of these simple opera-
tions give the illusion that the computer is doing something
sophisticated. What is perceived by the user as a new or
improved capability of a computer system is made possible
by performing essentially the same set of very simple opera-
tions, but doing it much faster. Therefore continuing improve-
ments to computer systems require that these systems be
made ever faster.

The overall speed at which a computer system performs
day-to-day tasks (also called “throughput”) can be increased
by making various improvements to the computer’s hardware
design, which in one way or another increase the average
number of simple operations performed per unit of time. The
overall speed of the system can also be increased by making
algorithmic improvements to the system design, and particu-
larly, to the design of software executing on the system.
Unlike most hardware improvements, many algorithmic
improvements to software increase the throughput not by
increasing the average number of operations executed per
unit time, but by reducing the total number of operations
which must be executed to perform a given task.

Complex systems may be used to support a variety of
applications, but one common use is the maintenance of large
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databases, from which information may be obtained. Large
databases usually support some form of database query for
obtaining information which is extracted from selected data-
base fields and records. Such queries can consume significant
system resources, particularly processor resources, and the
speed at which queries are performed can have a substantial
influence on the overall system throughput.

Conceptually, a database may be viewed as one or more
tables of information, each table having a large number of
entries (analogous to rows of a table), each entry having
multiple respective data fields (analogous to columns of the
table). The function of a database query is to find all rows, for
which the data in the columns of the row matches some set of
parameters defined by the query. A query may be as simple as
matching a single column field to a specified value, but is
often far more complex, involving multiple field values and
logical conditions. A query may also involve multiple tables
(referred to as a “join” query), in which the query finds all sets
of N rows, one row from each respective one of N tables
joined by the query, where the data from the columns of the N
rows matches some set of query parameters.

Execution of a query involves retrieving and examining
records in the database according to some search strategy. For
any given logical query, not all search strategies are equal.
Various factors may affect the choice of optimum search
strategy. One of the factors affecting choice of optimum
search strategy is the sequential order in which multiple con-
ditions joined by a logical operator, such as AND or OR, are
evaluated. The sequential order of evaluation is significant
because the first evaluated condition is evaluated with respect
to all the entries in a database table, but a later evaluated
condition need only be evaluated with respect to some subset
of records which were not eliminated from the determination
earlier. Therefore, as a general rule, it is desirable to evaluate
those conditions which are most selective (i.e., eliminate the
largest number of records from further consideration) first,
and to evaluate conditions which are less selective later.

Other factors can also affect the choice of optimum execu-
tion strategy. For example, certain auxiliary database struc-
tures (sometimes called metadata) may, if appropriately used,
provide shortcuts for evaluating a query. One well known type
of auxiliary database structure is an index. An index is con-
ceptually a sorting of entries in a database table according to
the value of one or more corresponding fields (columns). For
example, if the database table contains entries about people,
one of the fields may contain a birthdate, and a corresponding
index contains a sorting of the records by birthdate. Ifa query
requests the records of all persons born before a particular
date, the sorted index is used to find the responsive entries,
without the need to examine each and every entry to deter-
mine whether there is a match. A well-designed database
typically contains a respective index for each field having an
ordered value which is likely to be used in queries. Other
forms of auxiliary database record may also be used.

Some databases employ partitioned tables, which can be
used to advantage in evaluating certain queries. Partitioning
means that a larger conceptual database table is divided into
multiple discrete portions (“partitions™), each entry in the
table being allocated to a respective one of the partitions. A
partition is usually a discrete data entity, such as a file, but
contains the same definitional structure (i.e., number of fields
in each entry, type of data in each respective field, etc.) as all
other partitions of the same table. Partitioning may be per-
formed for a variety of reasons, and is usually performed on
very large tables as a means of breaking the data into subsets
of some conveniently workable size. In many cases, records
are allocated to partitions based on some key value. If the
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logical conditions of a query are such that it can be known
that, for a given large table which is partitioned, all entries
satisfying the query will be contained in some subset of the
partitions, then it is not necessary to examine entries in the
other partitions not in the subset, resulting in a considerable
savings at query execution time.

To support database queries, large databases typically
include a query engine which executes the queries according
to some automatically selected search strategy, using the

4

execution strategies, and with respect to any selective portion
determined likely to benefit from such a separate query
execution strategy, constructs an appropriate strategy using
characteristics of the selection portion.

In the preferred embodiment, a database contains at least
one relatively large table which is partitioned into multiple
partitions, each sharing the definitional structure of the table
and containing a different respective discrete subset of the
table records. If a query is generated against data in the table,

known characteristics of the database and other factors. Some 10 a query engine or optimizer compares metadata for different
large database applications further have query optimizers partitions to determine whether sufficiently large differences
which construct search strategies, and save the query and its exist among the partitions, and in appropriate cases selects
corresponding search strategy for reuse. These strategies may one or more partitions for separate evaluation. A separate and
include, among other things, the order in which conditions are independent query execution strategy is then constructed for
evaluated and whether an auxiliary data structure such as an 15 each of the selected partitions, with a general strategy being
index will be used. A query optimizer or similar function may constructed for the remaining partitions.

generate a search strategy for a query based on certain In the preferred embodiment, partitions are ranked for
assumptions about the use of auxiliary data structures or the separate evaluation using a weighting formula which takes
number of entries eliminated from consideration by certain into account: (a) the number of indexes for the partition, (b)
logical conditions. Where these assumptions are erroneous, 20 recency of change activity, and (c) the size of the partition, it
the resultant query execution strategy may be significantly being understood that numerous other factors could addition-
less than optimal. ally or alternatively be taken into account. If the weighted

Where a database table involved in a query is divided into score of one or more partitions exceeds a pre-determined
multiple partitions, the query engine will separately examine threshold, then those partitions having the highest score and
the records in each applicable partition for satisfaction of the 25 exceeding the threshold are selected, up to a pre-determined
query conditions. As explained above, in some cases it may be selection limit. It is possible that no partitions will be selected,
inferred from the query conditions that no records within a or that a number of partitions fewer than the selection limit
particular partition or subset of partitions will satisfy the will be selected. A separate query strategy is then constructed
query, and in this case the query optimizer may construct the for each selected partition, using the data characteristics of
query to by-pass examination of these partitions. However, 30 the partition.
among the examined partitions (i.e., those which can not be A technique for selectively identifying partitions for inde-
eliminated from examination beforehand based on the known pendent query optimization as described herein can be imple-
query and partition parameters), there may well be differ- mented using very little overhead. By intelligently selecting
ences in data distribution, auxiliary structures or other char- only some partitions for separate query optimization, the
acteristics which would affect the choice of optimal query 35 overhead of optimizing every partition independently is
execution strategy. avoided, and separate optimization is performed in those

Ifa common query execution strategy is constructed for all fewer but significant cases where it is likely to make a real
partitions which can not be eliminated from consideration, difference in query execution performance. In those selective
this strategy will typically be based on average or common partitions, a separate query execution strategy, independently
characteristics of the partitions. In this case, there is arisk that 40 optimized using the characteristics of the partition, is likely to
at least some partitions will have characteristics at variance provide significant query execution performance improve-
with the average, and that the query execution strategy will be ments.
sub-optimal for these partitions. The details of the present invention, both as to its structure

In order to deal with different data characteristics of dif- and operation, can best be understood in reference to the
ferent partitions, it is known to separately analyze and con- 45 accompanying drawings, in which like reference numerals
struct an independent query execution strategy for each par- refer to like parts, and in which:
tition. However, construction of an appropriate query
execution strategy involves considerable analytical overhead. BRIEF DESCRIPTION OF THE DRAWING
The overhead of constructing a separate and independent
query execution strategy for eachrespective partitioncanwell 50  FIG.1is a high-level block diagram of the major hardware
outweigh the benefits of improved execution efficiency from components of a computer system for executing database
tailoring the execution strategy to the partition. As thenumber ~ queries and dynamically associating different query execu-
of partitions of a database table grows, this overhead becomes ~ tion strategies with different database portions, according to
increasingly burdensome. the preferred embodiment of the present invention.

A need exists for improved techniques for constructing 55 FIG.2is a conceptual illustration of the major software
query execution strategies against large, partitioned database ~ components of a computer system for executing database
tables. In particular, a need exists, not necessarily recognized, queries and dynamically associating different query execu-
for an improved database query erigine or optimizer which tion strategies with different database pOI‘tiOIlS, according to
can automatically make intelligent choices in determining  the preferred embodiment.
when to construct separate query execution strategies for 60 FIG.3isa conceptual representation of the structure of a
different subsets of records a database. partitioned database table, according to the preferred embodi-

ment.
SUMMARY OF THE INVENTION FIG. 4 is a conceptual representation of a persistent query
object, according to the preferred embodiment.

A query engine (or optimizer) which supports database 65  FIG. 5 is a flow diagram illustrating at a high level the

queries dynamically determines whether selective portions of
a database table are likely to benefit from separate query

process of executing a database query, according to the pre-
ferred embodiment.
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FIG. 6 shows in greater detail the process of generating a
query execution strategy for a database table having multiple
partitions, according to the preferred embodiment.

FIG. 7 shows in greater detail the process of executing a
query using an execution strategy which is separately opti-
mized for different partition of a database table, according to
the preferred embodiment.

DETAILED DESCRIPTION OF THE PREFERRED
EMBODIMENTS

Referring to the Drawing, wherein like numbers denote
like parts throughout the several views, FIG. 1 is a high-level
representation of the major hardware components of a com-
puter system 100 for use in generating and executing database
queries, dynamically determining whether different portions
of'a queried database are likely to benefit from different query
execution strategies, and generating different strategies as
required by the determination made, according to the pre-
ferred embodiment of the present invention. CPU 101 is at
least one general-purpose programmable processor which
executes instructions and processes data from main memory
102. Main memory 102 is preferably a random access
memory using any of various memory technologies, in which
data is loaded from storage or otherwise for processing by
CPU 101.

One or more communications buses 105 provide a data
communication path for transferring data among CPU 101,
main memory 102 and various I/O interface units 111-114,
which may also be known as I/O processors (IOPs) or I/O
adapters (IOAs). The I/O interface units support communica-
tion with a variety of storage and I/O devices. For example,
terminal interface unit 111 supports the attachment of one or
more user terminals 121-124. Storage interface unit 112 sup-
ports the attachment of one or more direct access storage
devices (DASD) 125-127 (which are typically rotating mag-
netic disk drive storage devices, although they could alterna-
tively be other devices, including arrays of disk drives con-
figured to appear as a single large storage device to a host). [/O
device interface unit 113 supports the attachment of any of
various other types of /O devices, such as printer 128 and fax
machine 129, it being understood that other or additional
types of I/O devices could be used. Network interface 114
supports a connection to external network 130 for communi-
cation with one or more other digital devices. Network 130
may be any of various local or wide area networks known in
the art. For example, network 130 may be an Ethernet local
area network, or it may be the Internet. Additionally, network
interface 114 might support connection to multiple networks.

It should be understood that FIG. 1 is intended to depict the
representative major components of system 100 at a high
level, that individual components may have greater complex-
ity than represented in FIG. 1, that components other than or
in addition to those shown in FIG. 1 may be present, and that
the number, type and configuration of such components may
vary, and that a large computer system will typically have
more components than represented in FIG. 1. Several particu-
lar examples of such additional complexity or additional
variations are disclosed herein, it being understood that these
are by way of example only and are not necessarily the only
such variations.

Although only a single CPU 101 is shown for illustrative
purposes in FIG. 1, computer system 100 may contain mul-
tiple CPUs, as is known in the art. Although main memory
102 is shown in FIG. 1 as a single monolithic entity, memory
102 may in fact be distributed and/or hierarchical, as is known
inthe art. E.g., memory may exist in multiple levels of caches,
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6

and these caches may be further divided by function, so that
one cache holds instructions while another holds non-instruc-
tion data which is used by the processor or processors.
Memory may further be distributed and associated with dif-
ferent CPUs or sets of CPUs, as is known in any of various
so-called non-uniform memory access (NUMA) computer
architectures. Although communications buses 105 are
shown in FIG. 1 as a single entity, in fact communications
among various system components is typically accomplished
through a complex hierarchy of buses, interfaces, and so
forth, in which higher-speed paths are used for communica-
tions between CPU 101 and memory 102, and lower speed
paths are used for communications with 1/O interface units
111-114. Buses 105 may be arranged in any of various forms,
such as point-to-point links in hierarchical, star or web con-
figurations, multiple hierarchical buses, parallel and redun-
dant paths, etc. For example, as is known in a NUMA archi-
tecture, communications paths are arranged on a nodal basis.
Buses may use, e.g., an industry standard PCI bus, or any
other appropriate bus technology. While multiple 1/O inter-
face units are shown which separate buses 105 from various
communications paths running to the various I/O devices, it
would alternatively be possible to connect some or all of the
1/0O devices directly to one or more system buses.

Computer system 100 depicted in FIG. 1 has multiple
attached terminals 121-124, such as might be typical of a
multi-user “mainframe” computer system. Typically, in such
a case the actual number of attached devices is greater than
those shown in FIG. 1, although the present invention is not
limited to systems of any particular size. User workstations or
terminals which access computer system 100 might also be
attached to and communicate with system 100 over network
130. Computer system 100 may alternatively be a single-user
system, typically containing only a single user display and
keyboard input, or a system such as a server containing no
directly attached terminals. Furthermore, while the invention
herein is described for illustrative purposes as embodied in a
single computer system, the present invention could alterna-
tively be implemented using a distributed network of com-
puter systems in communication with one another, in which
different functions or steps described herein are performed on
different computer systems.

While various system components have been described
and shown at a high level, it should be understood that a
typical computer system contains many other components
not shown, which are not essential to an understanding of the
present invention. In the preferred embodiment, computer
system 100 is a computer system based on the IBM AS/400™
or i/Series™ architecture, it being understood that the present
invention could be implemented on other computer systems.

FIG. 2 is a conceptual illustration of the major software
components of system 100 in memory 102. Operating system
kernel 201 is executable code and state data providing various
low-level software functions, such as device interfaces, man-
agement of memory pages, management and dispatching of
multiple tasks, etc. as is well-known in the art. A structured
database 202 contains data which is maintained by computer
system 100 and for which the system provides access to one
or more users, who may be directly attached to system 100 or
may be remote clients who access system 100 through a
network using a client/server access protocol.

Database 202 contains one or more tables 203, 204 (of
which two are shown in FIG. 2), each having a plurality of
entries or records, each entry containing at least one (and
usually many) fields, as is well known in the art. Database
tables 203, 204 might contain almost any type of data which
is provided to users by a computer system. In accordance with
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the preferred embodiment, at least one database table (repre-
sented in FIG. 2 as table 203) comprises multiple partitions,
each partition containing some discrete portion of the entries
in table 203. Associated with the database tables are one or
more auxiliary data structures 205-208, also sometimes
referred to as metadata. Auxiliary data structures characterize
the structure of the database and data therein, and are useful in
various tasks involved in database management, particularly
in executing queries against the database. Examples of aux-
iliary data structures include database indexes 205-206, mate-
rialized query table 207, and histogram 208, it being under-
stood that other types of metadata may exist.

Database management system 211 provides basic func-
tions for the management of database 202. Database manage-
ment system 211 may theoretically support an arbitrary num-
ber of database tables, which may or may not have related
information, although only two tables are shown in FIG. 2.
Database management system 211 preferably allows users to
perform basic database operations, such as defining a data-
base, altering the definition of the database, creating, editing
and removing records in the database, viewing records in the
database, defining database indexes, and so forth. Among the
functions supported by database management system 211 is
the making of queries against data in database tables 203, 204.
Query support functions in database management system 211
include query optimizer 212 and query engine 213. Database
management system 211 may further contain any of various
more advanced database functions. Although database man-
agement system 211 is represented in FIG. 2 as an entity
separate from operating system kernel 201, it will be under-
stood that in some computer architectures various database
management functions are integrated with the operating sys-
tem.

Query optimizer 212 generates query execution strategies
for performing database queries. As is known in the database
art, the amount of time or resource required to perform a
complex query on a large database can vary greatly, depend-
ing on various factors, such as the availability of an index or
other auxiliary data structure, the amount of resources
required to evaluate each condition, and the expected selec-
tivity (i.e., number of records eliminated from consideration)
of the various logical conditions. Optimizer 212 determines
an optimal execution strategy according to any optimizing
algorithm, now known or hereafter developed, and generates
an execution strategy, also known as an “access plan”, accord-
ing to the determination. The execution strategy is a defined
series of steps for performing the query, and thus is, in effect,
a computer program. The optimizer 212 which generates the
execution strategy performs a function analogous to that of a
compiler, although the execution strategy data is not neces-
sarily executable-level code. It is, rather, a higher-level series
of statements which are interpreted and executed by query
engine 213.

A query can be saved as a persistent storage object in
memory, and can be written to disk or other storage. Once
created by optimizer 212, a query execution strategy can be
saved with the query as part of the persistent storage object.
For a given query, it is possible to generate and save one, or
optionally multiple, optimized execution strategies. The
query can be invoked, and a saved query strategy re-used
(re-executed), many times.

FIG. 2 represents persistent storage objects Query A 209
and Query B 210. Query objects are described in further detail
herein, with respect to FIG. 4. Although two query objects are
represented for illustrative purposes in FIG. 2, it will be
understood that the actual number of such entities may vary,
that typically a large computer system contains a much larger
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number of query objects, that each query object may contain
or be associated with zero, one, or more than one execution
strategies. Although these are referred to herein as “query
objects”, the use of the term “object” is not meant to imply
that database management system 211 or other components
are necessarily programmed using so-called object-oriented
programming techniques, or that the query object necessarily
has the attributes of an object in an object-oriented program-
ming environment, although it would be possible to imple-
ment them using object-oriented programming constructs.

Although one database 202 having two database tables
203, 204, two indexes 205-206, one MQT 207 and one his-
togram 208 are shown in FIG. 2, the number of such entities
may vary, and could be much larger. The computer system
may contain multiple databases, each database may contain
multiple tables, and each database may have associated with
it multiple indexes, MQTs, histograms, or other auxiliary data
structures not illustrated. Alternatively, some entities repre-
sented in FIG. 2 might not be present in all databases; for
example, some databases might not contain materialized
query tables or the like. Additionally, database 202 may be
logically part of a larger distributed database which is stored
on multiple computer systems. Although database manage-
ment system 211 is represented in FIG. 2 as part of database
202, the database management system, being executable
code, is sometimes considered an entity separate from the
“database”, i.e., the data.

In addition to database management system 211, one or
more user applications 214, 215 executing on CPU 101 may
access data in database tables 203, 204 to perform tasks on
behalf of one or more users. Such user applications may
include, e.g., personnel records, accounting, code develop-
ment and compilation, mail, calendaring, or any of thousands
of user applications. Some of these applications may access
database data in a read-only manner, while others have the
ability to update data. There may be many different types of
read or write database access tasks, each accessing different
data or requesting different operations on the data. For
example, one task may access data from a specific, known
record, and optionally update it, while another task may
invoke a query, in which all records in the database are
matched to some specified search criteria, data from the
matched records being returned, and optionally updated. Fur-
thermore, data may be read from or written to database tables
203, 204 directly, or may require manipulation or combina-
tion with other data supplied by a user, obtained from another
database, or some other source. Although two applications
214, 215 are shown for illustrative purposes in FIG. 2, the
number of such applications may vary. Applications 214, 215
typically utilize function calls to database manager 211 to
access data in database 202, and in particular, to execute
queries to data in the database, although in some systems it
may be possible to independently access data in database 202
directly from the application.

Various software entities are represented in FIG. 2 as being
separate entities or contained within other entities. However,
it will be understood that this representation is for illustrative
purposes only, and that particular modules or data entities
could be separate entities, or part of a common module or
package of modules. Furthermore, although a certain number
and type of software entities are shown in the conceptual
representation of FIG. 2, it will be understood that the actual
number of such entities may vary, and in particular, that in a
complex database server environment, the number and com-
plexity of such entities is typically much larger. Additionally,
although software components 202-215 are depicted in FIG.
2 on a single computer system 100 for completeness of the
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representation, it is not necessarily true that all programs,
functions and data will be present on a single computer sys-
tem or will be performed on a single computer system. For
example, user applications may be on a separate system from
the database; a database may be distributed among multiple
computer systems, so that queries against the database are
transmitted to remote systems for resolution, and so forth.

While the software components of FIG. 2 are shown con-
ceptually as residing in memory 102, it will be understood
that in general the memory of a computer system will be too
small to hold all programs and data simultaneously, and that
information is typically stored in data storage devices 125-
127, comprising one or more mass storage devices such as
rotating magnetic disk drives, and that the information is
paged into memory by the operating system as required. In
particular, database tables 203, 204 are typically much too
large to be loaded into memory, and typically only a small
portion of the total number of database records is loaded into
memory at any one time. The full database 202 is typically
recorded in disk storage 125-127. Furthermore, it will be
understood that the conceptual representation of FIG. 2 is not
meant to imply any particular memory organizational model,
and that system 100 might employ a single address space
virtual memory, or might employ multiple virtual address
spaces which overlap.

FIG. 3 is a conceptual representation of the structure of
partitioned database table 203, according to the preferred
embodiment. Database table 203 contains multiple database
entries (also called records, or rows) 302, each entry contain-
ing multiple data values logically organized as multiple data
fields 303-305. Database table 203 is conceptually repre-
sented in FIG. 3 as atable or array, in which the rows represent
database entries or records, and the columns represent data
fields. However, as is well known in the art, the actual struc-
ture of the database in memory typically varies due to the
needs of memory organization, accommodating database
updates, and so forth. A database table will often occupy
non-contiguous blocks of memory; database records may
vary in length; some fields might be present in only a subset of
the database records; and individual entries may be non-
contiguous. Portions of the data may even be present on other
computer systems. Various pointers, arrays, and other struc-
tures (not shown) may be required to identity the locations of
different data contained in the database.

Database table 203 is partitioned into multiple partitions
301A-301C (herein generically referred to as feature 301), of
which three are shown in FIG. 3. A partition 301 contains a
subset of the entries in the database table 203 of which it is a
part. Le., the partition is conceptually a table containing
exactly the same data fields 303-305 as the database table 203
of which it is a part, but containing only some of the entries
(rows) of the whole table. Each partition contains a discrete
(i.e., non-overlapping) subset of the entries, the union of all
the partitions 301 constituting the entire database table 203.
Each partition 301 is itself a separate file, object or other data
structure, although it is logically part of a larger table 203.
Partitioned tables are often used because the volume of datain
the whole table 203 is so large that including all of it in a
single data structure violates some size constraint in the sys-
tem, or simply becomes unwieldy to search or otherwise
process, although a partitioned table may conceivably be used
for other purposes. Although only three partitions are repre-
sented in FIG. 3 for clarity of illustration, it will be understood
that the number of partitions could be (and often is) signifi-
cantly larger.

Where table partitioning is used, there must be some con-
sistent method for allocating each entry to a respective one of
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the partitions. This may be accomplished by using some hash
function of an address or record number, which will generally
allocate an approximately equal number of records to each
partition. However, it is often advantageous to allocate entries
to partitions according to the value of some data field con-
trolling the partitioning, because if a query should include a
condition referencing that field, it may be known in advance
that all of the responsive entries will be in a particular one of
the partitioned tables (or some subset of the partitioned
tables), thus reducing the scope of the records which must be
examined to satisfy the query. In this case, the partitioned
tables will not generally be the same size, and there may be
substantial size differences. This data field controlling the
partitioning, also known as a “partition key”, might contain
an ordered value, where ranges of the ordered value corre-
spond to respective partition tables, or might contain one of
multiple discrete values, each discrete value corresponding to
arespective partitioned table. For example, in a database table
of transactions maintained by a bank or similar financial
institution, it may be desirable to partition the table by ranges
of dates, such as calendar year or month. Because many
queries against the database will be limited to some particular
range of dates, it is possible to immediately narrow the scope
of records examined by removing from consideration any
records contained in a partitioned table corresponding to a
date range outside the scope of the query.

FIG. 4 is a conceptual representation of a typical persistent
query object 209, according to the preferred embodiment. A
query object contains a body portion 401, and a variable
number of execution strategy blocks 402, which could be
zero, one or (optionally) multiple execution strategy blocks
(of which one is represented in the example of FIG. 4). The
body portion contains a query identifier field 411, a query
logical representation 412, and additional query data 413.
The query logical representation 412 is a representation of the
query in a form understandable by the query optimizer 212
and/or query engine 213, from which a query execution strat-
egy can be constructed. Additional query data 413 includes
various other data which might be useful to database man-
agement system 211 or other applications accessing a query.
For example, additional data 413 might include a text descrip-
tion of the query, performance statistics for running the query,
security and access control information, and so forth. Addi-
tional query data 413 is represented in FIG. 4 as a single block
of data for clarity of illustration; however, such additional
data will typically comprise multiple fields, some of which
may be optional or of variable length, or may reference datain
other data structures.

Execution strategy block 402 contains data relating to a
particular execution strategy for the query. In an optional
implementation, there could be multiple execution strategies
for a single query, each expressed in a corresponding execu-
tion strategy block. As is known in the art of database man-
agement, the choice of an optimal query execution strategy
could depend in numerous factors, including the resources
allocated to a particular user or process invoking a query, the
values of imported variables within the query, the state of the
system, and so forth. In some implementations, in may be
possible to save multiple query execution strategies, each
appropriate for use under a different respective set of condi-
tions. In general, an execution strategy block contains a strat-
egy header 414 and at least one set of strategy instructions.

The strategy header 414 will contain specific data relating
to the use of the strategy and to distinguish it from other
strategies, if multiple strategies exist. For example, a strategy
header may contain a strategy identifier, a strategy condition
expression (i.e. a logical expression specifying one or more
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conditions upon the use of the corresponding strategy), sta-
tistical data concerning prior uses of the strategy, and so forth.
Header 414 is followed by a sequence of strategy instructions
415 for executing the corresponding strategy. In the preferred
embodiment, these are not directly executable code, but are
higher-level instructions which are interpreted by the query
engine 213 to execute the query. These instructions determine
whether or not indexes or other auxiliary data structures are
used to search the database records and the order in which
conditions are evaluated.

In accordance with the preferred embodiment, at least one
strategy execution block (illustrated as block 402) contains
strategy instructions 415 including multiple subsets of strat-
egy instructions 416-418, each subset corresponding to a
respective discrete subset of partitions in a partitioned table
which is the subject of the query. Each subset 416-418 con-
tains instructions such that, during execution, it is applied
only to the subset of partitions to which it corresponds, i.e. it
examines records only in the corresponding subset of parti-
tions. This subset of partitions is referred to herein as the
scope of the subset of strategy instructions. A first subset of
strategy instructions is designated a default subset 416, which
is applicable to all partitions which are not within the scope of
any special subset. The default set is followed by a variable
number of special subsets 417, 418 (of which two are illus-
trated in FIG. 4). Each special subset of strategy instructions
is applicable to some specified subset of partitions only; in the
preferred embodiment, each special subset is applicable to a
single specific partition, although it would alternatively be
possible to construct special subsets for multiple partitions.
Strategy instructions 415 may include instructions in addition
to those of the various subsets, e.g., to perform a union of the
results produced by the subsets of strategy instructions, to
execute join operations with records from other database
tables which are subject to the query, etc.

Among the functions supported by database management
system 211 is the making of queries against data in database
202, which are executed by query engine 213. As is known,
queries typically take the form of statements having a defined
format, which test records in the database to find matches to
some set of logical conditions. Typically, multiple terms, each
expressing a logical condition, are connected by logical con-
junctives such as “AND” and “OR”. Because database 202
may be very large, having a very large number of records, and
a query may be quite complex, involving multiple logical
conditions, it can take some time for a query to be executed
against the database, i.e., for all the necessary records to be
reviewed and to determine which records, if any, match the
conditions of the query.

The amount of time required to perform a complex query
on a large database can vary greatly, depending on many
factors. Depending on how the data is organized and indexed,
and the conditions of the query, conditions may optimally be
evaluated in a particular order, and certain auxiliary data
structures such as indexes or materialized query tables may be
used. Of particular interest herein, it will be noted that differ-
ent partitions of the same database table may exhibit different
characteristics, which would affect the choice of optimal
query. For example: data skew may cause the proportion of
records selected by a query (or a sub-part of the query) to be
much higher in one partition than another; one partition may
be much larger than another; one or more auxiliary data
structures (such as indexes) might encompass only a single
partition or fewer than all partitions; some partitions might be
more stable than others; etc. Where a single query strategy is
chosen for all partitions of a partitioned table which is the
subject of the query, it is possible that this strategy is sub-
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optimal for some of the partitions. However, to construct a
separate strategy for each partitions entails substantial over-
head, which often is not justified as the differences among
partitions might be of no great consequence. These and other
considerations should be taken into account in determining an
optimum query execution strategy.

In accordance with the preferred embodiment, a query
optimizer compares certain key parameters of the various
partitions to determine whether there is likely to be a signifi-
cant performance benefit in separately optimizing the query
for one or more partitions, as explained in greater detail
herein. If the comparison of key parameters indicates that a
significant performance benefit is likely, separate query opti-
mizations are performed for the partitions so identified. If the
comparison of key parameters indicates that a significant
performance benefit is unlikely, then a single query execution
strategy is used for all partitions. Query strategies so con-
structed are preferably saved in a query object 209 for later
re-use. The comparison of key parameters itself can be per-
formed with very little overhead, so that the burden of con-
structing separate optimized query strategies for separate par-
titions of a table is limited to those queries in which it is likely
to produce a significant benefit.

FIG. 5 is a flow diagram illustrating at a high level the
process of executing a database query, according to the pre-
ferred embodiment. Referring to FIG. 5, a query may be
initiated either as a newly defined query, or as a re-used
(previously executed and saved) query, as shown by the two
paths beginning at blocks 501 and 504, respectively.

For a new query, a requesting user formulates and submits
a database query using any of various techniques now known
or hereafter developed (step 501). E.g., the database query
might be constructed and submitted interactively using a
query interface in database management system 211, might
be submitted from a separate interactive query application
program, or might be embedded in a user application and
submitted by a call to the query engine 213 when the user
application is executed. A query might be submitted from an
application executing on system 100, or might be submitted
from a remote application executing on a different computer
system. In response to receiving the query, query engine 213
parses the query into logical conditions to generate a query
object (step 502), which may be saved for re-use. The data-
base management system invokes optimizer 212 to generate
an optimized execution strategy block for the query. Genera-
tion of an optimized query execution strategy block is repre-
sented at a high level in FIG. 5 as step 503, and shown in
greater detail in FIG. 6. Preferably, where the query is against
datain a table which is partitioned into multiple partitions, the
query optimizer dynamically decides whether to construct
separately optimized strategies for different partitions, as
described further herein with respect to FIG. 6. After genera-
tion of a suitable execution strategy at step 503, the database
management system proceeds to step 509.

Where an existing query is re-used, a requesting user
selects the existing query object for re-use and invokes it,
using any of various techniques now known or hereafter
developed (step 504). E.g., the query might be selected inter-
actively from a menu in database management system 211,
might be submitted from a separate interactive application
program, or might be embedded in a user application and
submitted by a call to the query engine 213 when the user
application is executed, any of which might be performed
from system 100, or from a remote system.

In response to invoking the query, query optimizer 212
determines whether a saved strategy exists in the query object
209 (step 505). If no such strategy exists (the ‘N’ branch from
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step 505), the query engine invokes the optimizer to generate
one (step 503), as in the case of a new query. If a previously
saved execution strategy exists for the query (the ‘Y’ branch
from step 505), the database management system tests deter-
mines whether the saved strategy should be used for the
current query (step 506). E.g., a strategy may have logical
conditions associated with its use, or in some circumstances a
strategy may be stale and should not be used as a result of
changes to the database. If the saved execution strategy
should not be used for any reason, then the ‘N’ branch is taken
from step 506, and the database management system looks for
another previously saved execution strategy (step 507), con-
tinuing then to step 505. The database management system
continues to look for execution strategies (loop at steps 505-
507) until a suitable strategy is found (the Y’ branch from
step 506) or there are no more strategies (the ‘N’ branch from
step 505).

If a suitable pre-existing execution strategy is found, the
‘Y’ branch is taken from step 506, and an execution strategy
is selected (step 508). Where multiple execution strategies are
permissible, the database manager will choose one of these
multiple strategies. Such a choice could be based on priori-
ties, or any criteria or technique now known or hereafter
developed, or could be arbitrary. After selecting a strategy, the
database management system proceeds to step 509.

The query engine is then invoked to execute the query
according to the query execution strategy which was either
generated at step 503 or selected at step 508. Execution of a
query execution strategy is represented at a high level in FIG.
5 as step 509, and shown in greater detail in FIG. 7. Generally,
this means that the query engine retrieves selective database
records according to the query execution strategy, and evalu-
ates the logical query conditions with respect to the selected
record in an order determined by the strategy, using any
known technique or technique hereafter developed.

The query engine then generates and returns results in an
appropriate form (step 510). E.g., where a user issues an
interactive query, this typically means returning a list of
matching database entries for display to the user. A query
from an application program may perform some other func-
tion with respect to database entries matching a query.

FIG. 6 shows in greater detail the process of generating a
query execution strategy for a query involving a database
table having multiple partitions, according to the preferred
embodiment, represented in FIG. 5 as step 503. Referring to
FIG. 6, the optimizer is invoked and generates an optimized
query execution strategy for the original, unmodified query
(step 601). The generation of query execution strategies is
well-known in the art, and numerous techniques exist for
optimizing a query execution strategy using known charac-
teristics of the database, such as the size of database tables,
available indexes and other metadata, probable number of
responsive records, and so forth. Any query optimization
technique, now known or hereafter developed, may be used
for generating an optimized query execution strategy. If the
query is against records in a database table having partitions
and the query uses the partition key, then the optimizer might
eliminate from its search any partitions which, by the terms of
the query, can be safely eliminated because it is known in
advance that no responsive records will be in those partitions.
However, in all other respects the query execution strategy
constructed at step 601 has a scope which includes all parti-
tions of any partitioned database table, i.e., the same execu-
tion strategy is used for searching the records of each partition
which is not entirely eliminated from consideration by the
partition key.
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After generating an execution strategy, the optimizer for-
mulates an estimate of query execution time according to the
execution strategy (step 602). Various estimation formulae
are known in the art, and any appropriate formula, now know
or hereafter developed, could be used.

If the database query involves a partitioned table and the
estimated execution time exceeds some pre-established
threshold T1, then the query is a suitable candidate for sepa-
rate strategies for some partitions, and the ‘Y’ branch is taken
from step 603. The purpose of the threshold T1 is to avoid
attempts to construct separate query execution strategies for
queries that will probably execute quickly anyway. In this
case, the cost of constructing the separate execution strategy
is likely to exceed any expected execution time saving from
using separately optimized execution strategies for different
partitions. The threshold T1 may be fixed, or may be variable
depending on the expected frequency of execution of the
query. E.g., if it is expected that a particular query will be
frequently re-used, then increased cost in generating an opti-
mized execution strategy may be justified, and in this case it
may be desirable to directly or indirectly specify a lower
threshold T1 than would be used for infrequently used, or
one-time use, queries. If threshold T1 is not exceeded, or the
database tables involved in the query are not partitioned, then
the ‘N’ branch is taken from step 603 to step 614, and no
further optimization is performed.

If the “Y” branch is taken from step 603, the optimizer
selects a next partition from the database table (step 604), and
computes a weighted score for the selected partition (step
605). The weighted score is intended as a relative measure of
how “different” the selected partition is from the other parti-
tions in the same database table, for purposes of generating
optimized query execution strategies. If a partition is suffi-
ciently different from the other partitions in the same table in
certain key respects, then it might benefit from a separately
optimized execution strategy.

In the preferred embodiment, the weighted score is a sum
ofthree weighting factors, based on the number of indexes for
the partition, the recency of the latest change to the partition,
and the size of the partition, i.e.:

W=F1(#indexes)+F2(change_time)+F3
(partition_size);

where F1, F2 and F3 are suitable functions.

The term F1(#indexes) is intended as an approximate indi-
cator of the existence of a useful local index for the selected
partition, which is not available for other partitions of the
same table. An index is often constructed over an entire data-
base table (i.e., all the partitions within a database table hav-
ing partitions), but in some cases a “local index” will be
constructed for the records of a single partition (or fewer than
all partitions). The general query execution strategy con-
structed at step 601 will only use indexes which cover the
entire table, but if a separate special query execution strategy
is to be constructed for a selected partition and a local index
exists for that partition, there is no reason why this special
query execution strategy can not use the local index. The F1
function therefore computes the difference between the num-
ber of indexes available for the selected partition and some
base number of indexes available to the partitions of the
applicable table generally (the base number could be a mini-
mum, an average, or similar measure). If the number of
indexes for the selected partition exceeds the base number,
there is possibly a local partition which might be useful in
constructing a special query execution strategy for the
selected partition. This difference might be multiplied by a

&)

Samsung Exhibit 1014, Page 16 of 20
Samsung Electronics Co., Ltd. et al. v. Optimum Imaging Technologies LLC
IPR2025-00628



US 9,063,982 B2

15

suitable weighting coefficient, or subjected to some other
operator to produce the F1 term of equation (1).

The term F2(change_time) is intended as an approximate
measure of the volatility of the partition, i.e. the frequency of
change activity. An unusually volatile partition might benefit
from a special query execution strategy because the metadata
available for the partition is likely to be less reliable. In the
preferred embodiment, the F2 function compares the time
elapsed from the most recent change to the selected partition
with the average time elapsed from the most recent change to
a partition in the database table. A very low elapsed time (in
comparison to the average elapsed time) indicates a more
volatile partition. Since elapsed time is a relative measure, it
may be expressed in any of various relative terms, such as a
deviation from a mean elapsed time, and is only relevant if it
is a negative deviation (i.e., a shorter than average elapsed
time, or some threshold below the average elapsed time). A
negative deviation may be multiplied by a suitable (negative)
weighting coefficient to produce the F2 term.

The term F3(partition_size) is intended as a relative mea-
sure of the partition size, i.e., its size with respect to other
partitions in the same table. An unusually large partition
might benefit from a special query execution strategy because
searching it consumes a disproportionate amount of resource,
so that any deviation from a typical data distribution or other
characterizing parameter can have a magnified effect. In the
preferred embodiment, the F2 function compares the size of
the selected partition with the average partition size of parti-
tions in the table. Size is preferably determined as a relative
measure, e.g., a deviation from a mean size (or some thresh-
old above a mean size), and is only relevant if it is a positive
deviation. The deviation may be multiplied by a suitable
weighting coefficient to produce the F3 term.

In the preferred embodiment, the weighting coefficients
are assigned so that the F1 term is generally the most signifi-
cant (if non-zero), followed in significance by the F2 and F3
terms. However, in any given case this is not necessarily true.

A database table can be partitioned according to the value
of a key field (partition key) in which a discrete value or a
range of values is assigned to each partition, but it may also be
partitioned using a hashed value. For example, the least sig-
nificant bits of a record number or similar data field can be
used to allocate records to partitions. The advantage of hash-
ing is that the hash function normally allocates records nearly
equally among the various partitions, so all partitions are
about the same size. The disadvantage is that there is no
meaningful distinction of data among the various partitions,
so it is unlikely that partitions can be eliminated from any
particular query. If partitions are allocated using a hashed
value, then the F2 term above is considered meaningless and
is not used. Since hashed values normally produce partitions
of approximately the same size, it is unlikely that the F3 term
will produce a significant value, and therefore only the F1
term in equation (1) is likely to be significant.

It will be observed that the F1 and F2 terms as described
above are somewhat rough measures of the intended indicia.
In the case of the F1 term, a local index, even if it exists, may
beunusable for purposes of evaluating the query, and a simple
measure of the number of indexes is not necessarily proof of
a useful local index. In the case of the F2 term, a very recent
change to a partition may have been mere coincidence, and
does not necessarily establish a high degree of volatility.
These values are used as described because they provide a
simple measure of the degree to which a partition is “differ-
ent” from the others for purposes of using a special query
execution strategy, which can be implemented by the opti-
mizer with relatively little overhead. However, it would alter-
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natively be possible to use more sophisticated measures of the
intended indicia. It would further be possible to use alterna-
tive or additional indicia that a partition might benefit from a
separate special query execution strategy, optimized for that
partition alone. These indicia could be parameters associated
with a particular partition or set of partitions, or with the
database or system as a whole. Such alternative or additional
indicia might include any or all of the following:

(a) The existence of significant data skew in a table, e.g., ifit
can be predicted that most of the responsive records will be
contained in one or only a few partitions;

(b) The use of a range of partition key values in a query which
encompasses all of one or more partitions, but only a por-
tion of other partitions (which can be considered a special
case of data skew); or

(c) The total number of partitions is small.

Certain indicia have been described herein as a preferred
method ofidentifying suitable partitions for special execution
strategies, but the description of certain indicia is not meant to
preclude the use of other indicia not described. Furthermore,
although an algorithm using a “weighting formula” for rank-
ing the partitions has been described, various alternative algo-
rithms might be used which employ in various ways any of the
indicia described herein, or other indicia, to select partitions
or other portions of a database for special execution strate-
gies.

If the weighted score according to equation (1) is greater
than a pre-determined threshold T2, then the partition is a
suitable candidate for a special query execution strategy. In
this case the ‘Y’ branch is taken from step 606, and the
partition is added to a list of possible candidates in a sorted
order of weighted score (step 607). As in the case of threshold
T1 used in step 603, threshold T2 could either be fixed, or
could be a variable depending on the expected frequency of
use of the query, T2 generally being lower if the query is to be
used more frequently. If threshold T2 is not met, the ‘N’
branch from step 606 is taken, and step 607 is by-passed.

If any more partitions remain in the database table, the Y’
branch is taken from step 608, and a next partition is selected
for evaluation at step 604. When all partitions have been so
evaluated, the ‘N’ branch is taken from step 608.

If the list of candidate partitions is non-empty (i.e., at least
one partition’s weighted score exceeded threshold T2), the
Y’ branch is taken from step 609. The optimizer then selects
up to L partitions from the candidate list having the highest
weighted scores for generating of respective special execu-
tion strategies (step 610). If there are fewer than L partitions
in the candidate list, then all are selected, but in no case are
more than L selected. The limit L. is intended to prevent an
excessive number of special execution strategies which might
result from a large number of partitions and/or other factors.
As in the case of thresholds T1 and T2, L might be fixed or
variable. In the preferred embodiment, L is fixed at 4 parti-
tions, it being understood that this number could vary, and
that it would alternatively be possible to have no such limit L.

The optimizer then re-formulates the query as a union of
queries against subsets of the database table (step 611). E.g.,
if partitions A, B and C are selected for special optimization
in query Q, then query Q is re-formulated as four separate
queries, comprising a general query QDefault which is query
Q applied to all applicable partitions of the database table
except partitions A, B and C, and special queries QA, QB and
QC which are query Q applied to partitions A, B and C,
respectively. The reformulated query Q is the union of queries
QDefault, QA, QB and QC.

The optimizer then generates a query execution strategy for
each of the separate queries, i.e., the default query and the
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special queries (step 612). Preferably, these query execution
strategies are generated using the same techniques used in
step 601, but using the characteristics of the corresponding
partition(s) for which each query execution strategy is being
generated (rather than the characteristics of the database table
as a whole, as in the case of step 601). Because the charac-
teristics of individual partitions may vary, the resultant query
execution strategies may be different from that produced
earlier at step 601. A complete query execution strategy is
then generated by performing a union of the results generated
by each of the separate query execution strategies (step 612).

The general query generated at step 601, or the separate
queries generated at step 612 and joined by the union opera-
tion at step 613, as the case may be, are then saved in an
execution strategy block 402 of the query object (step 614).
This execution strategy block may additionally contain iden-
tifies, conditions or other data concerning use of the corre-
sponding query execution strategy.

In the description above, it has been assumed for clarity of
illustration that the query is against data in a single database
table. As is well known in the database art, many queries
involve “joins”, in which data in multiple tables is examined.
Where a join is involved, the process is essentially the same,
but only applies to that portion of the query execution strategy
instructions which examines a partitioned database table. L.e.,
if the query specifies a join of data in a partitioned database
table with data in another table, the process illustrated in steps
603-613 and described above is used to replace, if necessary,
the instructions which examine the partitioned database table,
the remaining instructions (e.g., those which examine the
other table and perform the join) being unaffected. It is further
possible for a query to specify a join of multiple partitioned
tables, in which case the process of steps 603-613 could be
applied to each such table separately.

FIG. 7 shows in greater detail the process of executing a
query using an execution strategy generated by query opti-
mizer 212, according to the preferred embodiment, repre-
sented in FIG. 5 as step 510. This process is generally per-
formed by query engine 213. Execution of a strategy amounts
to executing the strategy instructions 415 contained in a strat-
egy block 402.

Referring to FIG. 7, the query engine may (optionally)
execute a preliminary series of instructions (step 701), and
proceeds to a point where it will examine the records of a
database table. At this point two divergent paths are illustrated
in FIG. 7. A first path (through steps 702-705) represents an
examination of records in a partitioned database table using
multiple different execution strategies for different partitions.
A second path (step 706) represents an examination of
records in a database table (which may be a partitioned data-
base table or a non-partitioned table) using a single strategy
for all portions of the table.

Where multiple different query execution strategies were
generated for a different partitions of a partitioned table (at
step 503), the multiple strategies are executed by executing
the query execution strategy instructions 416 for the default
partitions (step 702), followed by query execution strategy
instructions 417 for partition A (step 703), followed by query
execution strategy instructions 418 for partition B (step 704),
and so on for each of the special execution strategies. The
union of the results sets generated by these multiple query
execution strategies is then formed (step 705) as the results set
for the partitioned database table as a whole.

Where a single query execution strategy was generated, the
instructions of this strategy are executed to examine the table
or all applicable partitions of the database table (step 706),
thereby generating a result set.
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The query engine then executes the remaining strategy
instructions, if any (step 707). If only data from a single
database table is subject to the query, then steps 701 and 707
might involve few or no instructions. However, where the
query involves a join of data from multiple tables, then exami-
nation of one or more other tables might be performed in
either step 701 or 707 or both.

Among the advantages of the technique described herein as
a preferred embodiment is the relatively limited overhead. A
decision can efficiently be made whether to construct separate
execution strategies for separate partitions, and in those cases
where it is determined not to construct such a strategy, very
little resource has been devoted to making the decision.
Where separate strategies are constructed, the optimizer will
consume significant resources, but this will only be done
where there is some indication that such strategies are likely
to produce significantly improved execution. Furthermore,
the technique described herein can be used in conjunction
with, and does not foreclose the use of, other independent
techniques for choosing or constructing an optimum query
execution strategy.

In the preferred embodiment described above, the genera-
tion and execution of the query is described as a series of steps
in a particular order. However, it will be recognized by those
skilled in the art that the order of performing certain steps may
vary, and that variations in addition to those specifically men-
tioned above exist in the way particular steps might be per-
formed. In particular, the manner in which queries are written,
parsed or compiled, and stored, may vary depending on the
database environment and other factors. Furthermore, it may
be possible to present the user with intermediate results dur-
ing the evaluation phase.

In the preferred embodiment described above, individual
partitions are evaluated as candidates for respective special
query execution strategies, and determinations whether to
construct special query execution strategies are made with
respect to individual partitions. However, it would alterna-
tively be possible to group discrete sets of partitions together
for purposes of constructing special query execution strate-
gies, or to construct special query execution strategies for
discrete subsets of a database table other than partitions or
sets of partitions.

In general, the routines executed to implement the illus-
trated embodiments of the invention, whether implemented
as part of an operating system or a specific application, pro-
gram, object, module or sequence of instructions, are referred
to herein as “programs” or “computer programs”. The pro-
grams typically comprise instructions which, when read and
executed by one or more processors in the devices or systems
in a computer system consistent with the invention, cause
those devices or systems to perform the steps necessary to
execute steps or generate elements embodying the various
aspects of the present invention. Moreover, while the inven-
tion has and hereinafter will be described in the context of
fully functioning computer systems, the various embodi-
ments of the invention are capable of being distributed as a
program product in a variety of forms, and the invention
applies equally regardless of the particular type of signal-
bearing media used to actually carry out the distribution.
Examples of signal-bearing media include, but are not limited
to, volatile and non-volatile memory devices, floppy disks,
hard-disk drives, CD-ROM’s, DVD’s, magnetic tape, and so
forth. Furthermore, the invention applies to any form of sig-
nal-bearing media regardless of whether data is exchanged
from one form of signal-bearing media to another over a
transmission network, including a wireless network.
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Examples of signal-bearing media are illustrated in FIG. 1 as
system memory 102, and as data storage devices 125-127.

Although a specific embodiment of the invention has been
disclosed along with certain alternatives, it will be recognized
by those skilled in the art that additional variations in form 35
and detail may be made within the scope of the following
claims:

20

4. The method for executing a database query of claim 1,
further comprising the computer-executed steps of:
automatically constructing a common query execution
strategy for evaluating said database query against all
said partitions of said partitioned database table;

automatically estimating an execution time for said com-
mon query execution strategy; and

performing said step of automatically selecting one or

more candidate partitions of a partitioned database table
for determining separate query execution strategies to be
used for evaluating said database query only if the esti-
mated execution time for said common query execution
strategy exceeds a pre-determined threshold.

5. The method for executing a database query of claim 4,
wherein said step of automatically generating a respective
separate query execution strategy for evaluating said database
query against each candidate partition of said candidate par-
titions of said database table further comprises computer-
executed steps of:

automatically constructing a revised common query

What is claimed is: 10
1. A method for executing a database query in a computer
system, comprising the computer-executed steps of:
automatically selecting one or more candidate partitions of
a partitioned database table for determining separate
query execution strategies to be used for evaluating said 5
database query, said partitioned database table having
multiple previously defined partitions, each partition
having a common definitional structure and comprising
a respective disjoint subset of records of said partitioned
database table, said candidate partitions comprising at 20
least one and fewer than all previously defined partitions

of said partitioned database table, said one or more can-
didate partitions being automatically selected without
determining whether execution of said database query
can benefit from using a separate query execution strat-
egy for evaluating said database query against any said

execution strategy for evaluating said database query
against all said partitions of said database table for
which no separate query execution strategy is con-
structed.

6. The method for executing a database query of claim 1,

previously defined partition by using at least one crite-
rion from the set of criteria consisting of: (a) at least one
parameter indicating the existence of at least one local
index for a partition of said partitioned database table; 30
(b) at least one parameter indicating volatility of a par-
tition of said partitioned database table; and (c) at least

wherein said step of automatically selecting one or more
candidate partitions of a partitioned database table comprises
using at least one comparative criterion which compares a
respective parameter of each said partition with a composite
of said respective parameters derived from all of said parti-
tions.

one parameter indicated a relative size of a partition of
said partitioned database table; and

7. The method for executing a database query of claim 1,

further comprising the computer-executed steps of:

responsive to automatically selecting one or more candi- 35 . N : .
date partitions of a partitioned database table, automati- automa‘u?ally exec.utlng sa{d m}llhple separate query
cally generating multiple separate query execution strat- execution strategies and said union of r esglts sets; an.d
egies for evaluating said database query, each of said saving said multiple separate query execution strategies
multiple separate query execution strategies being used and said union of results sets in a persistent query object
for evaluating said database query against a different 40 for re-execution.
respective disjoint non-empty set of partitions of said 8. A computer program product for database query optimi-
partitioned database table, and automatically generating zation comprising:
a union of a respective results set of each said separate a plurality of computer-executable instructions recorded
query execution strategy. on non-transitory computer-readable media, wherein
2. The method for executing a database query of claim 1, 45 said instructions, when executed by at least one com-
wherein said step of automatically selecting one or more puter system, cause the at least one computer system to
candidate partitions of a partitioned database table comprises perform:
the computer-executed steps of: receiving a database query against information in a data-
automatically computing a respective weighted score for base table having multiple previously defined partitions,
each of a plurality of said partitions, said weighted score 50 each said partition having a common definitional struc-
being based on one or more parameters of said database, ture and comprising a respective disjoint subset of
said weighted score being computed without reference records of said partitioned database table;
to said database query; and selecting one or more candidate partitions of said parti-
comparing each said weighted score to a pre-determined tioned database table for determining separate query
threshold value. 55 execution strategies to be used for evaluating said data-
3. The method for executing a database query of claim 2, base query, said one or more candidate partitions com-
wherein said step of automatically selecting one or more prising at least one and fewer than all said previously
candidate partitions of a partitioned database table further defined partitions of said partitioned database table, said
comprises the computer-executed steps of: one or more candidate partitions of said partitioned data-
if said weighted score for any said partitions exceeds said 60 base table being selected without determining a hypo-
pre-determined threshold value, then automatically thetical query execution strategy for separately evaluat-
ranking said partitions having respective weighted ing said database query against any said previously
scores in excess of said pre-determined threshold value defined partition by using at least one criterion from the
according to their respective weighted scores; and set of criteria consisting of: (a) at least one parameter
selecting one or more said partitions as said candidate 65 indicating the existence of at least one local index for a

partitions according to rank established by said auto-
matically ranking step.

partition of said partitioned database table; (b) at least
one parameter indicating volatility of a partition of said
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partitioned database table; and (c) at least one parameter
indicated a relative size of a partition of said partitioned
database table; and

responsive to selecting one or more candidate partitions of
said partitioned database table, generating multiple
separate query execution strategies for evaluating said
database query, each of said multiple separate query
execution strategies being used for evaluating said data-
base query against a different respective disjoint non-

22

engine which executes logical queries against said data-
base including logical queries against said partitioned
database table and a query optimizer for generating
execution strategies for executing logical queries against
said database;

wherein said database management facility automatically
selects, with respected to each of a plurality of said
logical queries against data in said database, a respective
one or more candidate partitions of said partitioned data-
base table for determining separate query execution

empty set of partitions of said partitioned database table, 10 - . . .
and automatically generating a union of a respective strategies {o be usefi for.evaluatlng the respective logical
results set of each said separate query execution strategy. query against data in said (.iate.lbase, b.y using at least one

9. The computer program product of claim 8, wherein said criterion from the set of criteria consisting of: (a) at least

selecting one or more candidate partitions of said partitioned one parameter 1ndlcat.11.1g the existence o [ at least one
database table comprises: 15 local index for a partition of said partitioned database
computing a respective weighted score for each of a plu- tabl?;, (b)at 1ea§ tone parameter indicating volatility ofa
rality of said partitions of' said partitioned database table, partition of said parjutlgnegi database? ‘abk‘; and (c) at
said weighted score being based on parameters of said l?aSt one parameter indicating a relative size of a parti-
database without reference to said database query; and tion e paI.‘tltloned datgbase table; e}nd

comparing each said weighted score to a pre-determined 20 wherein, responsive to selecting a respective one or more
threshold value candidate partitions of said partitioned database table,

10. The computer program product of claim 9, wherein said said datail;.asle management facility aut’omatlcatlly'gengr .

selecting one or more candidate partitions of said partitioned ates multiple separate query execution strategies for
database table further comprises: evaluating the respective logical query, each of said mul-
if said weighted score for any said partition exceeds said 25 tiple separate query execution strategies be}ng useq for
pre-determined threshold value, then ranking said parti- evaluating .the respective logical query against a dlffqr-
tions having respective weighted scores in excess of said entrespective disjoint non-empty set ofpanltlons of said
pre-determined threshold value according to their partitioned database table, and automatically generates a
respective weighted scores; and union of a respective results set of each said separate

selecting one or more said partitions for generating respec- 30 1 4q1{§1ry execution strategy. £ claim 13. wherein said d
tive separate query execution strategies according to - Lhe computer system ol claim 13, wherein said data-
rank established by said ranking said partitions. base management facility automatically selects a respective

11. The computer program product of claim 8, wherein said one or more candidate partitions b.y computing a respective

selecting one or more candidate partitions of said partitioned We%ghted score for. cach of a plurality of said partitions. cach
database table comprises using at least one comparative cri- 35 weighted score being based on parameters of said database
terion which compares a respective parameter of each said Wlthout referer}ce to the respective logical query and com-
partition with a composite of said respective parameters paring each said weighted score to a pre-determined thresh-
derived from all of said partitions. Oligalﬁf' £ claim 14. wherein said d
12. The computer program product of claim 8, wherein said - the computer system ol claim 14, wherein said data-
instructions, when executed by said at least one computer 40 base management.facﬂlty a.uyomatlcally Se lects a respective
system, further cause the at least one computer system to one or more candldaj[e partitions by rankn}g any said parti-
perform: tions having respective weighted scores in excess of said
responsive to receiving said database query, constructing a pre.-determmed threshold . according to th.elr respective
common query execution strategy for evaluating said weighted scores, and selecting one or more said partitions as
database query against all said partitions of said parti- 45 qandldate partitions according to the rank thereby estab-
tioned database table; lished. . L
estimating an execution time for said common query 16. The computer system of claim 13, wherein said data-
execution strategy; and base management facility automatically selects a respective
performing said selecting one or more candidate partitions one or more .candldate partitions by constructing a common
of said partitioned database table for determining sepa- 50 q4erY execution strategy for evaluating said database query
rate query execution strategies to be used for evaluating against .all said partitions of said pe}rtltloned database table,
said database query only if the estimated execution time estimating an execution ime for said COMMON query exectl-
for said common query execution strategy exceeds a tion strategy, and determining that multiple separate query
pre-determined threshold execution strategies should be used only if the estimated

13. A computer system con.lprising' 55 execution time for said common query execution strategy

af ieast one Processor: ’ ' exceeds a pre-determined threshold.

a data storage for storing a database, said database contain- 17. The computer system of cle}lm 13, Wher.eu.l said data-
ing a partitioned database table having a plurality of base management facility automatically determining whether
partitions, each said partition having a common defini- multlple separate query execution strategies §h0uld be used

60 Dby using at least one comparative criterion which compares a

tional structure and comprising a respective disjoint sub-
set of records of said partitioned database table;

a database management facility embodied as a plurality of
instructions executable on said at least one processor,
said database management facility including a query

respective parameter of each said partition with a composite
of said respective parameters derived from all of said parti-
tions.
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