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identifies many groups of strongly correlated features. B. Feature reduction through the elimination of strongly correlated features
show some groupings of reasonably correlated features, but far less weighted for highly correlated features that add no additional
information for data analysis.

The KS statistic is a common method for comparing two non-normal distributions, where atypical responses
such as producing populations of both smaller and larger cells would effect the change in feature distributions
but not the mean values. This approach was used by Perelman in a seminal study of phenotypic eftects from
various drugs (28). SVM hyperplanes was described by Loo (29), the Gaussian and factor analysis methods
assume that heterogeneity results from discrete subpopulations and teases these out from the overall distribution
of the data. Kummel (22) also looked at mean values and KS statistics, as well as sets of parametric summary
statistics (mean, SD, skewness and kurtosis) as well as non-parametric percentiles (Sth, 25th 50th 7ond 354 95th
percentiles), creating sets of four and five parameters for each well, respectively. In both cases, the results did
show a benefit from more complex approaches (factor analysis for Ljosa and the multi-parameter descriptions by
Kummel), but the improvements were generally small, and the computationally simpler methods were still
effective in the classification models.

However, there is a note of caution regarding considering the matter settled. One reason is that the image sets
used to make these evaluations use agents that induce phenotypically striking perturbations. Ljosa uses the
cytotoxic drug set described in Caie (5), the same image set used in this chapter, and Kummel evaluated a related
subset of anticancer compounds on nuclear morphology and DNA replication markers. The profound effects
these compounds have on cells may lead to a kind of ‘methodological overfitting, where the conclusions
discussed above may be genuinely settled for these kinds of studies, but subtler studies (iPSC differentiation,
pancreatic -cell stress and survival or 3D systems such as primary tumor organoids) may show stronger
differentiation between methods. Towards that end, we provide methods for calculating Z’ scores in both the
pilot analysis and in the complete workflows, but we also provide KS and t-statistic evaluations to enable the
scientist to make a more informed decision about how to quantify the cell level data. Even for these dramatic
effects, the data still shows strong overlap between the treatment conditions and a high level of skewing for many
features, as can be observed in Figure 6.

Measuring Effect Size - Multivariate Z’, Related Approaches and KS
Statistics

We present essentially two methods for comparing cell level data, the traditional Z’ factor based on the means/
standard deviations of the controls (we also include a t-test of the well mean values), and the KS statistic, which
compares the cumulative distribution of the pooled cell data for the negative control wells with the individual
cumulative values for both the positive and negative control wells. These KS statistics are then calculated as both
Z’ factors and t-statistics. The file to run these comparisons is Supplementary File 8.

The first approach is to calculate the mean values for the features and then calculate the Z’ factors for the
replicate wells. Results for a test plate are plotted in Figure 7. As expected for the taxol treatment as a positive
control, many of the strongest discriminating features affect tubulin features, particularly texture features, which
can be confirmed by inspecting the taxol treated cells in Figure 2B. The cell level data that is summarized by the
mean or the median is shown for the highest scoring feature by Z’ factor, the CorrelationRWCActinTubulin72 is
shown in Figure 8A. The differences between the controls lacks the strong separation that is typical in robust
screening assays, which has stimulated the interest in considering alternative metrics. The KS statistic is one such
alternative that is easily calculated and very sensitive. It is calculated as the largest difference between the
cumulative distribution functions (ECFs, essentially a running summation of the scaled rank ordered values for
each sample. The ECFs are shown in Figure 8B, with the KS statistic being the length of the widest separation.
The KS statistic is calculated by pooling the cell level data for the negative controls, and then calculating the KS


https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile8_Zprime_and_KS_statistics.pdf
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Figure 6 Split violin plots of features in the control wells. These plots allow a direct comparison for individual features across all of the
channels. Note that Z’ calculations in this figure are calculated for the cell level data directly, not the mean or median values from the
cell level data per replicate.

statistics for all of the control wells. These values can then be evaluated by the Z’ factor calculation. Figure 9A
compares the two approaches. There is good correlation between the two methods, and for this study does
support using the Z’ factor to evaluate features. The points are colored by the p value, which makes an additional
point, that features with low Z’ factors are still statistically significant, with Z’ factors of -5 or less still showing p
values from a t test of less than 107>, There is no real disconnect between these two measures, the Z’ factor was
not developed or weighted to measure whether a treatment has an effect on a population of cells, the weighting
towards the very high end (acceptable scores are generally greater than 0.5 on a scale of negative infinity to one)
is to focus on the separation of controls necessary to enable single-point screening. The t-test is more common
for the cell level comparisons made here. A related observation was made by Kummel (22), where they showed
that features with very negative Z’ factors were still effective in classifying treatment conditions.

To further explore the relationship between cell level distributions on the mean vs. KS statistic, the t-statistics
were also calculated in the approach used to determine the KS statistics. As can be seen in Figure 9B, assuming
parametric behavior of the cell level data did impose some variation, relative to the KS statistics, but overall,
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there is good agreement between the two approaches. To conclude, we have evaluated the use of Z’ factors to
develop a machine learning algorithm for this study, as explored by others (20, 22, 30). We include these analyses
to evaluate how they compare to a non-parametric approach. This accomplished most simply by plotting the
cells using Principal Components Analysis (PCA). PCA is available in all data analysis platforms and can be
used to show whether the final feature set after processing is in fact capable of differentiating the samples. An
example is shown in Figure 10, using the process described in Supplementary File 9. The PCA analysis supports
the idea that the feature data is strong enough to distinguish the positive and negative controls.

Supplementary File 8: R-script - statistical calculations

Supplementary File 9: R-script - PCA

Assessment of Batch Effects

A phenotypic, multiple endpoint screen needs to go through all of the rigor testing that any other screen requires
(31), and many of these are operationally identical, such as testing for plate effects for the labels (intensity,
localization, etc. that are a function of control treatments or dose), but since the metric in a machine learning
screen is computationally intensive, the effect of normal variances in lab procedures, reagents, etc. needs to be
tested as well. The most effective means to do this is to examine the data for batch effects using the calculated
endpoint in addition to the individual features.

The aim of an experiment is the discovery mechanisms of a system through careful measurement of the response
to treatments (32). In a screening experiment like BBBC021, the aim is to quantify which among a set of
treatments are consistent with the positive control (taxol) or negative control (DMSO) (5). This multiple
hypothesis testing setup can be confounded by factors that influence both the treatment and the response, which
will not present in the biologically meaningful context, e.g., treatment of a patent in the clinic. These
confounding factors are called batch effects and include factors such as the position of a well in the plate or the
week that a compound is screened. If batch effects are not handled appropriately, this source of variation can
lead to inappropriate selection of hits for follow-up screening that will fail in follow-up experiments, or it can
lead to missing hits that would have been valid. Substantial methods have been developed in the context of high-
throughput screening for experimental design (33) (34, 35), diagnosing (19, 36-41), and correcting for batch
effects (40), many of which carry over to the morphological screening context . Here we will illustrate these
statistical methods for BBBCO021, discuss challenges and opportunities for handling batch effects in
morphological profiling, and give examples of emerging methods to handle them.

The BBBCO021 screen was designed to test 113 compounds for taxol-like response, modeled as the probability
that a cell is classified as taxol-like (vs. DMSO-like) using the final cost-sensitive random-forest classifier trained
using the model described in scripts and data provided in the link included in Supplementary File 11.
Assuming cellular phenotypes are independently and identically distributed in each well, we can model the per-
well number of taxol-like cells given the number of cells per well as a binomial distribution with per-well rate
parameter 0. Figure 11 shows the relationship between taxol-like phenotype and cells across 10 weeks, testing
two plates per week in triplicate. Each plate has 60 experimental wells and the edge wells are left empty, negative/
vehicle control - DMSO is in B2-D2, E11-G11, positive control - taxol is in E2-G2 and B11-D11, and one
treatment compound in each of the rows B-G in 8 descending half-log step doses in columns 3-10 (Figure 1).
The top concentration for each compound ranged from 1 mM e.g., for hydroxyurea down to 10 nM for
podophyllotoxin.

This experimental design allows for the evaluation of row, plate-in-week and week effects as batch variables that
should not affect the score, which is defined as the fraction of cells in each well that are classified as taxol-like
using the final cost-sensitive random-forest classifier trained over morphologic features. The MPStats package is
used in this analysis and can be found here.


https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile9_PCA_analysis_of_exploratory_data.pdf
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile8_Zprime_and_KS_statistics.pdf
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile9_PCA_analysis_of_exploratory_data.pdf
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile11_StratomineR_user_accounts.docx
https://github.com/maomlab/MPStats
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Figure 7 Initial analysis of features that differentiate positive and negative controls. Z’ factors are plotted in the figure and listed along
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Figure 8 Cell level comparison of positive and negative controls for the top differentiating feature by Z’ factor. A. Distribution plots of
the positive and negative controls. Mean and median values are plotted by dotted and dashed lines, respectively. B. CDF plots of the
same data. Rank ordered values (low-to-high) are plotted for their contribution to the total value for the data set (in this case, pooled
for all positive and negative controls), from 0 to 1 (regardless of the total number of cells). The KS statistic is the length of the maximal
difference between the two distributions, regardless of position along the abscissa (shown in dark blue; note that this is added to the
figure to highlight the nature of the metric definition and was not specifically calculated for these data).

Assuming the probability of a taxol-like phenotype of each cell is independent, and identically distributed in
each well, the number of taxol like cells will follow a binomial distribution. To test, we constructed a simple
linear model as score ~ row + plate + week and found that the model is highly statistically significant, explaining
over 6 percent of the score with each factor having a P-value less than le-10 and effect sizes ranging between
1-3%. Visualizing the per-well scores and linear trends across the batch variables (Figure 11), we can see a clear
left-right trend in plate-scores and interestingly, an absence of wells in the upper-corners indicating that the
outer wells may have a background set of cells that are artifactually called negative-control like. This indicates
that the strategy of removing the outer wells to mitigate edge plate bias was not fully successful. Further because
the concentration of cells varies across the columns, it is not possible to test if the column-batch effect is
impacting the response. The plate-within-week batch variable indicates significantly more hits are found earlier
rather than later each week, and similarly more hits are found in earlier weeks rather than later weeks, with a
noticeable drop in hits around week-5. It is possible that the assortment of compounds across these batch
variables are non-random and may simply favor more true-positive hits.
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Figure 9 Analysis of metrics for feature differences between positive and negative controls. A. comparison between mean-Z’ factors,
and cell-level evaluations of positive and negative wells evaluated by KS statistics, with the resulting KS statistics evaluated by a t test
between positive and negative controls. B. Evaluation of feature differences between positive and negative control wells by Z’ factor for
wells evaluated at the cell level by KS statistic and well level means. Color represents the -log of the p values for the t test as calculated
in A.

Technical factors prior to image acquisition can affect measurements and subsequent statistical analysis. For
example, cell density impacts the reliability of estimated response as low counts give higher-variance estimates
and high-counts indicate possible cell crowding that may impact cellular behavior and morphology. Therefore, it
is important to identify extreme cell counts and if these there are trends across batch effects, (Figure 12). The
week-to-week variation is very high, indicating it should be handled explicitly. For the plate batch variable, there
is an interesting split from a unimodal to bimodal distribution across over time, and there is a trend from left to
right that is statistically significant.

Machine Learning for a Group of Plates

In this section we discuss the development and evaluation of a machine learning scoring system in a 15-plate
subset that can be used to score a production screen. Several options for appropriate models are discussed, how
to implement them and how to evaluate them. At the ML model training stage in assay development, one
typically selects just data from the positive and negative controls, splits them randomly into an 80% training set
and 20% test set where the model is naive to assess model performance (commonly referred to as five-fold cross
validation). When developing a multivariate assay metric for high throughput screening purposes, it is essential
to understand the types of models and their caveats. Ultimately, the best practice is to evaluate several model
types and inspect the performance of each and adhere to the principle of “reasonable force” in model selection.
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Figure 10 Separation of the positive and negative controls by Principal Components Analysis. Features after normalization, scaling and
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redundancy removal are used to test their ability to robustly classify the control samples. A. PCA using the top 60 features by Z B.
PCA using the top 25 features by Z:

Classifier Score by Batch Dimensions
Human MCF7 cells -- compound-profiling experiment (BBBC021v1)
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Figure 11 Classification Score by Batch Dimension. Each facet shows the distribution of average well scores by batch dimension: plate
rows B-G (row), plate order for each week (plate_ind) and the assay week (week_id). The mean probability of cells classified as taxol-like
are plotted as points with horizontal jitter. Linear trendlines show significant significant trends across each batch dimension with effect
sizes [row: 3.1%, plate_ind: 1.7%, week_id: 1.7%] and P-values [row: p<2e-16, plate_ind: p<le-10, week_id: p<2e-16].

This generally results in a workflow that: 1) identifies leading features — a machine learning model must
substantially out-perform a univariate feature (single measurement like cell count for cytotoxicity) in terms of
effect size and robustness. 2) Starts with simple discriminant/regression analysis (linear discriminant analysis or
partial least squares regression). 3) Proceeds to nonparametric approaches like random forest and more complex
models like convolutional neural networks. This process allows for the inspection of model performance from
simple to more complex with the univariate feature as the comparator and will illustrate the benefits of one
model type over another. When assessing model performance, Z’-factor indicates improvements over the single
feature, the receiver-operating characteristics (ROC) curve and confusion matrix illustrate the performance of
the model. A more conceptual and detailed discussion of model selection and performance is discussed below in
discussion section 8.1. A random forest model was chosen for this example because 1) it is non-parametric and
can detect nuance in the distributions, 2) RF performance was superior to other model types, and 3) RF allows
for inspection of variable importance for features and indicates what cellular features drive the score. In this
case, due to the extreme phenotypic differences between negative controls and taxol-treated positive controls, all
model types chosen perform well. In assay systems with more subtle phenotypic shifts, the difference in model
performance will be more apparent.
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Figure 12 Distribution of Well Cell Counts by Batch variables. A. Each facet shows a kernel density estimate of the cell count for each
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value of the batch value varying from black to blue. B. each facet shows the cell count for each well with horizontal jitter. Well counts
have been square-root transformed to increase normality of variation. In B, Linear trend lines show significant variation in the row
dimension with effect size .74 and p-value < 2e-16. The plate batch variable shows a trend from unimodal to bimodal distribution. An
analysis of the between-week vs. within-week variance has an F-value of 115 and a P-value < 2e-16.

Machine Learning Model Evaluation

Model development should use more than a single plate of data to represent different batches and to allow for
broader model applicability and isolation of batch effects, therefore at this stage, we analyzed a set of 15 plates
using a Knime workflow and the “Model Selection” component that allows for simple head-to-head comparison
of different models. The pipeline starts with data reading and imports CellProfiler output for the 15 plates, joins
metadata to associate control conditions, compound treatments and compound concentration information with
each cell/row. The “Data Preprocessing” step starts by subsetting the data to isolate the positive control taxol
treated cells and the negative control vehicle treated cells. Imputation of missing values, low variance filtering
and centering/scaling (Z-score normalization, not to be confused with Z’-factor) is performed and the resulting
reduced data table is fed to the model inspector/model selection portion of the workflow. Once this final cell-
level table is generated, any number of data analytics techniques including data reduction, model fitting,
clustering can be performed. The overall structure of the Knime workflow is shown in Figure 13. The details are
difficult to appreciate, but the overall structure of the data processing modules and how they connect to each can
be seen. The data reading module, which integrates the data files for each of the channels into a single file, is
highlighted in orange. An example of the output of the model selector is shown in Figure 14. The results for four
common methods are shown, as well as performance metrics. The output is interactive, so the models can be
examined by selecting tabs for each one, and the threshold for each model can be varied using the slider.
Robustness, in the form of the ROC curve and accuracy, through the confusion matrix, are displayed in real time
for four models chosen for this study: logistic regression learner, gradient boosted trees learner, random forest
learner and cost sensitive random forest classifier. From this model evaluator, the complete dataset can be
examined. The CellProfiler output CSV files for the 15-plate data set (selected from Caie et. al (5)), the Knime
model selector workflow, and a guided tutorial are provided in Supplementary File 11.

Supplementary File 10: Knime ML instructions

Machine Learning Scoring: Identifcation of Positive Phenotypic
Perturbation

The rationale for this section builds upon the identification of the optimal model from the previous section and
uses a new Knime workflow located in Supplementary File 12. Once an optimal model has been trained on
pilot screening data, a master workflow needs to be created to 1) perform plate quality control to determine
suitability for inclusion into machine learning scoring, and 2) score the entire production screen (55 plates) for
the purposes of hit selection to identify Taxol-like effects of the tested compounds.

Constructing the 55-plate master CSV

In this example, an entire screening campaign is scored using the random forest model that yields a well-level
ProbPos. A single CSV file is built from the multiple CellProfiler object files that constitutes “cell-level” data from
the Caie image data set. As in the model selection section, the final data table has one row per-cell and measured
features and metadata are in columns. The tasks in these later stages require all the plate data to be joined before
normalization, scaling and scoring can be performed. CellProfiler outputs individual CSV files based on
PlateIDs and must be joined together alongside the metadata which contains the treatment information. This
can result in large/cumbersome tables that are millions of rows and ~1,000-2,000 columns and ~15 gigabytes in
size. The image analysis pipeline uses metadata to construct subfolders inside the default output folder for each


https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile11_StratomineR_user_accounts.docx
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile10_Knime_model_selector_and_Z_prime_workflows_4GB.docx
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile12_AGMSmallMetaData.csv
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Figure 13 Knime workflow for data preprocessing and ML model development. Major segments of the workflow can be identified by
colored boarders. The complete workflow is available in the supplementary files. The process links sequential steps for reading the data,
preprocessing, cross validation, model training, data scoring and hit picking.

plates’ data. Otherwise, the size of object-level data becomes too large and intractable for multi-plate runs. Three
object-level CSV output files were written within the plate folder for Nuclei (MyExpt_Nuclei.csv), Cells
(MyExpt_Cells.csv), and Cytoskeleton (MyExpt_CytoSkeleton.csv) and each are roughly 100 mb per plate. The
three files were then joined to each other and joined to the plate metadata (compound, concentration, control
class) using the provided knime workflow and a single file was generated that contains 512 features (the feature
vector) and roughly 30,000 rows per assay plate where each cell identified is a row.

The object-level data table was built in Knime (16). The example workflow used for this data set are also
provided in the Supplementary File 10 and shown schematically in Figure 15. This machine learning KNIME
workflow depicted in the figure integrates several discrete steps but allow for seamless data processing from
object file to tabular and graphical results. The first step in building the object-level data table is to concatenate
the individual object files for every plate. For example, each MyExpt_Cytoskeleton file will be read and then
subsequently stacked on one another until all 55 MyExpt_Cytoskeleton files are contained in a single file by
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Figure 14 Dashboard for the model selector Knime workflow. The dashboard is a multi-panel output of results from each analysis. The

top left displays the performance of each of the four models, the top right presents their ROC results. Each individual model can be

considered individually through the tabs (the Random Forest model is highlighted). Within each tab for the models, the results.

looping the join operation. This table will then be joined to similarly constructed tables for the remaining

objects. In this example, all the output files are contained in a single folder with each plate having its own sub-

folder within. For constructing the object-level data table, the Random Forest Workflow was opened in Knime
and the orange box titled ‘data reading’ (figure of data reading box) is where the object-level table is made. The
workflow is already built for this example set; however, some nodes will require manual input. The first of these
nodes is the list files node, which must be configured and point toward the folder that contains the screen. The

rest of the loop is already configured, which converts the file location into a variable, reads the file, adds an
identifier tag to each column, and then concatenates the files in the loop end node. For this data set, three

individual object files will be used as were generated in the CellProfiler segmentation process. This method relies
on the 1:1 correspondence of the primary object (nuclei) with the others (cell, cytoplasm). Other objects that do

not have a 1:1 correspondence with the primary object (nuclei) must be summarized and associated with the

primary object. For example, if multiple spots (e.g. mitochondria) are identified per-cell, then summary features

(count, means for measurements) should be reported on a per-cell basis and then joined to the cell-level table.

Associating Metadata

Information about well-level treatment condition (compound ID, concentration and controls) was associated

with each cell/row in a one-to-many joining operation. Metadata joining requires that the two data sources have

matching unique fields and, in this case, the combination of PlateID and WellID designate unique conditions
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Model Inspection
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Figure 15 Knime workflow for Z’ calculation and ML model selection. The complete workflow is available in supplementary files.

and are present in both the CellProfiler output and the plate map metadata file. The platemap was provided for
download within the Broad Bioimage Benchmark Collection and was read by the csv reader node at the bottom
of the workflow. Metadata in this example case will have the wellID of the compound, a plateID, as well as other
information about each compound including concentration and condition (a marker for the controls). The
metadata file for this screen is located within the supplemental information and the CSV reader must be
configured to point to the file location. Once the document is read within Knime, it can be joined with one of the
several files that Cellprofiler outputs. In the example workflow provided, metadata is joined with the
myExpt_cytoskeleton file using plateID, wellID, and image number.

The remaining object files will need to be joined at the cell level. For these joins, PlateID, WellID, FieldID,
ImageNumber, and ObjectNumber are all used, as these ensure every cell is matched to its respective cell level
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feature. For example, nuclei 7 in field 4 in plate 33 is joined with cell 7 in field 4 in plate 33. Following the
execution of the nodes, the master level object table is created with every row representing every cell in the
screen with its respective objects. The single file created in this process represents the output of an entire screen
or batch of screening plates and can routinely be 10s-100s of gigabytes in size. An alternative, and more efficient
approach to constructing object-level data tables uses a relational SQL database (MySQL, Postgres) and
CellProfiler can directly write to either a live SQL database or to a SQL file using the ExportToDatabase module.

Data Preprocessing

As highlighted earlier in this chapter, data preprocessing is a critical step to achieve robust statistical analysis and
for building descriptive models using AI/ML methods in the context of high content screening. The same Knime
workflow for creating the object-level data table will be used and this can be found in the supplemental
Information section. The data centering and scaling takes place after data reading and is described graphically in
the yellow box (‘Data Preprocessing’) in Figure 13. Data preprocessing in this workflow begins by removing
empty columns and addressing missing values. Columns with missing values can result incorrect prediction or
classification when the missing data is systematic (ie: small cells with zero cytoplasmic volume will result in
missing values for some cellular features). Columns with substantial missing data can be removed or if chosen
for inclusion, a method for imputing missing values must be used. In this example, columns with substantial
missing data are removed. The threshold for this removal can be adjusted within the workflow under the missing
column filter node. Following the removal of missing columns, the remaining missing values must be filled in.
This is accomplished by the missing value node that applies the mean of the column in the missing cell. This can
also be switched to median, but this process is more computationally expensive on a large set. The data is then
centered and scaled using the normalization node which is based on the negative controls. The normalization
node subtracts the mean of the negative control and divides by the standard deviation for every value in the
particular column. This is a critical step in high content screening, as it allows each feature to represent the same
magnitude and variance relative to one another. Without centering and scaling, integrated intensity features
(>1073) will dominate other measurements and will bias the machine learning algorithm towards those features.
The final step in preprocessing is applying additional filters to remove columns with low variance, and columns
that are highly correlated with one another. These columns do not offer new insight and again, could bias the
machine learning toward a particular set of features that is overrepresented within the data set. In the context of
high-content screening output, data preprocessing can often result in the elimination of >50% of all features.
This is a critical data reduction step that will facilitate high quality modeling and analysis.

The order of operations is critical and was as follows: 1) removal of non-analytic variables (like pixel locations),
2) removal of empty columns (zero variance filter), 3) impute missing data — replacing missing data values with
the column median values, 4) centering/scaling — subtraction of the negative control (DMSO) means from the
entire data and scaling features to a Z-score=1, 5) feature pruning - remove low variance columns with less than
10% variance, and 6) remove highly correlated variables >90%. This process results in the “master” object-level
data table that is suitable for analysis of data quality, pharmacologic effects and supervised and unsupervised
machine learning. The impact on the data, particularly the effect on normalizing plates across the study, is shown
in Figure 16.

Detecting Important Features and Computing Assay Statistics

Following data preprocessing, the centered and scaled data should be evaluated to ensure each plate is of
acceptable quality for further analysis. Commonly used metrics in high throughput screening to assess plate
quality are described elsewhere (25, 26) but include Z-prime, SSMD, and MSR. Z-prime is a simple signal-to-
background statistic that shows separation in controls by examining the standard deviation and mean of the
positive and negative control (41, 42). Z prime can also be used as a tool to assess the features that have the
highest degree of difference between controls. For this reason, Z-primes are computed for each feature and are
rank-ordered as an exploratory data analysis technique to indicate important features that are different between
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Figure 16 Pre and post centering/scaling for standard deviation of tubulin intensity in the cytoskeleton compartment.

control classes. The rank ordering Z prime calculation is found within the same workflow under the data
preprocessing section, in the section aptly named Z prime. Since the Z-prime calculation is only computed based
on the controls, the data is subset to include just the control wells. Z-primes are calculated based on the well-
level average of every plate. The loop-end node, which concatenates the output of a loop, in this case contains the
Z-primes for every feature of every plate and is accessible by rick-clicking on the node and selecting “Collected
Results” Following this, the means of every feature are calculated, and the data is sorted from highest to lowest,
which gives a sense of the most significant features in the entire screen.

Additionally, there is another approach for ML-based Z’ factor that is calculated in the workflow under the
section ‘multivariate’ Z prime. This utilizes a random forest model to determine the likelihood that each control
well is correctly identified. In the case that the random forest cannot properly predict controls and there is a Z
prime lower than 0.3 (or even perhaps negative), it is suggested that the plate is rejected. The ML Z’ factor for
each plate can be seen in the respective loop end node. There are other ways to obtain a multivariate Z prime
that are not utilized in the workflow, but that can be beneficial depending on the particular screen. Importantly,
the random forest model is well suited for feature selection in HCA.

Analysis of Z’ factor for each feature was tabulated and rank ordered to identify important features in the data
set. Once important features were identified, Z’ factor for those features were inspected across individual
microplates to ensure data quality. The feature with the maximum Z’ factor for each of the 15 plates was
tabulated resulting in an average of 0.6. Figure 17 shows the maximum Z’ factor in the feature vector for each
plate. Note — the maximum Z’ factor feature can vary per-plate but was consistent among the global important
features list. Important features emanating from this image analysis pipeline as distinguishing the positive versus
negative controls are shown in Table 3 with brief descriptions.

Scoring for Taxol Similarity Using Random Forest

After centering and scaling and the plate has been validated for quality, machine learning techniques can be
employed for hit selection or to detect outlier conditions. For model training purposes, the control data is
partitioned into an 80% training and a 20% test set for prediction (standard 80/20 cross validation). This is
performed in the workflow labeled ‘Cross Validation’ Cross validation is essential, as it both generates the model
and tests the performance and the accuracy of the model on new data.

The random forest used within this workflow is cost sensitive and is penalized more heavily for false negatives
than false positives, meaning it has an asymmetric scoring system. In the context of high throughput screening,
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Figure 17 Maximum Z’ in the feature vector for each plate. Z’ scores were calculated based on mean values for each feature per well
and subsequently analyzed by the Z’ calculation for the groups of positive and negative control wells.

false negatives are indeed more expensive and can result in the loss of a valuable compound. Whereas false
positives are less expensive because they can be easily identified and eliminated in confirmatory follow-up
experiments. To assess the performance of the model, right click on the scorer node and click assess accuracy
statistics. In the case of this example set, the predictor has about 99.97% accuracy. Once satisfied, the same cost
sensitive classifier is applied to the rest of the data set. The cost sensitive random forest classifies every cell as
being either like taxol (score=1) or like the vehicle/DMSO control (score=0). The well-level population statistics
are computed by averaging the score to describe the aggregate probability of that well belonging to the positive
or negative control classes. The data is broken up by plate and averaged at the well level in the section called,
‘scoring the model’ It is here that another loop is utilized, allowing for fast scoring of each plate. Subsequently,
the score is stored in the loop end and written out on a per-plate basis. To alter the location of the output,
configure the csv writer in the section called output.

Following probability scoring, data can be visualized in a section of the workflow that separates the data in
groups of 4-5 plates and shows the taxol-likeness on a scatter plot. Another can be seen in the section labeled
‘hits’ that removes the controls and filters the hits based on multiples of three and six standard deviations from
the mean of the screening batch. The last section at the bottom of the workflow bins the data into ten bins based
on the probabilities of taxol likeness and shows a histogram of the individual compounds and concentrations.
This is especially important in determining dose-responsiveness. For this reason, a new column called
‘treatment’ is created, which is the compound @ concentration.
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The Knime analytics platform was used to generate a supervised random forest classifier to detect “taxol-like”
effects and then was used to score each cell treated with the 113 compounds at each concentration. The data was
aggregated at the condition level (compound @ concentration) and a probability of “looking like taxol” was
computed by simply averaging the individual classes. The example for this process is included in the
supplementary data and is titled “Cross Validation” and “Developing an AI model and Hit Picking” The master
cell table was used to generate a model trained on the positive (Taxol treated at 0.3uM) and negative control
(DMSO Vehicle) classes. The control data was isolated with a row filter and was then partitioned with an 80/20
split. 80% of the data was fed to a cost sensitive classifier where 2X the cost was applied to false negatives versus
1X cost for false positives. The model was used to predict the residual 20% data and the ROC curve and
confusion matrix are shown in Figure 18 with < 0.35% misclassification rate. The cost sensitive classifier was
then used to score the entire data set for taxol likeliness and the highest-ranking compounds are shown in Figure
19. The model developed against the controls was used to classify each cell into the two control classes (Taxol=1
and Vehicle/DMSO=0) and the aggregate probability of Taxol-likeliness was calculated by averaging the scores
for each cell under a particular treatment. The resulting probability of Taxol-likeliness (ProbPos) was used as a
measure of efficacy and this method and successfully detected several taxanes and other drugs with similar
cytoskeletal effects. Table 4 shows increasing positive probability for selected compounds. The positive
probability was binned into 10 categories and a data bar is shown in the Bin column. This establishes the utility
of the multivariate positive probability score for scoring cell-level high content data for similarity to the positive
control in a supervised ML approach.

Evaluation of Effect Contribution from Each Channel

Figure 20 shows an UpSet plot to visualize the contribution of effect signal from each fluorescence channel and
the intersection of each channel. The purpose of this analysis is to evaluate the contribution to the overall effect
for each fluorescence channel to increase the understanding of their contributions to the machine learning
scoring system. In short, the same procedure for training and deploying a model was performed on the 55-plate
data set where the feature space was limited to just one channel (Hoechst, tubulin, actin), pairs of channels, and
all three channels together. The random forest model scored each cell in the PC/NC data and then ProbPos
scores were tabulated for each control condition and the Z’ factor was calculated. The tubulin channel alone
produced a Z’ factor of 0.375, and the tublulin+Hoechst channel together yielded a Z’ factor of 0.675. All three
channels together performed equally well as the tubulin+Hoechst combination. For the purposes of scoring
compound effects as taxol-similar, the actin channel can clearly be omitted. However, if unbiased phenotypic
exploration (as is also done in Cell Painting assays) is important, then the actin channel may become important.

Analysis of Compound Dose-Responsiveness in qHTS

The aim of the study is to measure the dose-response effects of the treatment. To analyze these effects and
categorize compounds as active/inactive and activity response type, we employ three alternative models to fit the
ProbPos score - the fraction of taxol-like cells in each well of increasing complexity as described above.
Morphological profiling based dose-response effects:

There are a wide range of potentially therapeutic effects that can be identified and categorized by the best-fit
model:

@ Flat-response (max < 50%) (not shown)

@ Flat except for a few outlier wells (e.g., monastrol)
@ Non-saturating in dose-range (e.g. cisplatin)

@ steep dose response curves (e.g., anisomycin)

@ gain-loss response (e.g. nocodazole)
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Figure 18 Receiver operating curve and confusion matrix (inset).
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Figure 19 Compounds identified significantly similar to the taxol effect, and a probability scatter plot for compounds in a 15-plate
subset.

Curves are fit using the tcpl R package(43). The statistical analysis methods are combined into the MPStats R
package. This package consumes the well scores table generated in the Knime pipeline stage to produce batch
effects, well cell count, and dose response analysis. Further, these methods are implemented a KNIME workflow
using the R snippet KNIME nodes as shown in Supplementary File 10.

Figure 21 shows dose-response curves for the entire screen, in alphabetical order, where significant differential
effects can be observed. The fit model is shown in blue and the cell count per field, (a direct measure of
cytotoxicity) is shown in green. Interestingly, the green cell-count curves often decouple from the blue ProbPos
score where compounds have pronounced cytotoxicity but do not resemble cells treated with taxol. This
illustrates that the ML-derived ProbPos score is not a general cytotoxicity measure, rather specific to identifying
taxol-similar effects.
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Figure 20 UpSet plot for channel-specific differentiation of control samples. Values are for all features after preprocessing. Zprime for
cell-count across wells: -0.84.

Machine Learning, Incorporating Novel Phenotype
Identification, With Applications to Cell Painting and Related
Phenotypic Screens

In the previous example we have used machine learning implemented in KNIMEime to ask a very direct
question: What wells in the screen are most similar to the Taxol positive controls? Here we show how machine
learning can be used to augment a more exploratory analysis of the same data set. We use unsupervised
multiparametric analysis methods to identify compounds that give a significantly different phenotype from the
DMSO wells. With hierarchical clustering, we can determine if our assay and analysis method will allow us to
separate compounds based on the mechanism of action. We can then identify wells that give strong phenotypes,
and label them as classes for the building of robust machine learning models. These can then be applied to the
larger data set. For this analysis, we have used StratoMineR 1.2.4, a commercial data analytics platform from
Core Life Analytics but the same methods can be built in R or KNIME. The StratoMineR platform has these
methods in a package that provides an integrated interface that streamlines many steps that enable biologists to
make use of complex data analytics methods. The entire process can be replicated using a StratomineR guest
account (follow the link in Supplementary File 12). Selected output from this workflow are included as
additional supplementary files.

Supplementary File 11: Stratominer instructions

Data Preprocessing, Metadata and Quality Control

We used the same fifteen plate subset of the larger data set for this analysis, that encompassed 30 compounds.
(Table 1). This data set was approximately 3.4 GB in size. The challenges of dealing with the large amounts of
image data that are generated in high content screens has been long appreciated but recently the scale of the
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Figure 21 Dose-response curves for 112 compounds. The response of the taxol feature classifier is shown in blue, the cell (nuclear)
counts per well are shown in green.

numeric data being generated is becoming a problem, especially for Cell Painting assays when the features are
extracted at cellular resolution. In these cases a file for a single 384-well plate can be 10-100gb.

In our case fifteen files, one for each plate, were uploaded into the HC StratoMineR platform with the
opportunity to select the number of plates and that it was run in triplicate. The system gives users an opportunity
to easily preview the structure of the data to make sure that it is correct, with the same feature set across all the
files. This is especially important if there has been manual manipulation of the data in spreadsheet programs. We
recommend that this should be avoided if possible as errors are commonly introduced. In the Meta Settings
section, the user can separate analytical features from metadata. The most important of these is a feature for well
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identification but a unique plate identifier is also useful. Any other metadata that will be useful for enhancing the
understanding of the analysis should also be identified. This includes information such as concentrations, the
reagent class, (positive, negative controls; sample), reagent names; or annotations such as mechanism of action.

As well as giving users the option to isolate metadata from the raw data files, they also can add additional
metadata. This is enormously beneficial for improving the analysis. This can be done in a text file but it does
require, in addition to a well identifier, a common plate identifier feature that can be used to merge the metadata.
Here we were able to merge compound names, reagent class, (POSITIVE, NEGATIVE, SAMPLE), the
concentration, (nanomolar), and the mechanism of action of the compound as annotated in the original paper,
Supplementary File 12. We recommend that the metadata be merged in this manner instead of manually
adding it to raw data files with spreadsheet programs. As discussed previously this can lead to the introduction
of errors. In corporate environments the metadata can frequently be generated from a LIMS platform.

A user can define a feature as a Default Feature. This gives the user a quick insight into whether the assay in a
particular well worked. It is frequently one which gives a strong differential signal between positive and negative
controls. Here, TextureEntropyTubulin503331 was identified as a Default Feature. The Default feature is
prioritized at the top of the various data visualizations in the platform. The ObjectNumber2 feature was selected
as the Cell Count feature. The median of this gives a relative indication of cell number.

Several data preprocessing steps were carried out similar to those outlined above. The platform automatically
identifies and removes features that are not continuous, and eliminates those with a maximum Pearson
Correlation coefficient of 0.99 or greater while keeping a single representative feature. This led to the removal of
117 features. Subsequently, the distributions of the remaining features were evaluated. Those that showed a
uniform distribution, Figure 22A were automatically removed and others, Figure 22B (bottom), with
distributions far from the normal distribution, Figure 22C; were flagged for attention. A further 7 features were
removed at this point with 363 remaining.

One or more plate maps (Figure 23) from the experiment can be constructed in a visual manner or built based
on a column from the raw data files, or merged metadata, that defines the reagent class. Previously defined plate
maps can be reused or easily copied and modified for a new experiment. The management of plate maps can be
quite challenging, especially at the assay development stage where they can be complex and change frequently.

Plate Normalization, Data Transformation and Scaling

Once the plate map was assigned the raw data for all features could be investigated using a variety of static plots,
Figure 24A or with an interactive Visual Data Mining, (VDM) module, Figure 24B. VDM gives the user the
ability to visualize up to three features simultaneously by reagent class, plate or replicate. Data points can be
labelled with metadata and split by metadata into separate plots. Users can also eliminate outliers. Groups of
wells can be annotated as new Reagent Classes. This allows for the easy tracking of a group of wells through
subsequent analysis. This ability to be able to work more interactively with the data set is very powerful. It makes
it possible to identify and investigate problems in the data set. It also makes it easier to gain a better
understanding of the inner workings of the assay platform, especially for collaborators.

The median of all the plate Z-primes Figure 24C, SSMDs and Absolute Maximum Pearson Correlations were
calculated for all features, Supplementary File 13. 20 features had a Z-prime greater than 0.5. Our default
feature had a median Z’ of 0.686. At this point features can also be easily removed.

Supplementary File 12. Stratominer metadata


https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile13_FeatureMetrics.xlsx
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile12_AGMSmallMetaData.csv
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...................

Figure 22 Data Preprocessing Examples of A. a feature with a uniform distribution, B. highly non-normal distribution and C. a normal
distribution.
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Data Imputation and Dimensionality Reduction Using Principal
Components Analysis

All features were normalized at the plate level against the median of the negative DMSO control for that feature
on that plate, Figure 24A. Other options here are to normalize against the median of all the samples or indeed
the positive control. If a more traditional HTS approach was being taken the platform offers a Percent Inhibition,
B-score and an option to normalize against the signal difference between the positive and negative controls that
is termed Normalized % Control. All features are normalized in a similar fashion. The effect of the normalization
is visualized using barplots and heatmaps.

Subsequent multiparametric analysis steps in the workflow are based on the mathematical assumptions that
features have a normal distribution. To satisfy this, features that were heavily skewed from the normal
distribution were identified and a transformation method was recommended. This resulted in 77 features being
log-transformed, Figure 24B. Other options include square root and square and cube transformations. For
similar reasons, a scaling method can be applied. A multiparametric analysis will be biased by features that have
extreme scales. All features were then scaled using a robust z-score method on a plate basis, Figure 24C. Other
options here include a standard z-score or a min-max method that scales all features from 0 to 1.

Supplementary File 13: Feature metrics

Missing data cannot be tolerated in certain methods used in our analysis. Missing data can result in dividing a
value by zero which will result in errors. For this reason, it can be detected, and data imputation can be carried
out with several options. The simplest method offered is to replace the missing value with the median of the
other replicates. If this is not possible, the median of the column is used. More advanced regression and ML-
based methods are also offered but these are computationally more intensive. In this case, no missing data was
detected.

Cellular features are often not normally distributed and comparisons are best made on transformed and
normalized features as shown in Figure 25.

For feature reduction users have the option of Common Factor Analysis, Principal Component Analysis or a
form of non-linear reduction called Independent Component Analysis. In this case we chose principal
component analysis (PCA). Figure 26A shows a correlation matrix of all the remaining features. It shows
significant redundancy in the data set. A preview of the PCA generated a Scree plot which showed that the
calculation of 9 would be appropriate, Figure 26B. 9 principal components were then calculated. The loadings of
the features on the individual components were recorded, Supplementary File 14, shown in Figure 26C.

Supplementary File 14: Factor loadings

Hit and Novel Phenotype Identification Using Stratominer

In the analysis of traditional HTS data hits are identified based on a single score. In the case of high content data
however doing this based on one feature or one component may neglect other phenotypic hits. For this reason,
the StratoMineR platform allows for the quantification of phenotypic differences using a multidimensional
distance score. The distance score is highly attractive in that it can provide a very simple answer to the very
difficult question, “How different are these populations of cells?”. The number is always positive and in
StratoMineR obvious differences generally lead to a distance score of 3 or more. The distance score, while a great
measure of the strength of a phenotype does not give insight into the classification of different phenotypes (21).
To do this, we can go back to the scores used and carry out clustering analysis to separate wells into groups of
phenotypes (44).


https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile13_FeatureMetrics.xlsx
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile14_FactorLoadings_AGMDataSmall.xlsx
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile14_FactorLoadings_AGMDataSmall.xlsx
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Figure 25 Normalization Transformation and Scaling. A. Normalization of plates across the screen. In this case, the feature,
TextureEntropyTubulin503331, is one of many that show a strong differential between the positive and negative controls. This feature is
used to monitor data normalization across the plates. B. Data transformation. Most features show skewing, as can be seen the top
panel. If excessive, the data can be transformed (typically by a log transformation, but occasionally by a power transformation) to better
fit a normal distribution. Q-Q plots for both, which give a stronger visual assessment of how well the data fits a normal distribution, are
shown to the right of the density plots. C. Global assessment of skewing for all of the feature data. Box plots for the entire data set are
shown, facilitating the identification of features that are strongly skewed and may need to be transformed or eliminated.

The distance score can be used to ask the very general question, “What wells look different from the Negative
Controls?”, by looking for wells that are distant from those controls, but if we have a robust positive control we
can also ask a very specific question, “What wells look similar to our Positive Control” by looking for those that
are close to the positives.

Here we use our 9 PCs to calculate a Euclidean distance score from the median of the Negative controls. For each
well a p-value was also calculated based on the distribution of the negative Controls. A p-value cut-off of p,0.05
gave a hit rate of 36.25% with a false positive rate of 1.11% and a false negative rate of 0%. The. This high hit rate
was expected, Figure 27A and Figure 27B. Full list is available in Supplementary File 15.

Supplementary File 15: Hit characterization


https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile15_AGMDataSmall_allHits.xlsx
https://www.ncbi.nlm.nih.gov/books/n/assayguide/ml/bin/Supplfile15_AGMDataSmall_allHits.xlsx
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Figure 26 Feature reduction using Principal Components Analysis (PCA). A. Initial scoring of feature relationships by a correlation
matrix. Correlations were scored by Spearman’s p. B. PCA generates a set of new scales based on linear combinations of the initial
features. The features are then rank ordered in a scree plot, which shows that only a small number of the components make significant
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contributions to scoring the samples. C. The first nine components were shown to play appreciable roles in scoring the samples. The
correlation matrix shows a high level of independence between them.

We took the hits and carried out hierarchical clustering using the 9 PC scores. Examination of the clusters
showed that compounds that had the same annotated mechanism of action, (MOA), tended to cluster Figure 28,
suggesting that the assay platform was indeed useful for separating phenotypes derived from different MOAs.
We then adopted a more specific hit picking approach and calculated distance scores for all samples from the
median of the taxol Positive controls. When we examined the top 20 hits that had the lowest distance scores,
(closest to the Positives), 18/20 were taxol, docetaxel or epothilone B, all microtubule inhibitors, suggesting that
the assay could be useful for identifying novels compounds with a similar MOA to a control.

We now tested a Machine Learning approach in which we used the Negative and Positive Controls to train a
two-class Random Forest model. As in the KNIME workflow described above this model successfully identified
taxol, docetaxel and epothilone B wells as being similar to the taxol Positive controls. The model was highly
accurate with a well accuracy of 98.34% and a Kappa of 0.955. Unsurprisingly, 6 of the top 10 most important
features were from the Tubulin channel. Interestingly, high concentrations of mitoxantrone were also picked up,
a finding that was supported by a report that mitoxantrone has been found to be a tubulin inhibitor (27).

The success of the Machine Learning method for identifying phenotypes similar to that of the taxol Positive
Control spurred us to test whether it could be used to classify compounds based on phenotypes identified in the
screen. The fact that we could separate microtubule inhibitors, actin inhibitors and DNA damaging agents using
the unsupervised methods suggested that this would be the case. We decided to identify suitable wells amongst
the tested samples for the building of a machine learning model for phenotypes other than that of taxol.

Multi-Phenotype Machine Learning

As a first step we calculated distance scores for all the samples and generated dose-response curves for each of
the 30 tested compounds. These curves made it very easy to identify compounds that gave strong dose-
dependent phenotypic changes, Figure 29 and inspection of images from the data showed that the increased
distance score did indeed correlate with visible changes in phenotype. Based on this analysis we chose Docetaxel,
(microtubule inhibitor), Latrunculin B, (actin inhibitor), Doxorubicin, (DNA damage) and a compound AZ-I of
unknown mechanism of action, for building our extended machine learning model, Figure 30. We chose two
wells from each compound for building the model by defining these as new Reagent Classes in the StratoMineR
plate map. We now built a five class Random Forest model and applied this to the whole data set. The resulting
model was 96.3% accurate at the cell level and 95.7% accurate at well level, with a Kappa value of 0.949, Figure
31. Examination of the probability scores confirmed the accuracy of the model. The Docetaxel class pulled out
taxol, a chemical analogue of docetaxel but also epothilone B, which is structurally quite different. This was a
good validation of the power of High Content Screening to be able to identify chemically diverse compounds
that give a similar phenotype. Latrunculin B pulled out the only other actin inhibitor in the data set,
Cytochalasin B. Similarly, Doxorubicin pulled out multiple DNA damaging agents.

Conclusions

This analysis is another demonstration of the power of machine learning for phenotypic screening. One major
benefit of the RF models is that they provide a feature importance plot which gives immediate insight into the
biological differences between phenotypes. This is more difficult to discern in our Unsupervised analytics path.
Our analysis also highlights the value of the combination of the Unsupervised analytics with Artificial
Intelligence. Using the unsupervised path, we were able to identify robust phenotypes for training on a high-
quality training set is essential for a high-quality ML model.
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Figure 27 Hit Selection. A. The distance scores for each well in the screen grouped by reagent class. B. The correlation between the
distance scores for the first two replicates across the complete experiment.

Fundamental to the notion of model deployment is the recognition of the parametric assumptions (if any)
underlying the joint associations between input features and outputs. In most link-based regression models
(such as linear regression, logistic regression), the data is assumed to arise from an exponential family (such as
Gaussian, Poisson). Similarly, discriminant analyses (LDA/QDA) assume the feature space is multivariate
Gaussian. While broadly applicable (and possibly inducible via appropriate transformations like Box-Cox or
logarithm transformation), there may be scenarios where the model may not be applicable to the outcome we
desire to model (i.e data many not be Gaussian). In such cases, it may be better to seek nonparametric
approaches (like random forests) for regression or classifier modeling.

Similarly, unsupervised methods like clustering require several factors to be assessed before finding a reliable
grouping strategy for deriving the most insight. Specifically, the choice of distance function (not all information
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Figure 28 Clustering. Hierarchical clustering of the 9 principal component scores of hits reveals that samples with the same mechanism
of action cluster together.

spaces obey Euclidean geometry) is fundamental to any downstream step involving clustering. Similarly, the
choice of optimal cluster number is another important choice while model selection criteria like silhouette
width, Akaike information criteria (AIC). The use of cluster validity statistics (45) is another potential way to
assess the appropriate grouping structure in the data, using some relevant side information about the
(potentially noisy) labels in the data. Several model-based clustering algorithms rely on multivariate Gaussian or
convex assumption in the feature space that may not always be reasonable. We recommend an examination of
multiple classes of clustering algorithms in order to most meaningfully query the structure in the data.
Topological data analysis (46)techniques are another way to derive insight into the structure of the data to
inform the clustering algorithm most likely to reveal insight.

Assessing heterogeneity: An oft-repeated observation about high content high throughput data is the enormous
phenotypic heterogeneity in the imaging information. Specifically, the notion that imaging phenotypes from a
single well may contain a mixture of phenotypes rather than a unique one. To deconvolve this, however,
techniques are still in development. Rohban et.al (47) model the means and covariances in the observed data to
discriminate mechanism of action for various drugs in the Cell Painting Assay. Kuthuru et.al (48) use a bag-of-
visual words paradigm (routinely used in computer vision) to describe heterogeneity of morphometric
phenotypes in an image. As has been described elsewhere (30) reduction of such morphologic heterogeneity into
average/median/summary measurements overlooks heterogeneity that might be relevant to assessing the
diversity of phenotypic consequences due to drug/perturbagen activity.

Appropriate assessment of model performance: While conventional metrics like AUROC, accuracy and null
information rate are routinely used to assess the performance of machine learning models for discriminating
phenotypes, it is essential to also examine the uncertainty associated with predictions; prediction intervals are
one potential way to do this. Such measurements are essential before using these “out-of-the-box” models for
downstream processes (such as for discriminating drug MoA). It is also essential to assess these prediction
probabilities for biases due to “batch effects” (in contrast to biological variation) like imaging platform, pre-
processing algorithms and acquisition settings before they can be used for other problems. Additionally,
assessments of equivalence in feature distributions between “source” domain (the data set used to build the
model) and “target” domain (the new data on which the model is to be applied) are essential to ensure
appropriate model transferability/transportability so that these phenotype discrimination models are used in the
right context. Batch effect assessments are also key to assess and mitigate before combining multiple data sets to
create large metadata sets, before doing data analysis and model building.
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Figure 29 Novel Phenotype Identification. The distance scores all wells for A. Docetaxel, a tubulin inhibitor, B. Latrunculin B an actin
inhibitor, C. Doxorubicin a DNA damaging agent, and D. AZ-I, with undisclosed mechanism of action; were plotted against dose. Low,
intermediate and high distance score wells were chosen and representative images for these wells are shown.
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relabeled in the plate maps for the appropriate plates.
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Figure 31 Results from the classification model based on novel phenotypes. A. 2D representation of the data showing differentiation of
the samples into groups based on the scores of the two features with the highest importance in the machine learning model. B.
Clustering of the probabilities of each sample being in each of the trained classes. Low probability ids blue, high probability is yellow.
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Abstract

G-protein-coupled receptors transmit signals through cascades of cellular signaling molecules to orchestrate
physiological responses. Measuring the time course (kinetics or dynamics) of GPCR signaling is revealing new
spatiotemporal paradigms of signaling with biological and therapeutic implications. Kinetics also impact drug
activity measurements, for example biased agonism. Biosensors greatly facilitate the measurement of signaling
kinetics by detecting signaling in live cells in real time; a ligand is applied to cells, the cells placed in a reader, and
the change in light emission measured repeatedly over time. In this chapter, methods are presented for assaying
signaling molecules using genetically-encoded fluorescent biosensors. Protocols are provided for the most
common G-protein pathways (Gs and Gi, detecting cAMP; Gq, detecting diacylglycerol and Ca%*), and also for
arrestin recruitment. Methods for analyzing the time course data are required to obtain kinetic drug signaling
parameters useful for lead optimization and large-scale receptor research. One such parameter is the initial rate
of signaling by the ligand bound receptor (k;), a biologically-meaningful and familiar metric. Straightforward
curve fitting methods are described for measuring the initial rate by analyzing the whole time course without the
need to isolate the linear portion of the curve. Biased agonism is quantified using this approach, providing a
simple metric that takes into account differential kinetics of signaling. These experimental and analysis methods
enable investigators to routinely measure and quantify the kinetics of signaling in their receptor research and
drug discovery projects.

Introduction

The superfamily of G-protein-coupled receptors comprise the largest family of signaling proteins in the human
genome, transducing a remarkable diversity of extracellular stimuli into intracellular signaling networks that
modulate and control physiological responses (1-3). Methods for measuring the intracellular signaling molecules
have been evolving for sixty years. Laborious chemical methods were used in the discovery of second
messengers and elucidation of their function, such as cAMP and inositol phospholipids (4,5). The development
of immunoassays to quantify second messengers greatly improved throughput, enabling functional assays to be
used routinely in drug screening (6). Biosensors are the latest advance in the measurement of GPCR signaling
(7-12) (comprehensively reviewed in refs. (13,38)). These agents enable noninvasive detection of signaling
molecules such as second messengers; the biosensor produces an optical signal on binding the target signaling
molecule, which can be detected in plate readers. This technology provides three advances - the workflow for
detecting the signal is minimal (Figure 1); signaling can be measured in live cells; and signaling can be measured
routinely over time. Biosensors greatly facilitate time course assays because a single plate can be used for all the
time points. In the workflow, ligands are applied to the cells, the plate placed in the plate reader, then the optical
signal from the biosensor measured repeatedly in the same plate (Figure 1). This modality is referred to
colloquially as “Real time” or “Continuous read” detection.

A genetically-encoded biosensor is a protein, transcribed from DNA delivered into cells, usually comprising two
components (Figure 2) (13). First is a domain that binds the target molecule being detected, for example cAMP.
The second is a fluorescent or luminescent reporter protein that produces a light signal. The biosensor is
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designed in such a way that the binding of the target molecule to the sensor causes a change in the optical
properties of the reporter, e.g. emission of a photon or a change of fluorescence emission intensity (Figure 2)
(13). In this way, a biological signal is converted to a light signal that can be easily detected. For GPCR signaling,
numerous biosensors have been developed, the second messengers that can be detected including cAMP, Ca?*,
diacylglycerol (DAG) and phosphatidylinositol 4,5-bisphosphate (PIP,) (see Table 2 of ref. (13)). In this chapter,
the biosensors used are fluorescent - they are excited with an external light source at one wavelength and emit
light at a second, longer wavelength. Binding of the target molecule causes a change of the intensity of the
emitted light (Figure 2), which can be detected using a plate reader. The first goal of this chapter is to provide
experimental protocols for employing the biosensors to measure GPCR signaling (see Measuring GPCR
Signaling Using Genetically-Encoded Fluorescent Biosensors).

Measuring signaling over time is valuable for two reasons - discovering new signaling mechanisms and
optimizing new therapeutics. Measuring the time course reveals new mechanisms of GPCR signaling and
regulation. For example, in the late 1960’s and 1970’s it was discovered, by measuring cAMP over time, that the
signal fades after reaching a peak (15-17). This phenomenon, termed desensitization, contributed to the
discovery of the molecular machinery of GPCR regulation, including GPCR kinases and arrestins (reviewed in
refs (14,18). More recently it was shown that some GPCR signals endure after the ligand has been washed out,
evident from measuring the time course of signaling before and after washout (10,19-23). This led to the
discovery of sustained signaling by internalized receptors, a new spatiotemporal dimension of GPCR signaling of
potential therapeutic utility (24-26). From the perspective of optimizing new therapeutics, time course
pharmacological studies have revealed that drug activity in signaling assays can change over time (27-30). For
example, for the D2 dopamine receptor, the rank order of efficacy for a series of ligands was shown to change
over time, which resulted in measurements of biased agonism changing over time (27). Biased agonism is the
capacity of a ligand to stimulate selectively only some of the signaling pathways stimulated by the GPCR and is
of considerable interest in development of next-generation GPCR therapeutics (see this section) (31-35). This
time problem can be solved by using the rates of signaling activity in the bias calculation (29).

Data analysis methods are required for time course data to extract useful pharmacological parameters, of a form
that can be used to guide medicinal chemistry and basic research on GPCR signaling. Specifically, curve-fitting
methods are needed to reduce the raw data to useful parameter values. One such parameter is the initial rate of
signaling by the ligand occupied receptor, termed k; (29,36,37). This parameter was developed by applying
enzyme kinetics to GPCR signaling, and is analogous to the initial rate of enzyme activity. k; is determined as
the initial rate of signaling produced by a maximally-stimulating concentration of ligand (37). First, the whole
time course curve is fitted to an equation in familiar curve-fitting software (e.g. Prism from GraphPad Software).
The fitted parameters are then used to calculate the initial rate using a simple formula. The initial rate is then
used to determine k.

In this chapter we describe the experimental methods for measuring signaling using biosensors (Measuring
GPCR Signaling Using Genetically-Encoded Fluorescent Biosensors). Hundreds of biosensors have been
developed by numerous laboratories, as comprehensively reviewed in refs (13,38). In this chapter we exemplify
the methods for fluorescent biosensors using sensors developed and/or distributed by Montana Molecular. These
sensors have been optimized to be simple and routine to use, with a high brightness enabling detection using
plate readers, and employing the Bacmam viral vector to ensure consistent, reproducible expression from well to
well and plate to plate in numerous cell types. Next, the data analysis methods for analyzing time course data are
presented, by which the initial rate and k; are determined (Analyzing Signaling Time Course Data). Finally, the
approach is applied to biased agonism (Simplifying Biased Agonism Assessment Using Signaling Kinetics) and it
is shown how quantifying the initial rate simplifies bias quantification, enabling a simple ratio of signaling rates
to be employed. By combining the biosensor assay protocols and initial rate analysis, we aim to provide
investigators a straightforward, streamlined method to routinely measure the kinetics of GPCR signaling,
facilitating research into GPCR signaling mechanisms and the kinetic optimization of new therapeutics.
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Figure 1. Assay overview of genetically-encoded fluorescent biosensors for measuring GPCR signaling. DNA for the biosensor is
delivered into cells (left) and cells incubated for 24 hours to express the sensor. Medium is replaced with assay buffer and GPCR ligands
added to the cells (center). The change in fluorescence resulting from activation of signaling is then measured in an automated plate
reader (right).

Measuring GPCR Signaling Using Genetically-Encoded
Fluorescent Biosensors

Biosensor Architecture

Genetically encoded, fluorescent biosensors offer many advantages. They provide real-time measurements of
signaling dynamics, they can be genetically targeted to specific cell types, and these proteins can be directed to
particular subcellular signaling domains. In this Chapter, we are focused on fluorescent biosensors, and to
understand how the different types of fluorescent biosensors work, it is important to start with some basic
photophysics. Imagine a fluorophore in solution in a cuvette. There are fundamentally only three ways in which
the fluorescence intensity can change. The first is that the concentration of the fluorophore can increase or
decrease. The second would be that the cross section of the fluorophore will change, and finally, it is always
possible that the quantum efficiency will change (39).

Ratiometric, Two Color Sensors

The first fluorescent biosensors typically generated a change in Forster resonance energy transfer, or FRET,
between two different fluorescent proteins (40). The chameleon Ca?* sensor is an excellent example (41). In this
sensor cyan and yellow fluorescent proteins were connected to one another by a linker that would change shape
when bound to Ca?*. Resonance energy transfer between two fluorophores is exquisitely sensitive to the
distance between the fluorophores, and their relative orientation, so Ca®* induced changes produced detectable
changes in energy transfer. Here the underlying photophysics involves changes in the quantum efficiency of the
donor fluorophore. This can be measured either by a change in the donor fluorescence intensity, or by the excited
state lifetime of the donor, each of which will decrease as FRET efficiency increases. Many early sensors were
created with the cyan/yellow pair of fluorescent proteins, but newer pairs of more efficient green and red
proteins are being adopted (42,43). The fluorophore is buried in the middle of the fluorescent protein barrel, so
FRET efficiency is quite limited. Indeed, the signal is so small that FRET-based sensors are not practical for use
on automated fluorescence plate readers.

Beyond FRET sensors, two color ratiometric sensors have been designed to detect changes in the environment.
For example, there is a chloride sensor in which the yellow fluorescent protein - venus - is halide sensitive while
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Figure 2. Biosensor architecture for cADDis cAMP sensor. The sensor comprises two components - a detector that binds the signaling
molecule, and a fluorescent protein that reports when the signaling molecule binds the detector. In this case, the detector is EPAC2, a
component of the cAMP signaling cascade. A green fluorescent protein (mNeon Green) is positioned between the signaling and
catalytic domains of EPAC2. When cAMP binds, there is a global conformational rearrangement of the two domains and this results in
a change in the conformation of the fluorescent protein. This changes the optical properties, in this case a change of the fluorescence
intensity, i.e. the amount of light emitted. Thus, the amount of cAMP can be detected by the change of fluorescence intensity, which can
be measured in a plate reader or fluorescence imaging system.

the cyan protein is not, so the ratio of fluorescence becomes a measurement of the chloride concentration (44).
The Fucci biosensor beautifully reports the cell cycle by fusing different degradation signals to green and red
proteins (45), and the unfolded protein response can be detected through color changes produced by mRNA
splicing (46). The beauty of two color sensors, whether they work through changes in FRET, or simply through
environmental sensitivity, is that the ratio of the two signals can be used to adjust for cell volume changes or
differences in expression. The cost, however, of using two colors is that the absorption and emission bands of
fluorescent proteins are quite broad, so using two different colors typically consumes much of the visible
spectrum, making multiplex recordings with multiple sensors quite difficult.
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BRET Sensors

Bioluminescent resonance energy transfer (BRET) biosensors have been introduced for quantifying GPCR
signaling, including G-protein activation, arrestin recruitment and second messenger production (see for
example refs (11,12)). GPCR signal transduction involves intermolecular interaction between signaling molecule
proteins and BRET provides an ideal means to detect intermolecular interaction. One of the two interacting
proteins is tagged with a luminescent protein (the donor) and the other tagged with a fluorescent protein (the
acceptor). When the two proteins are in close enough proximity, the energy transfer between the donor and
acceptor can be detected (8).

Single Fluorescent Protein, Intensiometric Sensors

Fusions to the original N- or C-termini of the fluorescent protein. The fluorescent proteins in use today are all
barrel-shaped protein structures that are remarkably inert. The sequences, photophysical properties, and protein
structures are easily viewed and analyzed in the fpbase database (47) (www.fpbase.org). Briefly, eleven staves of
beta sheet create a warped barrel that contains the fluorophore. The N- and C- termini of the protein are the
same end of the barrel, and these can readily be fused to other proteins. While these sorts of fusions have been
used to “tag” proteins, they don’t typically produce biosensors in the sense that the fusion partner doesn't
produce a change in the photophysical properties of the fluorophore. There are two exceptions to this general
rule. First, the dimeric and tetrameric forms of fluorescent proteins have larger cross sections and quantum
yields than the monomeric forms. The dimerization-dependent fluorescent proteins take advantage of this
phenomenon, and have been used to create a variety of sensors (48). The voltage sensors are another example of
how fusing a single fluorescent protein to the end of another protein can create a sensor. In a seminal paper,
Siegel and Isacoft showed that that a single fluorescent protein can be positioned in the C-terminus of a voltage-
gated ion channel subunit to create a sensor that changes fluorescence intensity as transmembrane voltage was
altered (49). This led to numerous voltage sensors, reviewed in ref. (50), that iteratively improved performance.

Fusions to circularly permuted fluorescent proteins. The interface of a dimer of fluorescent proteins is largely
centered around the seventh barrel stave of the protein barrel. This stave is positioned close to one end of the
fluorophore within the barrel, and it has important effects on the fluorophore. Baird and colleagues showed that
protein domains can be successfully inserted into the seventh stave of the fluorescent protein barrel structure,
close the fluorophore. The original N- and C-termini of the protein are connected and new N- and C-termini
engineered into the seventh stave to create a circularly permuted fluorescent protein (51). Many different protein
domains have been fused to the new termini of circularly permuted fluorescent proteins such that changes in the
conformation of these proteins produce changes in fluorescence. A good example of this is the GCaMP6 Ca?*
sensor, which is widely used in neuroscience (52). In this case calmodulin is fused to one of the termini, and the
M13 peptide is attached to the other. In the presence of Ca%*, calmodulin binds to the M13 peptide and in some
way influences the fluorescence intensity of the sensor. Recently, the photophysics of how this works has become
clearer (53). In the case of GCaMP6, the cross section and quantum yield changes very little, but the
concentration of the chromophore changes dramatically. The chromophore can exist in a protonated state where
it absorbs light at 400 nm, or in an anionic state where it absorbs at 480 nm. The GCaMP6 sensor in the absence
of Ca®* is largely in the protonated state, so it doesn’t absorb, or return fluorescence, when interrogated with 480
nm light. In the presence of Ca%*, the chromophore is rapidly de-protonated and the concentration of anionic
chromophore increases dramatically, producing a remarkable increase in 480 nm excited fluorescence. This
increase is so large, and so rapid, that this remarkable biosensor has been used to image the activity of thousands
of neurons in living brains at remarkable frame rates (54,55). The red fluorescent biosensors appear to work in
much the same way (56). A significant advantage of this design is that in the absence of the second messenger,
the chromophore resides in a different form that does not absorb the excitation light and does not photocycle or
bleach.


http://www.fpbase.org






