





0155



4-4 Experimental Tools for Probing Protein Function

Figure 4-14 DNA microarray Part of a
microarray chip showing changes in gene
expression when yeast cells are treated with a
drug. Genes whose expression increases on
drug treatment appear as red spots; those that
decrease are green; those that do not change
are yellow. Some genes do not appear because
they are not expressed under these conditions.
Each spot represents a single gene.
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Figure 4-15 2-D protein gel Some spots have
been identified and labeled.

Definitions

DNA microarray: an ordered array of nucleic acid
molecules, either ¢cDNA fragments or synthetic
oligonucleotides, where each position in the array
represents a single gene.

gene knockout: inactivation of the function of a specific
gene in a cell or organism, usually by recombination
with a marker sequence but sometimes by antisense
DNA, RNA interference, or by antibody binding to the
gene product. The phenotype resulting from the knock-
out can often provide clues to the function of the gene.

Gene function can sometimes be established experimentally without
information from protein structure or sequence homology

The explosive growth of sequence information has driven the development of new experimental
methods for obtaining information relevant to the function of a gene. Many of these methods
are high throughput: they can be applied to large numbers of genes or proteins simultaneously.
Consequently, databases of information about the expression level, cellular localization,
interacting partners and other aspects of protein behavior are becoming available for entire
genomes. Such data are then combined with the results of more classical biochemical and
genetic experiments to suggest the function of a gene of interest. The order of experiments is
flexible and many will be carried out in parallel. Here we review some of the most common
techniques. Most of them require either cloned DNA or protein samples (which sometimes
must be purified) for the gene(s) of interest. The rest of the chapter discusses methods, both
experimental and computational, that attempt to derive functional information primarily from
either protein sequence or protein structure data.

One valuable clue to function is the expression pattern of the gene(s) in question. Experience
suggests that genes of similar function often display similar patterns of expression: for example,
proteins that are involved in chromosome segregation tend to be expressed at the same phase of
the cell cycle, while proteins involved in response to oxidative stress usually are expressed—or
their expression levels are greatly increased—when cells are subjected to agents that produce
oxidative damage (hydrogen peroxide, superoxide, nitric oxide, and so on). Expression can be
measured at the level of mRNA or protein; the mRNA-based techniques, such as DNA
microarrays (Figure 4-14) and SAGE (serial analysis of gene expression), tend to be easier to
carry out, especially on a genome-wide scale. Microarray technology, in particular, can provide
expression patterns for up to 20,000 genes at a time. It is based on the fidelity of hybridization
of two complementary strands of DNA. In its simplest form, the technique employs synthetic
“gene chips” that consist of thousands of oligonucleotide spots on a glass slide, one for each gene
of the genome. Complementary DNA, labeled with a fluorescent dye, is then made from the
mRNA from two different states of the cells being analyzed, one labeled with a red probe (the
test state) and the other labeled with a green probe (the reference state). Both are mixed and
applied to the chip, where they hybridize to the DNA in the spots. If the level of mRNA for a
particular gene is increased in the test cells relative to the reference cells that spot will show up
as red; if the level is unchanged the spot will be yellow, and if the mRNA has decreased the spot
will be green. In theory, differences of 3—4-fold or greater in mRNA level can be detected reliably
with this technique, but in practice the threshold for significance is often 5-10-fold. Any
important change in expression must always be verified by northern blot analysis.

Protein expression in the cell can be monitored by antibody binding, but this method is only
useful for one protein at a time. High throughput can be achieved by two-dimensional gel
electrophoresis, which can separate complex protein mixtures into their components, whose
identity can be determined by cutting out the bands and measuring the molecular weight of
each protein by mass spectrometry (Figure 4-15). In addition to the amount of protein present,
this method can also detect covalent modifications of the protein. The technique is powerful
but is also relatively slow and expensive, cannot resolve all the proteins in a cell extract, and
can fail to detect proteins that are only present in a few copies per cell. Experience suggests that
mRNA levels determined by microarray are good predictors of relative protein levels as
determined by two-dimensional gels for the most abundant proteins in a cell; the correlation
breaks down for scarcer proteins. Efforts are underway to develop protein microarrays (so-called
“protein chips”) that can rapidly measure the levels of larger numbers of proteins.
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The phenotype produced by inactivating a gene, a gene knockout, is highly informative about
the cellular pathway(s) in which the gene product operates (Figure 4-16). Knockouts can be
obtained by classical mutagenesis, targeted mutations, RNA interference (RNAi), the use of
antisense message RNA, or by antibody binding. Microarray analysis on the knockout, compar-
ing the pattern of gene expression in the presence and absence of the gene, will often provide a
wealth of information about how the cell responds to its expression, as will studies of changes in
protein expression and modification. Of course, the phenotype is an overall response to the loss
of the gene product, not a direct readout of biochemical or cellular function. In addition, express-
ing the gene at high levels in tissues or organisms where it is normally not expressed significantly
(cctoplc expression) frequently also produces an interesting, and informative, phenotype.

The location of a protein in the cell often provides a valuable clue to its functions. If a gene
product is nuclear, cytoplasmic, mitochondrial, or localized to the plasma membrane, for exam-
ple, and especially if that localization changes in different states of the cell, then inferences about
the pathways in which the protein participates can be drawn. A number of techniques exist for
determining location, all dependent on attachment of a tag sequence to the gene in question. A
commonly used method is to fuse the sequence encoding green fluorescent protein (GFP) to one
end of the gene sequence for the protein in question, and then use the intrinsic fluorescence of
GFP to monitor where the protein is in the cell (Figure 4-17). Of course, care must be taken that
the fusion does not interfere with folding or localization of the gene product.

Many proteins do not function on their own; they are part of a complex of two or more gene
products. If the function of one of the interacting proteins is known, then the fact that it binds
to a given protein will help reveal the latters function. Interacting proteins can be found by the
yeast two-hybrid system. This exploits the fact that transcriptional activators are modular in
nature. Two physically distinct domains are necessary to activate transcription: (1) a DNA-bind-
ing domain (DBD) that binds to the promoter; and (2) an activation domain that binds to the
basal transcription apparatus and activates transcription. In the yeast two-hybrid system, the gene
for the targer protein is cloned into a “bait” vector next to a sequence encoding the DBD of a
given transcription factor. cDNAs encoding potential interactor proteins (the “prey”) are cloned
separately into another set of plasmids in-frame with the sequence encoding the activation
domain of the transcription factor. A bait plasmid and a prey plasmid are introduced together into
veast cells, where the genes they carry are translated into proteins (all combinations of bait and
prey are tested in parallel experiments). To form a working transcription factor within the yeast
cell, the DBD and the activation domain must be brought together, and this can only happen if
the protein carrying the activation domain interacts with the protein fused to the DBD (Figure
4-18). The complete transcription factor can then activate a reporter gene, producing enzyme
activity, for example, or cell growth in the absence of a nutrient. Although the two-hybrid screen
is a powerful and rapid method for detecting binding partners, it is plagued by false positives and
irreproducibility, so any putative interaction must be verified by direct methods such as isolation
of the protein complex and identification of its components by antibody binding.

Many other techniques exist and can be employed as needed. Among them are techniques for
identifying possible substrates and regulatory molecules. Some of the most popular of these are
surface plasmon resonance to detect ligand binding, and purification and direct assay of
possible biochemical function i vitro. More are being developed as the need for methods to
probe function increases. Many of these, like the techniques described here, will produce large
databases, so computational analysis of and correlation between such databases will be of great
importance for functional genomics.
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A movie of protein transport in a live cell is at:
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Figure 4-16 The phenotype of a gene
knockout can give clues to the role of the gene
The mouse on the right is normal; the mouse
on the left lacks the gene that encodes pro-
opiomelanocortin (POMC), which, among other
things, affects the regulation of energy stores
and has been linked to obesity. Photograph
kindly provided by Ute Hochgeschwender.
(From Yaswen, L. et al.: Obesity in the mouse
model of pro-opiomelanocortin deficiency
responds to peripheral melanocortin.

Nat. Med. 1999, 5:1066-1070.)

Figure 4-17 Protein localization in the cell
The protein has been fused to GFP (green); the
nucleus is stained red. In different stages of the
cell cycle the protein is either cytoplasmic (left)
or localized to the nucleus (right). Photographs
kindly provided by Daniel Moore and Terry
Orr-Weaver. (From Kerrebrock, A.W. et al.:

Cell 1995, 83:247-256.)

(a)

Figure 4-18 Two-hybrid system for finding
interacting proteins The “bait” vector
expresses a transcription factor DNA-binding
domain (DBD, blue) fused to the test protein
(protein A, green). The “prey” expression
vectors each contain an individual open reading
frame (ORF) of interest placed adjacent to the
sequence encoding the activation domain (AD)
of the same transcription factor (orange). (a)
When a bait and a prey vector are introduced
into a yeast cell, the DBD and its attached
protein A binds to the reporter gene (red). If
the protein encoded by the ORF (protein X,
grey) does not interact with the bait, the
reporter gene is not activated. (b) If the prey
protein (Y, yellow) does interact with protein A,
the two parts of the transcription factor are
reunited and the reporter gene is expressed.
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4-5 Divergent and Convergent Evolution

R.m.s deviation of backbone atoms of core

% identical residues in core

Figure 4-19 Relationship between sequence
and structural divergence of proteins The
percent identity of the protein cores of 32 pairs
of proteins from eight different structural
families was plotted against their structural
divergence as measured by the root-mean-
square difference in spatial positions of
backbone atoms. A striking relationship is found,
which holds for all the families studied. As the
sequences diverge, the structures diverge, but
not at the same rate. Small differences in
sequence have little effect on structure, but
structural divergence increases exponentially as
sequence divergence becomes greater.
Sequences with greater than 40% identity are
generally considered to be homologous and the
probability that they will have the same overall
structure is also very high. For proteins with
sequence identities below about 20%, evolution
has usually altered much of the structure, and
homology cannot be determined with any
certainty. In between is a “grey area”, where the
overall identity between two sequences is less
than about 40% but greater than about 20%,
and when it may be impossible from sequence
comparisons alone to determine that two
proteins are related. Data from Lesk, A.M.,
Introduction to Protein Architecture

(Oxford University Press, Oxford, 2001).

Definitions

convergent evolution: evolution of structures not
related by ancestry to a common function that is
reflected in a common structure.

divergent evolution: evolution from a common
ancestor.

Evolution has produced a relatively limited number of protein folds and

catalytic mechanisms

Although the total number of different enzymatic activities in any living cell is large, they
involve a smaller number of classes of chemical transformation (see, for example, section 2-10).
For each of these transformations, there is an even smaller number of different catalytic
mechanisms by which they can be achieved. This all suggests that most enzymes should be
related in both sequence and structure to many others of similar mechanism, even where their
substrates are different. Such structural relatedness has indeed been observed: there are only a
limited number of protein structural superfamilies and the proteins in the same superfamily
often share some features of their mechanisms. In practice, however, detecting these structural
and functional relationships from sequence alone is fraught with complications.

As described in section 4-1, two proteins with high sequence identity throughout can be
assumed to have arisen by divergent evolution from a common ancestor and can be predicted
to have very similar, if not identical, structures. In general, if the overall identity between the
two sequences is greater than about 40% without the need to introduce an inordinate number
of gaps in the alignment, and if this identity is spread out over most of the sequence, then the
expectation is that they will code for proteins of similar overall fold (Figure 4-19). However,
problems in deducing evolutionary relationships and in predicting function from sequence and
structure arise when the situation is less clear-cut. And even proteins with greater than 90%
sequence identity, which must have very similar structures and active sites, can in rare cases

operate on quite different substrates.

Proteins that differ in sequence and structure may have converged to
similar active sites, catalytic mechanisms and biochemical function

The structure of the active site determines the biochemical function of an enzyme, and in
many homologous proteins active-site residues and structure are conserved even when the rest
of the sequence has diverged almost beyond recognition. One might therefore suppose that
all proteins with similar active sites and catalytic mechanisms would be homologs. This s,
however, not the case. If two such proteins have quite distinct protein folds as well as low
sequence similarity, it is likely that they are examples of convergent evolution: that is, they
did not diverge from a common ancestor but instead arose independently and converged on
the same active-site configuration as a result of natural selection for a particular biochemical
function. Clear examples of convergent evolution are found among the serine proteases and
the aminotransferases, which include proteins of quite different structure and fold, but with
similar catalytic sites and biochemical function; these are considered in detail later in the
chaprer (see sections 4-8 and 4-12, respectively).

Proteins with low sequence similarity but very similar overall structure
and active sites are likely to be homologous

It can be difficult to discern homology from sequence gazing alone, because sequence changes
much more rapidly with evolution than does three-dimensional structure (Figure 4-20). In
fact, proteins with no detectable sequence similarity at all, but with the same structures and
biochemical functions, have been found. Among numerous examples are the glycosyltrans-
ferases, which transfer a monosaccharide from an activated sugar donor to a saccharide, protein,
lipid, DNA or small-molecule acceptor. Some glycosyltransferases that operate on different
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Figure 4-20 Ribbon diagram of the structure of a monomer of benzoylformate decarboxylase (BFD)
and pyruvate decarboxylase (PDC) BFD (top) and PDC (bottom) share a common fold and overall
biochemical function, but they recognize different substrates and have low (21%) sequence identity.
The bound thiamine pyrophosphate cofactor is shown in space-filling representation in both structures.
The green spheres are metal ions. (PDB 1bfd and 1pvd)

substrates and show no significant sequence identity nevertheless contain a structurally very
similar catalytic domain and are thought to have a common ancestor.

In some—probably most—cases, low sequence homology combined with high structural
similarity reflects selective conservation of functionally important residues in genuinely
homologous, but highly diverged, sequences. Mandelate racemase, muconate lactonizing
enzyme and enolase display very little overall sequence identity but have similar structures
and active sites (see section 4-11). The reactions they catalyze share a core step and this step is
catalyzed in the same way by all three enzymes, implying that they have probably diverged
from a common ancestor. e

Convergent and divergent evolution are sometimes difficult to
distinguish

In other cases, however, there is spatial equivalence at the functional site, but litde or no
sequence conservation of the functionally important residues. In such cases, distinguishing
between convergent and divergent evolution may be difficult. For example, the enzymes
benzoylformate decarboxylase (BFD) and pyruvate decarboxylase (PDC) have only about
21% overall sequence identity but have essentially identical folds (Figure 4-20). The catalytic
amino-acid side chains are conserved in spatial position in the three-dimensional structure but
not in the sequence. It is possible that the two proteins evolved independently and converged
to the same chemical solution to the problem of decarboxylating an alpha-ketoacid. But their
great similarity in overall structure would seem to indicate that they diverged from a common
ancestor. The level of sequence identity between them is, however, too low to distinguish
between these two possibilities with confidence.

Divergent evolution can produce proteins with sequence and structural
similarity but different functions

Conversely, there are proteins with very different biochemical functions but which nevertheless
have very similar three-dimensional structures and enough sequence identity to imply
homology. Such cases suggest that structure also diverges more slowly than function during
evolution. For example, steroid-delta-isomerase, nuclear transport factor-2 and scytalone
dehydratase share many structural details (Figure 4-21) and are considered homologous, yet
the two enzymes—the isomerase and the dehydratase—have no catalytically essential residue
in common. This suggests that it is general features of the active-site cavity of this enzyme
scaffold that have the potential ability to catalyze different chemical reactions that proceed via
a common enolate intermediate, given different active-site residues. The third protein in
this homologous set—nuclear transport factor-2—is not an enzyme at all, as far as is
known, but its active-site-like cavity contains residues that are present in the catalytic sites
of both enzymes. Thus, determination of function from sequence and structure is complicated
by the fact that proteins of similar structure may not have the same function even when
evolutionarily related.

Murzin, A.G.: How far divergent evolution goes in
proteins. Curr. Opin. Struct. Biol. 1998, 8:380-387.

Patthy, L.: Protein Evolution (Blackwell Science, Oxford,
1999).

Figure 4-21 Superposition of the three-
dimensional structures of steroid-delta-
isomerase, nuclear transport factor-2 and
scytalone dehydratase The active site is
indicated by an arrow. (PDB 8cho, 1oun, 1std)
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4-6 Structure from Sequence: Homology Modeling
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100 Structure can be derived from sequence by reference to known protein

90 folds and protein structures

80
= 70 Because structure changes more slowly than sequence, if there is a high degree of sequence
£ ol identity between two proteins, their overall folds will always be similar. But at sequence identity
§ i of less than :u'gund 40% (see Figure 4—1‘9), structures can be markedly different from each
g ] other. In practice, however, structural similarity often extends to lower levels of sequence
g . identity, depending on how the identical residues are distributed. And there are many cases of

s S e e two proteins having virtually identical overall folds and closely related functions despite

201 #:mawm having no statistically significant degree of sequence identity/similarity. The real problem in

10 similarity of 3-D structure deducing structure from sequence is how to treat these difficult cases.

0 | T T T L)
0 20 40 60 80 100 There are at present about 20,000 entries in the Protein Data Bank representing, depending on

S Ingh: how one dlassifies them, 1,000-2,000 distinct structural “domains”, that is unique folds. It has

been estimated that the total number of unique folds will be at most several thousand. One of the
major goals of work in structural genomics is to determine structures representative of all unique
folds so that the structure of any unknown sequence can be modeled. Currently, the known pro-
tein structures and canonical protein folds are used to derive structure from sequence by two quite
different approaches. The first is described here; the second is the subject of the next section.

Figure 4-22 The threshold for structural
homology Sequence space, plotted as a
function of length of the segment being aligned
and the percent identity between the two
sequences, can be divided into two regions.
The upper region (above the curve) shows
where sequence similarity is likely to yield
enough structural similarity for homology
modeling to work. The lower region is highly
problematic. At present 25% of known protein
sequences fall in the safe area, implying 25%
of all sequences can besmodeled reliably.

Homology modeling is used to deduce the structure of a sequence with
reference to the structure of a close homolog

The technique of homology modeling aims to produce a reasonable approximation to the
structure of an unknown protein by comparison with the structure of a known sequence
homolog (a protein related to it by divergent evolution from a common ancestor). Structures
that have diverged too far from each other cannot be modeled reliably; the arrangements in
space of their secondary structure elements tend to shift too much. In practice, a sequence with
greater than about 40% amino-acid identity with its homolog, and with no large insertions or
deletions having to be made in order to align them (Figure 4-22), can usually produce a pre-
dicted structure equivalent to that of a medium-resolution experimentally solved structure.

(a)

Higher-resolution models can be obtained, in principle at least, when there are a number of
aligned sequences. To exploit such information better, a technique was developed that uses
evolutionary data for a protein family to measure statistical interactions between amino-acid
positions. The technique is based on two hypotheses that derive from empirical observation of

Figure 4-23 Evolutionary conservation and interactions between residues in the protein-interaction
domain PDZ and in rhodopsin (a) Highly conserved regions of the PDZ domain were determined using a
representative known structure plus information from a structure-based multiple alignment of 274 PDZ-
domain sequences, which show a low degree of sequence similarity. This analysis shows that the peptide-
binding groove is the most conserved portion of this protein family. Evolutionary conservation is measured
by Gstat, a statistical “energy” function: the larger the value of Gstat for a position, the more highly
conserved the position is. These data are plotted onto the three-dimensional structure to show the protein
interaction surface of the fold, which has a co-crystallized peptide ligand (orange wire model). The high
Gstat values for the residues in the groove are consistent with the intuitive expectation that functionally
important sites on a protein tend to have a higher than average degree of conservation. (b) The structure of
the integral membrane protein rhodopsin with the cluster of conserved interacting residues shown in red
surrounded by brown van der Waals spheres. This connected network of coevolving residues connects the
ligand-binding pocket (green) with known protein-binding regions through a few residues mediating packing
interactions between the transmembrane helices. Graphics kindly provided by Rama Ranganathan.

Gstat

Definitions

homology modeling: a computational method for
modeling the structure of a protein based on its
sequence similarity to one or more other proteins of
known structure.
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Structure from Sequence: Homology Modeling 4-6

sequence evolution. First, a lack of evolutionary constraint at one position should cause the
distribution of observed amino acids at that position in the multiple sequence alignment to
approach their mean abundance in all proteins, and deviances from the mean values should
quantitatively represent conservation. Second, the functional coupling of two positions, even if
distantly located in the structure, should mutually constrain evolution at the two positions, and
this should be represented in the statistical coupling of the underlying amino-acid distributions
in the multiple sequence alignment, which can then be mapped onto the protein (Figure 4-23a).
For thodopsin and for the PDZ domain family, this analysis predicted a set of coupled positions
for binding-site residues (shown in red on the figure) that includes unexpected long-range inter-
actions (Figure 4-23b). Mutational studies confirmed these predictions, demonstrating that
Gstat, the statistical energy function reflecting conservation, is a good indicator of coupling in
proteins. When this technique is used in combination with homology modeling, it can indicate
which residues are most likely to remain in conserved positions, even at low levels of sequence
identity, and it can also suggest mutagenesis experiments to verify modeled interactions.

What can be done with such models? In some cases they have proven accurate enough to be
of value in structure-based drug design. They can be used to predict which amino acids may
be in the catalytic site or molecular recognition site if those sites are in the same place in the
modeled and experimentally determined protein structures, but they cannot be used to find
new binding sites that have been added by evolution. At present, there is no well established
way to interrogate an experimentally determined structure, much less a purely modeled structure,
and locate such sites from first principles (although some promising new methods are
described in section 4-9). Homology models cannot be used to study conformational changes
induced by ligand binding, pH changes, or post-translational modification, or the structural
consequences of sequence insertions and deletions. At present, computational tools to generate
such changes from a starting model are not reliable.

A striking example of the limitations of homology modeling is shown by comparison of the
experimentally determined crystal structures of the catalytic domains of the serine protease pre-
cursors chymotrypsinogen, trypsinogen, and plasminogen. These protein family members share a
high degree of overall sequence identity (over 40%), and an attempt to model the structure of plas-
minogen from the structure of either of the other two should produce the correct fold. A distinc-
tive difference between plasminogen and the other two zymogens is a complete lack of activity,
whereas each of the other two precursors has some activity. This observation cannot be explained
from a homology model: the arrangements of residues in the catalytic site will be similar to those
of the model template. This is a fundamental limitation of homology modeling: the model is
biased toward the structure of the template even in detail. The crystal structure of plasminogen
shows that its inactivity is due to blockage of the substrate-binding pocket by a tryptophan residue
which is conserved in the sequences of all family members but whose spatial position is different
in plasminogen as a result of sequence differences elsewhere in the structure (Figure 4-24).

Homology models also usually cannot be docked together to produce good structures of
protein—protein complexes; not only are the docking algorithms unreliable, but the likelihood
of significant conformational changes when proteins associate makes it impossible to know
whether one is docking the right structures. The same considerations mean that, unless the two
homologs have the same oligomeric states, it will not be possible to predict the quaternary
structure of a protein from sequence. In short, many, if not most, of the things that biologists
want to do with a protein structure cannot be done with confidence using homology models
alone. However, even an imperfect homology model may be of use as a guide to planning and
interpreting experiments—for example, which amino acid to mutate.
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Figure 4-24 Structural changes in closely
related proteins (a) The structures of
plasminogen (blue) and chymotrypsinogen
(red) are very similar, as befits their high
sequence identity. Yet the small differences

in the positions of loops have important
functional consequences, as seen in (b).

(b) Although chymotrypsinogen (red),
chymotrypsin (green) and plasminogen (blue)
have about the same degree of sequence
identity to one another, the active sites of
chymotrypsinogen and chymotrypsin differ
from that of plasminogen, where a change in
the conformation of the loop indicated by the
yellow arrow in (a) has caused a tryptophan
residue (Trp 761, red arrow), conserved in both
sequences, to adopt a different conformation,
where it blocks the substrate-binding pocket.
(PDB 2cga, 1ab9 and 1qrz)
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4-7 Structure from Sequence: Profile-Based Threading and “Rosetta”

Sequence

Figure 4-25 The method of profile-based
threading A sequence of unknown structure is

forced to adopt all known protein domain folds,

and scored for its suitability for each fold.

The z-value relates the score for the query
sequence to the average score for a set of
random sequences with the same amino-acid
composition and sequence length. A very high
z-score indicates that the sequence almost
certainly adopts that fold. Sequences can be
submitted online for threading by PSIPRED
(http:/bioinf.cs.ucl.ac.uk/psipred/index.html).

Profile-based threading tries to predict the structure of a sequence
even if no sequence homologs are known

The most important method that has been developed so far for the identification of a protein
fold from sequence information alone in the absence of any apparent sequence identity to any
other protein, is the method of “profile-based threading”. In this method, a computer program
forces the sequence to adopt every known protein fold in turn, and in each case a scoring
function is calculated that measures the suitability of the sequence for that particular fold
(Figure 4-25).

The function provides a quantitative measure of how well the sequence fits the fold. The
method is based on the assumption that three-dimensional structures of proteins have charac-
teristics that are at least semi-quantitatively predictable and that reflect the physical-chemical
properties of strings of amino acids in sequences as well as limitations on the types of interac-
tions allowed within a folded polypeptide chain. Does, for example, forcing the sequence to
adopt particular secondary structures and intra-protein interactions place hydrophobic
residues on the inside and helix-forming residues in helical segments? If so, the score will be
relatively high.

Experience with profile-based threading has shown that a high score, indicating a good fit to a
particular fold, can always be trusted. On the other hand, a low score only indicates that a fit
was not found; it does not necessarily indicate that the sequence cannot adopt that fold. Thus,
if the method fails to find any fold with a significantly high score, nothing has been learned
about the sequence. Despite this limitation, profile-based threading is a powerful method that
has been able to identify the general fold for many sequences. It cannot provide fine details of
the structure, however, because at such low levels of sequence identity to the reference fold the
local interactions and side-chain conformations will not necessarily be the same.

The Rosetta method attempts to predict protein structure from
sequence without the aid of a homologous sequence or structure

Ideally, one would like to be able to compute the correct structure for any protein from
sequence information alone, even in the absence of homology. Ongoing efforts to achieve this
“holy grail” of structure prediction have met with mixed success. Periodically these methods
are tested against proteins of known but unpublished structures in a formal competition called
CASP (critical assessment of techniques for protein structure prediction). Perhaps the most
promising at the moment is the Rosetta method. One of the fundamental assumptions under-
lying Rosetta is that the distribution of conformations sampled for a given short segment of
the sequence is reasonably well approximated by the distribution of structures adopted by that
sequence and closely related sequences in known protein structures. Fragment libraries for
short segments of the chain are extracted from the protein structure database. At no point is
knowledge of the overall native structure used to select fragments or fix segments of the structure.
The conformational space defined by these fragments is then searched using a Monte Carlo
procedure with an energy function that favors compact structures with paired strands and
buried hydrophobic residues. A total of 1,000 independent simulations are carried out for each
query sequence, and the resulting structures are clustered. One selection method was simply
to choose the centers of the largest clusters as the highest-confidence models. These cluster
centers are then rank-ordered according to the size of the clusters they represent, with the
cluster centers representing the largest clusters being designated as the highest-confidence
models. Before clustering, most structures produced by Rosetta are incorrect (that is, good
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structures account for less than 10% of the conformations produced); for this reason, most
conformations generated by Rosetta are referred to as decoys (Figure 4-26). The problem of
discriminating between good and bad decoys in Rosetta populations is still under investigation.
Still, in some test calculations, the best cluster center has been shown to agree fairly well with
the overall fold of the protein (Figure 4-27).

Both the Rosetta method and the method of profile-based threading suffer from some of the
same limitations that beset homology modeling. The issue of false positives and negatives is
significant, because the failure to generate a model does not mean one cannot be generated,
nor that the structure is a novel one. And the generation of a model does not mean it is right,
either overall or, more usually, in detail. At best one should look to these methods, at least for
the present, for rough indication of fold class and secondary structure topology. And it is
important to remember that all methods of model building based on a preexisting structure,
whether found by sequence homology or by threading, suffer from massive feedback and bias.
The structure obtained will always look like the input structure, because the computational
tools for refining the model are unable to generate the kinds of shifts in secondary structure
position and local tertiary structure conformations that are likely to exist between two proteins
i when their overall sequence identity is low (see Figure 4-19). Ab initio methods like Rosetta at
least do not suffer from this problem, whatever their other limitations.
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native model 1 native model 4
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Figure 4-26 Some decoy structures produced
by the Rosetta method The structure at the
center is the target, the experimentally
determined structure of a homeodomain. The
other structures are generated by the Monte
Carlo approach in Rosetta, using only the
sequence of the protein. Although some of the
structures are quite far from the true structure,
others are close enough for the fold to be
recognizable. Rmsd is the root mean square
deviation in a-carbon positions between the
computed structure and the experimentally
determined structure. (Taken from Simons, K.T.
etal: J. Mol. Biol. 1997, 268:209-225.)

Figure 4-27 Examples of the best-center
cluster found by Rosetta for a number of
different test proteins The level of agreement
with the known native structure varies, but in
many cases the overall fold is predicted well
enough to be recognizable. Note, however, that
the relative positions of the secondary structure
elements are almost always shifted at least
somewhat from their true values. Graphics
kindly provided by Richard Bonneau and David
Baker. (Adapted from Bonneau, R. et al.:
Proteins 2001, 45(85):119-126.)
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