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Networks and Algorithms 115

problem. CBR technology was developed originally in the 1980s,
most prominently from the work of Roger Schank at the Yale
University Al lab. Obviously, a similar application can be found in the
collaborative filtering software, like Firefly for recommendation of
products and services based on case samples.

CBR works by maintaining a database of known records, so for
example, you could store a database of prior website customers
who’ve made large dollar purchases. Using this CBR engine you
could profile new website visitors who match the prior website cus-
tomers for classification and prediction. CBR uses distance and com-
bination functions to do the matching between old customers and
new visitors. CBR is also quite adaptive, so as new customers are
identified new types of neighborhoods are created, permitting new
web visitors to be targeted.

The whole concept is that of association: new website cus-
.tomers likely to respond to an offer are probably similar to previ-
ous customers that responded in the past to like offers and
incentives. CBR works easily with all types of data, including non-
relational text and images. Still, there are drawbacks. CBR requires
a large amount of historical data for finding neighbors. The classi-
fication of new records can require processing all the historical
records to find the similar profitable neighbors. It is also highly
computationally and storage intensive. The strengths of CBR are of
course its simplicity, which boils down to: “I think this website vis-
itor will respond to this ad because he is a lot like these other web-
site visitors who clicked on the link.”

The number of vendors offering CBR technology is limited.
Inference’s CBR Express is one. The most immediate application of
CBR technology is to the area of customer service, where visitors can
interact with a CBR engine in order to come up with solutions that
have previously been resolved.

Fuzzy Logic

The name is deceptive; it should really be “continuous value logic,”
which provides a superior method of information modeling.
Conceived in 1965 by Lotfi Zadeh, an engineer and professor at the
University of California at Berkeley, fuzzy logic provides a method of
reducing as well as explaining system complexity. Dr. Zadeh was con-
cerned with the rapid decline in information afforded by traditional
mathematical models as the complexity of the target system increased.
He expressed his theory as follows:
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As the complexity of a system increases, our ability to make precise
and yet significant statements about its behavior diminishes until a
threshold is reached beyond which precision and significance (or rel-
evance) become almost mutually exclusive characteristics.

Much of this complexity, he realized, came from the way in which the
variables of the system were represented and manipulated. Since these
variables could only represent the state of a phenomenon as either on
or off, the math necessary to evaluate operations at various “border”
states became increasingly complex, which at some point became a
morass of equations providing little insight about the underlying
process. Zadeh called this state the principle of incompatibility.

Fuzzy logic is a calculus of compatibility. In fuzzy logic there is no
black or white, there is instead a degree of gray in both. Everything
is measured in degrees of membership. Fuzziness, the measure of how
well an instance (value) conforms to a semantic ideal or concept,
describes the degree of membership in a fuzzy set. This degree of
membership can be viewed as the level of compatibility between an
instance from the set’s domain and the concept overlying the set. For
example, in the fuzzy set WILL BUY, the value YES has a degree [.31]
meaning that it is only moderately compatible with WILL BUY. This
is called a “measure of fuzziness” because it is used to assess the
degree of ambiguity or uncertainty attached to each fuzzy set. It is
important to realize that a website visitor can be a member of differ-
ent fuzzy sets simultaneously:

IF WILL BUY THEN [.31]
IF WANTS INFO THEN [.35]
IF WILL NOT BUY THEN [.34].

More and more, fuzzy logic is being used with neural networks,
much like genetic algorithms. However, it is not being used at the
front end of neural networks, to optimize their setting, but instead to
explain their “black-box” findings. The key benefit of fuzzy logic is
that it allows for imprecise states to be categorized with simple
“IF/THEN” relations, which are easy to verify and optimize.
Conversely, a key benefit of neural networks is that they learn from
data sets; thus a combination of both technologies provides the best
of both worlds. One data mining vendor who already incorporates
this type of fuzzy logic and neural network mixture is DataEngine
from Management Intelligenter Technologien GmbH. For the Web
data miner, fuzzy logic offers a powerful technology for data com-
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Networks and Algorithms ) 117

pression and insight from the hundreds of thousands of online pat-
terns. Fuzzy logic is also being used as a new method of buying and
selling stocks and eventually retail products via the Web by the
OptiMark system.

Conclusion

It is important to remember that today’s data mining tools stem from
the three branches of artificial intelligence designed to emulate
human perception, learning, and evolution. It is equally important to
understand how to strategically position these tools in order to
enhance the value of your website and electronic retaining presence.
Incorporated in today’s modern data mining tools are technologies
that can extract powerful knowledge and insight about your online
customers in the form of business rules, C code, decision graphs for
segmentation, classification, prediction, clustering, and optimization.

Don’t limit yourself to just one tool or one technology; multiple
tools are best for pruning your data and optimizing the process of
learning. Use a tool incorporating a machine-learning algorithm to
compress your data and to identify the important attributes in your
data. Use a neural network to converge on a model, using the attri-
butes identified by the machine-learning algorithm. Use a genetic
algorithm to optimize your neural network to improve the accuracy
of your model. Use a fuzzy logic system to extract rules from a neural

. network.

Finally, recognize that these core Al technologies may soon migrate
to software other than data mining tools. Some of the segmentation
algorithms like C5.0 or CART may soon be incorporated in web
analysis software. Likewise, neural networks may soon become a part
of new electronic retailing server products. What is important is that
you be aware of how each of these technologies can improve your
online sales by allowing you to retain and attract your current and
future customers. Just as physical retailers like Wal-Mart have used
genetic algorithms and neural networks to optimize their stores, so can
they be utilized to optimize electronic retailing sites like Amazon.com.
The core technologies of data mining are quite mature and robust,
having been around for years; how they are used in the new interac-
tive networked environment that is the Web will provide some unique
new challenges for e-miners, e-marketers, and e-merchants.
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Ten Steps to Mining Your Data

The mining of your web data starts well before you begin using a data
mining tool, and it continues well after your analysis. Several steps
are involved prior to the actual analysis of the data in order to ensure
the data mining process is a success and a profitable endeavor.
Although the data mining tools simplify and automate the analysis of
databases, care must be taken in using them or they may lead to faulty
findings and erroneous conclusions.

Identify Your Web Business Objective

The mining of your website involyes some advanced planning about
what type and level of information you intend to capture at your
server and what additional data you plan to match it with. This by
itself will ensure your data mining efforts will yield measurable
business results. For example you need to plan with your web team
what kind of log, cookie, and form information you intent to cap-
ture from your visitors and at what juncture. Next you need to
involve your business, sales, and marketing teams in deciding what
kind of demographic and household information you need to pur-
chase to merge with your server data. In addition, you should con-
sider bringing in your information system team for the possible
incorporation of your datamart or data warehouse and customer
database into the mix.

This advance planning can save you time and money in your data
mining efforts. It can also translate into quicker results and thus
ensure your success in the mining of your website. Keep in mind the
principle that having more data is better than not having enough.
Keep also in mind what your business and marketing goals are and
what kind of data is required in order to achieve them. For example,
if your goal is to prevent customer attrition, then you are likely in

119

Amazon/AlmondNet
Exhibit 1009
Page 134



120 Ten Steps to Mining Your Data

need of developing a “churn” model. In order to construct such a
model you should secure samples of customer accounts that have
recently closed or terminated so that your analysis can examine the
patterns and differences between customers who are active and those
who are inactive.

This preplanning step may require the use of modeling tools and
techniques for building a blueprint for creating a road map to the
data mining initiative. Modeling techniques can form the foundation
to the mining application and ensure it meshes with the actual busi-
ness requirements. This modeling initiative can also alert you to pos-
sible obstacles, such as the lack of access to certain data for the
analysis. Another benefit is that it ensures you document your data
mining efforts. Process-modeling tools also provide a benchmark for
measuring improvement and a common language for communicating
across your firm and the various teams and management. The fol-
lowing are a few of the modeling tools you can use to ensure a suc-
cessful data mining project:

Product Vendor ‘Website

Corporate Modeler Casewise Systems casewise.com

ProCarta Domain Knowledge domainknowledgeinc.com
Aris Toolset IDS Scheer ids-scheer.com
LiveModel IntelliCorp intellicorp.com
WorkFlow Modeler Meta Software metasoftware.com
Designer/2000 Oracle oracle.com

Aion Platinum Technology  platinum.com

ProVision Workbench  Proforma proformacorp.com

Visio Visio visio.com

Before you begin a data mining project, be clear on what you hope
to accomplish with your website analysis. The mining of your web
data must be looked on as a strategic competitive move, which like
all other business initiatives should have a measurable goal. Most
likely you will not be performing a data mining project in a vacuum;
other divisions or individuals in your firm are likely to be involved in
the project. For a large retailing website this may include the follow-
ing individuals:
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Server Engineer

Internet Engineer

User Interface Designer

Web System Administrator
Web Technologist

User Interface Analyst

Brand Manager

Internet Application Developer
Online Documentation Manager
Web Partner Services

Web Account Manager

Web Producer (Marketing)
Software Developer

Graphic Artist

Web System Designer

“Website Analyst

Production Engineer
Production Content Manager
Design Lead

Web Content Producer
Promotions Manager

Web Publisher

Forum Manager

Web Content Editor

Web Marketing Editor

Web Administrator

Web Designer

Partner Advertising Administrator
Production Marketing Manager
Web Content Publisher

Ensure they participate in the establishment of expectations, whether
in terms of online sales, web traffic, or other measurable goals. Most
likely you are already aware of the current state of affairs with your web-
site, your Internet presence, and electronic retailing efforts. These are
some of the questions you may want to consider at this juncture:

1. How much of an improvement do you need on your advertising
or customer response rates?

2. What area of your website do you hope to improve by data min-
ing customer transactions?

3. Is the business goal of your data mining analysis measurable, and
if so, what is your baseline for success?

Recognize that you need to do some documentation regarding your
data mining analysis both prior and after your analysis. The data min-
ing of your transactional data will definitely have positive results on
your website operation and overall bottom line, so the question you
need to frame is “by how much?” What you need to be clear on is by
how many responses, e-mail requests, online sales, clickthroughs, etc.

Baseline
One way of establishing these baselines is by looking at the current
rate of sales for each of your main product lines. For example, if only

80 out of every thousand website visitors click through and purchase
Product A on your website, then your baseline for that product is 8
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122 Ten Steps to Mining Your Data

percent, and your data mining goal will be to increase that rate for
Product A. If you have multiple products, you need to establish base-
line rates for each, or at a minimum do it for main product lines, so
you can begin to gauge the impact your data mining analyses are hav-
ing on your overall sales and marketing efforts. You need to establish
some general baselines, whether it is in the form of average respond
rates or average sales, in order to measure how much better data min-
ing works over random chance. For starters here are some possible
business goals for the mining of your web data.

Are you looking to identify potential new website customers? This
is probably the most common data mining objective. Classification
most commonly involves discovering the attributes, characteristics, or
features of your website customers. This objective is best achieved by
having as much information as possible about who buys and who
doesn’t while in your website. Classification typically involves distin-
guishing between revenue web visitors and nonrevenue web visitors.
Classification is a clear-cut black-and-white prediction.

In order for a data mining tool, such as a neural network, to learn
the unique features of your website customers, it needs to be trained
with a large number of samples. You will need examples of website cus-
tomers with a large number of features, which you can begin to gather
in advance of the actual data mining analysis. Start by designing your
registration forms to capture as much as you can about your customers.
Explore how you can link your website data with existing internal data-
bases such as your customer information file or your data warehouse.
Plan to invest in the purchasing of external demographic or other third
party data, which can be overlaid with your web data to enhance its
value.

Are you looking to find specific website product sales trends? Are you
looking to find revealing online trends or relationships between certain
web pages representing individual products or services? In other words,
is your data mining goal that of discovering a unique online association?
This type of discovery can assist you in the positioning of certain web
pages, offers, incentives, and links. The discovery of an association
between unique products and services can in fact impact your overall
website design. If they click on Product001.htm, what is the probability
they will click on Product002.htm, Product003.htm, etc.? More impor-
tantly, what is the probability that if they buy Product003.htm, they
have a propensity to buy Product009.htm?

Are you looking to identify specific buying patterns over time in
your website? This may be a sequencing issue, which is usually an asso-
ciation problem with an additional dimension of time. Sequencing

Amazon/AlmondNet
Exhibit 1009
Page 137



Ten Steps to Mining Your Data 123

involves evolving trends and populations; in the case of your website,
this is usually monthly or weekly sales of certain products and services.
For high-traffic websites, like a search engine or a popular content
provider, this may be accelerated to hourly trends or patterns. Many
web marketing and electronic commerce forecasting problems involve
sequencing or time-series analyses with data being sampled at fixed
intervals of time.

Sequencing is generally more involved, since instead of looking at
a single recorded web transaction with one measured value for each
feature, are you instead looking at that same feature measured at dif-
ferent times. One of the most common web management problems is
attempting to anticipate traffic in the future: How many visits or sales
are you likely to have based on observed patterns over time? This is
clearly a sequencing problem. Another sequencing problem involves
online patterns once a web visitor or customer logs into your site.
Here the sequencing problem, which may be tracked by your cook-
ies, is trying to map the movement of your website visitors. This
involves mapping the path of your website visitors, which is very
much like association, but involving the additional element of time.

Keep in mind that prediction, association, classification, cluster-
ing, and sequencing are not exclusive goals and in fact may overlap
as a result of your data mining analysis. What is important, however,
is to be clear about the business objective, since it will influence both
how you select your data and tool and, more importantly, the format
of your solution. Have a clear focus on the business goal you are try-
ing to obtain.

Are you trying to increase response rate to a web campaign?

Are you trying to identify what products tend to sell together?
Are you trying to identify the features of large shopping carts?
Are you trying to identify the features of your most profitable clients?

Select Your Data

Once you’ve defined your business objective, your next step is to
choose the web server and company data for meeting this goal. Here
is a quick checklist:

» Is the data adequate to describe the phenomena the data mining
analysis is attempting to model?

= Isa common field in your web data being used for linking to other
databases?
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" Ten Steps to Mining Your Data

Can the data from your web be consolidated with your data

warehouse?

Will the data being mined be the same and available after the

analysis?

‘What internal and external information is available for the analysis?
How current and relevant is the data to the business objective?
Are the data sets being merged consistent with each other?
Who is knowledgeable about the data being gathered?

Is there redundancy in the data sets being merged?

What joints are needed for the various databases?

Is there lifestyle or demographic data available?
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——
 Figure 4-1
This site pro-

vides games,
information,
and a shop for
making
purchases.
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Figure 4-3
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each visit.
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Figure 4-4
Note the two
browser buttons
at the bottom of
this page.
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Push

‘ Also known as “webcastmg" or chan- %
~nels, users "are allowed to select the .-
type of content they want “plshed” "
“fo them. As with chat, most push sites -
" Jike PointCast require some initial reg- -
" jstration and: selection of specmc top-
““ies; ‘which -again - is important m"

.gathenng information for data mining.

Because visitors select and reveal what -
information they: are interested in get- .
“ting pushed to them in a registration- -
- form often requiring gender, age, and =

ZIP-code; important data’is.compiled

“ “becomes their " preference . profile:

- Some of the key players inpush tech- :

Intermind, : :
; . automatically. -

“nology are - BackWeb,
) NETdeIlvely, and N\anmba :

n BackWeb is able to push per-.

. sonalized content from multiple "
. sources, including’ Iegacy ﬁles in .
" real-time:. -

" 'm Intermind is able to mtegrate

' ‘legacy. and intranet systems via
Notes/Domirio. Extranet chan—
" 'nels are also available for cus-:
- tomer-support applications.

m " NETdelivery.is a special ~delivéry !

" service that can provide mailbox -

icons onthe user's screen:

- “for data analysis. When visitors signup * . ™ ‘Marimba:and its Castanet tech-

with:a channel providet they filouta -+
" ‘menu of toplcs and interests, ‘which' -

““riology is demgned to reduice |
- bandwidth demand by only
. updating content that has .
changed: Castanet is designed.
to distribute and manage itself

E mall

E-mail provndes the ablllty to com-. .

municate easily - with . visitors,

- prospects;. and ‘customers. While e- -
mail enables. a relationship to form
“and increases ‘purchases or visits, it "
.can also capture data about cus-
. tomer interests “or: concerns. E- mail-

‘enhances assite’s ability to form loyal
“relationships with customers through

personalized dlalog The more a site -

~ knows - about its; visitors. and  cus-
~ tomers, .the: easier it is to provide

~them with the products and services .
_ they desire. E- mail Is a very. effective *
“and mexpensnve way to acqune and -

*rnaintain a customer.’ It is non- |ntru-
- sive.and ubiquitous.

8 ‘Care ‘must “betaken, however'
: ~wh\en using e- -mail-to. capture client: .
data. You must make sure you allow',

'the customers to sign up voluntarlly‘
: »and to only send them the informa-_
‘tion they request at the intérvals they:..

request, and most important, give -
them the ab:llty to get off your mail-

; ing I‘|stk Several “mail “servers exist
allowing you the ability to create a
database of recipients based.on cus- -

* tomer profile information.  Servers ‘

and software: products such :as .
Aptex Egain, Majcrdomo Pegasus

. Revnet, ListProc, AltaVista, Arial,
* InfoPtess, and ‘UnityMail allow you

to ‘build. forms " fof - capturing - cus-

‘tomer data directly into a database
“for mining. The Kana:Customer.
- Messaging System e-mail software
_contains a module: that uses Al to .

analyze inbound messages and sort:
them correctly
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about vusrtors data can be. gathered

Chat

Yet another model‘for attractmg visi- -

- fors-and ‘data’ gathermg for mining. .
*are the chat sites found in‘high traf- -
fic locations like search ‘engines and
" online dtrectones ‘Since most chat
 sites require regrstrahon information

and used for targetmg ads based on‘ :
demographlcs, psychographlcs gen:

- der, age, income, and of course the
~ chat discussion topic. Chats also tend :
“'to" be topic-specific, which can pro-
“-vide a method for: data gathenng' ;

about wsrtor mterests

Agents

. ‘Agents or "collaboratlve ﬁltenng" o
. software programs make recommen-.
dations based ‘onprior web activity g
by individuals: with similar demo-
© graphic or: ‘psychographic proﬁles it
- Affinity.or collaborative programsare
«destgned to ‘make recommendatlons ’
.on the basis of what-other people
“have llked with similar: likes and dis-
“likes to those of you. They maker
 their recommendations: based on:
 your preference input and the activ-
; tty of a commumty of users similar to-
+ you. The most prevalent of these col- -
" laborative filtering $ites-and software
.. is FireFly, a pioneer-in ‘using Al tech— 5
- nology for commercial'. purposes:
+These types «of collaborative filtering’
;apphcatlons are usually deployed in
. websites sellmg muSIc, VIdeos :
books; and. other ‘types of recre- :
. what your interests are and through
. these observatrons suggest or search
.~ for |nformatlon produicts, ‘or services
" in your behalf. Because agents: require "
. user registration and specific’ personal
information “and - topics-or keywords -
" they represent yet another method of
' ‘gathering important personal mfor— =
mation for data mmlng

atlonal products and’ services,

" :Some agents dct as frlters brows-;
ing. through large amounts of .data

~-and providing their owners only the

: mformation that matches their crite-

- ria. Most intelligent agents are.typi-

cally - not - website- -specific. * They

instead myolve the retrieval of the
. specific type of intelligence you fur-:

nish- durmg the regnstratlon phase “ :
" There are several types of “agents.”
‘Some are server-specific while others . *

dre designed to cruise the Web in

your‘behalf “For: example’_some
.‘agents are designed to roam the -

Web for specific information you are
interested-in.: This ‘can be keyword- :

. $pecific “or | lndustry‘ or. company-

name-drivén, or take:the form of
mformatnon ona specific technology, .

. news topic, product announcement,
~-stock: price or. actmty, company'-
name ete. - ;

nce. of these agents.

varies. Some are simply.able to search:
" on specific toprcs the owner specifies,

and others, . whlch are -smarter, are‘;i

iable to look over your shoulder and . ‘f
+cue onthe: specmc keywords you typ-' -

tcally search on, gradually “learning” .
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Dealing with Transactional Data

When you first encounter transactional data gathered from your web-
site, find out exactly how it was done, what guidelines are in place,
and how often the logs and forms databases are updated. As in the
case of constructing a data warehouse, bringing together data from
diverse systems often involves dealing with flat-files, relational tables,
and hierarchical and relational systems from multiple operational sys-
tems that at times deal with the same attributes (such as dates) in dif-
ferent ways. The coordination and selection of these data sets will
involve considerable effort and time. In fact, this may be the most
time-consuming part of the entire data mining effort.

Key issues likely to drive your decisions in the selection of your
web data are the portability and cost of both internal and external
databases. A related issue may include security and privacy, especially
in the use of any information provided by your website customers.
Keep in mind that some of the information required for profiling
your customer might not be available—be prepared to do some data
gathering. Be prepared also to deal with inconsistent data definitions,
different encodings of data, and inconsistent values when selecting
and merging your data from multiple sources.

The data requirements for your mining analysis are directly linked
to the output or desired insight that you wish to obtain from your
web database. For most analyses, the general rule is the more the bet-
ter. A second rule in the selection of your web data is that you should
strive to have a good sampling of both types of customers or
accounts, both positive and negative samples: sales and no-sales.
Keep in mind that in your analyses the more descriptive information
you have on a website visitor and customer, the better the predictive
models you are likely to obtain. First and foremost you must recog-
nize why you are accumulating the data which you will be mining—
similarly be prepared to acknowledge that you may need additional
data you don’t currently have.

The bottom line is simply know the data! If you are not con-
versant with the data, you may want to enlist the service of some-
one who has knowledge of the problem domain. It is important to

" select the important variables in the data, such as the dependent
(outputs) and independent (inputs) variables. When dealing with
files or databases from some other departments, find out why the
information was gathered in the first place. It is important to have
the participation and involvement of the retailing, marketing,
shipping, sales, and of course, the web team members during this
process.
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Prepare Your Data

Once the data has been assembled and visually inspected, some deci-
sions must be made regarding which attributes to exclude and which
attributes need to be converted into usable formats.

= What condition is the data in, and what steps are needed to pre-
pare it for analysis?

= What conversions and mapping of the data is required prior to the
analysis? .

m Are these processes acceptable to the users and the deliverable
solution?

m  What strategies must be taken for handling missing data and noise
or outliers?

#  How skewed is the data? Are logarithm or square transformation
needed?

= Do you need to do 1-of-N conversion for categorical fields?

= Do you need to normalize dollar fields by dividing them by 10002
Do you need to convert purchase dates to continuous values?

® Do you need to convert addresses to sectors?

= Do you need to convert Yes/No fields to 1/0?

A graphical tool or a good file editor can assist you in inspecting
the physical state of the data. A visual inspection should provide you
an overview of the number and percentage of blank fields in the data
set. Also, a statistical tool can assist you in identifying important rela-
tions between variables in the data. This, however, may not help in
large data sets. Operational data is organized to be compact for speed
and efficiency; it is not organized for analysis. Carefully review its
format and be prepared to convert it into a format that will yield
insight from its analysis. For example, it may be efficient to have an
account establish date in the format of MM/DD/YY, but it may be
necessary to transform this field to one that equates to “Total
Number of Establish Account Days: NNNN.”

If you are dealing with a very large database, don’t do wholesale con-
versions on the entire data set. It is safer to first do a random extract,
perform the transactions, mine the data, and evaluate the results. If you
are considering using a neural network tool, additional conversion of
the data will be required so that categorical values are converted to 1-
of-N values and all continuous values are converted to ranges between
0 and 1 or into log or square functions. One common method of

Amazon/AlmondNet
Exhibit 1009
Page 147



Ten Steps to Mining Your Data 133

smoothing data is to reduce the number of distinct values for a feature.
A similar technique can be used to “discretize” continuous features into
a set of true-or-false features, each covering a fixed range of values.

Missing data presents a unique problem, especially if you are
using a neural network tool, since they cannot deal with missing
values. Most modern data mining tools provide options on how to
deal with missing values. Care should be taken, however, on whether
a missing value represents a negative response that needs to be re-
coded and used. Consider replacing all missing values with a zero or
an average mean. The drawback to this is that the replaced value is
not correct. Lastly, randomly extract a sample of the data, especially
if you are dealing with a large database, and start with a small pro-
totype model. Start small and expand with your data mining analy-
sis. For example, rather than constructing multiple response models
for all the products in your retailing site, you may want to test only
a few for your major product lines.
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Evaluate Your Data

A structural evaluation of your data should be performed in order to
determine what type of data mining tools to use for your analysis.

What is the ratio of categorical/binary attributes in the database?
What is the nature and structure of the database?

What is the overall condition of the data set?

What is the distribution of the data set?

How skewed is the data set?

Utlllty Tools for Preparmg and Vlewmg Your Dataf
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As a general rule, neural networks work best on data sets with a
large number of numeric attributes. Machine-learning algorithms
incorporated in most decision tree and rule-generating data mining
tools work best with data sets with a large number of records and a
large number of attributes. Empirical studies have shown that the
structure of the data critically impacts the accuracy of a data mining
tool. For example, data sets with extreme distributions (skew > 1 and
kurtosis > 7) and with many binary/categorical attributes (> 38%)
tend to favor machine-learning-based data mining tools.

Often, derived ratios of input fields may be required in order to cap-
ture the impact or'the true value of the inputs—to capture the velocity
of a client value, such as profit or propensity to buy. For example, a
commonly derived ratio is one of debt-to-income: rather than using
simply the debt and income attributes as inputs, more can be gained by
the ratio rather than the individual values. In your web analysis, the
number of site visits or the number of purchases made over time may
provide a better insight into the true value of website customers:

Number of purchases/Number of visits: 7/9 = .77 Propensity to
Purchase Ratio

Total amount of sales/Total number of visits: $39/5 = 7.8 Profit Ratio

Format the Solution

In conjunction with the evaluation of your web data and your busi-
ness objective is the issue of the format your business solution is going
to take.

m What is the desired format of your solution, decision tree, rules,
C code, graph, map?

»  What is the goal of the solution, classification, regression, cluster-
ing, segmentation?

= How will you distribute the knowledge gained by the data mining
process?

m What are the available format options from the data mining
process?

What does management really need, insight or sales?
»  What do you need from the data mining process?

Multiple tools may be required to come up with the ideal data
mining form for your website. For example, you may need to extract
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rules from a clustering analysis. To do so you will need to first per-
form the clustering analysis using a Self-Organization Map or
Kohonen Network. Next you will run the identified clusters through
a machine-learning algorithm in order to generate the descriptive
IF/THEN rules that “profile” the extracted clusters. Conversely, you
may have to first do an analysis using a machine-learning algorithm
on a data set with a large number of attributes in order to compress
it and/or to identify a few significant attributes, and then run those
significant attributes through a neural network for the final classifi-
cation model.

Tradeoffs may be in order, but you must weigh your options
with respect to what your business and website needs are and what
tools you will need in your analysis. What are you after, insight or
results? Often the format of your data mining solution will deter-
mine what data mining tool you will use. If you need to explain
how and why you uncovered a pattern in your web data, you may
need to use a machine-learning algorithm such as a decision tree or
rule generator data mining tool. If all that matters is accuracy and
efficiency, a neural network tool will do. For an e-commerce site,
most likely both paradigms will be advantageous, since knowing
the demographics of customers and increased sales are both
desired goals.

Select the Tools

The selection of the right tool is clearly dependent on the task you
are trying to accomplish. For example, the following matrix describes
what each data mining technology is best suited for:

Tool Type Classification Clustering Description
Genetic Algorithms Yes No No

" Machine Learning Yes Yes Yes
Neural Networks Yes Yes No
Self-Organizing Maps No Yes No

Along with selecting the right technology, the characteristics and
structure of your data must also be considered when selecting the
right tool for the job. Here is a checklist of data-related issues you
need to consider when selecting a data mining tool: ’
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number of continuous value fields
number of dependent variables
number of categorical fields
length and type of records
skewness of the data set

As a rule, machine-learning algorithms perform better on skewed
data sets with a high number of categorical attributes and with a high
number of fields per records. Neural networks, on the other hand, do
better with numeric data. The following are a dozen criteria you need
to consider in the selection of the right data mining tool. They
involve software issues and hardware requirements:

Scalability

As a website and its log files and forms database get larger, a tool’s
performance should improve accordingly. Scalability means that by
taking advantage of parallel database management systems and
additional CPUs, the user is able to work with more data, build
more models, and improve overall accuracy by adding additional
processors. As the data increases so does the complexity, not only in
the number of records but also in the number of attributes, vari-
ables, and possible website patterns. If a platform lacks the ability
to scale, the computationally intensive nature of data mining will
slow and eventually kill the decision support system.

The number of interactions among variables and amount of nonlin-
earity of parameters also contribute to the scalability of complexity. As
the patterns become more subtle among the noise, the need for accu-
racy rises. At this juncture it is important to evaluate what kind of par-
allelism the tool supports. Find out if the tool supports a symmetric
multiprocessing system (SMP) or massively parallel processing system
(MPP). Technical factors affecting scalability include database size,
model complexity, performance monitoring and tuning, as well as
effective model validation. The issue of scalability in a data mining tool
is how well it takes advantage of hardware design, including parallel
algorithms and their direct access to parallel DBMSs. A high-end data
mining tool needs to be able to run on a scalable hardware platform.

Accuracy

Accuracy is measured in the error rate of the algorithm or network
for predictive modeling. There are several ways to evaluation accu-
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racy. It can be measured as the degree of error, that is, determining
how wrong the incorrect answers were. For some applications, it is of
interest to know if the system responded with “no answers” or
“wrong answers,” and for what values of the condition attributes this -
happened. The structure of the data set being used to test it must be
appropriately noted. See R. D. King, C. Feng, and A. Sutherland,
“STATLOG: Comparison of Classification Algorithms on Large Real-
World Problems,” Applied Artificial Intelligence 9(3):289-333, May-
June 1995.

m  How does the algorithm of the tool determine if the characteris-
tics of the problem match?

»  What provisions are made for handling missing values, noise, and
cost computations?

How fast does it train and how does it work on the new data?
How does it treat the dependent and independent variables?
How much noise can it handle before accuracy drops?

How sensitive is the algorithm to noise?

How sensitive is it to missing data?

Formats

A data mining tool incorporating a machine-learning algorithm
should provide a feature for viewing the most important rules or fac-
tors it discovers. The tool should not only be effective in detecting
patterns, it should also provide you an insight into what is happening
in your website and allow for easy and quick interaction with the
data. The simplest explanation to the activity in your website is the
preferable solution in discovering the nature of the customer transac-
tions under analysis. A data mining tool should generate its results—
trees, formulas, weights, graphs, or rules—as simply as possible in
order to uncover as many unseen objects as possible. For a data set of
some size, such as one from a large web retailing site, reading through
all the rules will be an impossible mission for a user, even if each rule
is simple to understand. For this reason a tool should generalize a
simple solution while at the same time incorporate features to avoid
overfitting. That is to say, general rules should describe what activity
is taking place at a high level at your website.

You must ask if your tool incorporates a feature for prioritizing
its results and, if it does, how it accomplishes this: what factors
does it use, what significance level does it use, what is the per-
centage of its probability and accuracy, how many numbers of cases
does it incorporate in its rule, and so forth. Does the tool offer
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some form of visualization aid, such as histogram of errors by busi-
ness graphs, or can its market segments be mapped to geographic
maps? Is the tool designed to work on a desktop or in a
client/server environment? Size is not a true measurement of the
complexity it can handle—quite simply the only thing a tool’s
architecture may indicate is the amount of data it can process and
not the complexity it can mine.

Solutions

A data mining tool should help you understand the results of its
analysis by providing simple yet exact measurements, such as pre-
dicted error rates, level of significance, and/or rate of accuracy.
What kind of output (solutions) does the tool generate: decision
tree, C code, IF/THEN rules, narrative reports, graphs, visualiza-
tion, SQL syntax? Some tools produce results that are relatively
easy to interpret, such as decision trees that can be expressed as
rules. Other tools, such as a back-propagation neural network, may
make good predictions but may be difficult to understand. Ideally,
both understanding and accuracy should be balanced in the format
of the tool’s solution.

The tool should also incorporate adequate instruments to allow the
user to perform a sensitivity analysis on its output results. Does the tool
include some interface for exporting the results of its models to other
visualization or OLAP tools? What kind of GUI is provided for model
building? Does the tool provide an APIL, which can be used embedded
in a production system, in C, Visual Basic, or PowerBuilder?

Preprocessing

Preparing the data for analysis is one of the most time-consuming
aspects of data mining. Your web server log files generally are comma-
delimited, so the tool you select should be able to read this format with-
out difficulty. Your forms database is most likely housed in some
relational database, which again your tool should be able to connect to.
Any special features a tool can perform to ease this process will greatly
expedite the development of knowledge extraction and the construction
of your predictive models. Some preprocessing functions to consider in
evaluating a tool should include its ability to do some of the following:

data cleaning

data selection

data description
data transformation
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A key feature of a data mining tool is its ability to cope or handle
the data “as-is” in order to do some autonomous data cleaning, such as
dealing with missing values, by giving you the options to “discard,”
“average,” “alert,” “exclude,” etc. The tool you select should be able to
provide some descriptive report on the quality of the data to the user.

= How well does it describe the data, row and value counts and dis-
tribution of values?

» Can it “sense” the difference between continuous value and cate-
gorical fields?

» Can the tool recognize and deal accordingly with integers, real
numbers, etc.?

» How does the tool handle missing data or identify integrity
violations?

= Can the tool explode categorical variables into dichotomous
variables?

= Can the tool “map” fields or change them on the fly?

m  Can the tool group continuous variables into ranges?

= Can the tool do calculations of existing columns?

= Does the tool require extensive data preparation?
Connectivity

Some data mining tools require that the data being mined be extracted
from the target databases into their internal file format, whereas others
can work directly against the database. A scalable data mining tool that
can directly access your web server using its native SQL can maximize
performance and take advantage of special performance features, such
as parallel database access. Consideration should be given to those tools
that can optimize performance by allowing the data mining processing
at the server level. Although you likely will want to mine your data on
a dedicated server set aside exclusively for data analysis.

»  Can the tool consolidate data from multiple sources for individual
analysis?

= If the tool is currently ODBC compliant, what drivers does it sup-
port? .

m  Does the tool incorporate an HTML or a JAVA interface?

Import/Export

Data mining tools that provide an easy integration path with other
products offer additional ways to get the most out of the total data
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mining and knowledge discovery process. Related to connectivity is
the feature of importing data: does the tool support multiple formats
such as ASCII, Access, Excel, comma or tab delimited, SAS, SPSS, and
other specific DBMS, etc.? What conversion does the tool make with
the original data it imports and at what ratio? Does the tool allow for
the exporting of code, syntax, rules, etc.? Many database products
(including traditional query, reporting, graphics, and visualization
tools) can assist in the understanding of the data before and after the
data mining process. The tool should provide the capability to easily
link its results to an exportable format that can be visually enhanced
for a presentation to management or others.

Memory Management

Normally a data mining tool’s memory requirement will only be linear,
depending on the size of the data set. The time complexity of the learn-
ing phase is a very limiting factor for many of today’s data mining tools.
If the algorithm used, for instance, uses exponential time growth, the
maximum size of the training set will be quite limited. When consider-
ing the memory usage of a data mining tool, only the complexity mat-
ters, as for time usage. Still, the memory usage could give an indication
as to what kind of system is necessary in order to handle “normal”
amounts of data, in terms of number of records and rows.

On the other hand, whether a complex system uses one or two
hours is usually of less importance. For a tool using iteration to
achieve better and better accuracy, the time taken into evaluation
must be the time to reach a certain level of accuracy. In the evalua-
tion of a tool, consideration should be given to this time/complexity
factor. Know in advance that certain tools, such as those based on an
SOM network or a genetic algorithm, operate on a data set in such a
way that they are very computationally intensive—meaning results
may not be available for several hours.

Performance

Speed and accuracy both contribute to the evaluation of a data
mining tool’s overall performance. Speed is measured by how fast
a model is built, as well as how fast a deployed predictive model
can evaluate new data. Given the tool’s design network or algo-
rithm, how does it process the data, via single or multiple passes?
Another factor impacting performance is cost—that is, the cost of
providing a learning data set in the development of a model. This
cost includes the number of examples necessary and the cost of
assuring a needed accuracy in the learning set of a model. In most
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instances the sheer volume of transactions for a large website dic-
tates that this will not be a factor or concern. The cost factor
should be considered in the evaluation of a tool’s overall perfor-
mance. Somewhat related to this criteria is the issue of data limita-
tions, that is, whether the tool restricts the type of variables it is
capable of processing.

®  What are the limits to the number of ranges or intervals it can
group?

Can the tool assist in the understanding of the results of the analysis?
Does the tool require numeric or discrete data fields?

Can the tool present results in a graphical format?

How many categories can the tool process?

Noise

Tool accuracy is often affected by noise, which is the result of irrelevant
columns, missing or incorrect values, or cases that don’t conform to an
underlying pattern. In evaluating the robustness of a data mining prod-
uct, you must answer the question of how much of this noise the tool
can stand before its accuracy drops. Instead of evaluating a data mining
tool based on a bell-shaped training set, one should also measure a sys-
tem’s noise-handling capabilities. Different levels of noise should be
added to the training set, and the number of correct classifications with
the new rules should be noted. If the noise added to the training set
created inconsistencies, the resulting classification errors should be
studied carefully, as some systems, for instance, will create conflicting
rules with no hints to which one to choose in a particular situation.

—

Paradigms

A key criterion for a data mining tool is the data mining technologies
it supports. For example, can the results of analyses be linked or
passed from one classification system to another, in order to develop
a hybrid solution? An example of this is being able to'do clustering
using an SOM (Kohonen Network) and then generating rules from a
sub-cluster using a machine-learning algorithm (C5.0)—all within
one data mining suite is an ideal feature. In the analysis of the data
mining tool, specific references on the type of technologies should be
noted in order to optimize its results.

= What are the underlying technologies and techniques of the tool?
Are they proprietary or generic? And most importantly, are they
linked?
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= Can the tool split the data into training and testing sets? Can the
user select the ratio of this split?

» Is the analysis entirely automated and closed, or does it allow for
some degree of customization?

= Does the data mining incorporate more than one classification
algorithm or network?

»  Does the interface allow for the close evaluation of results of the
analysis?

s  How intuitive is the tool? Does it require extensive training?

» s there an application program interface (API)?

m  What is the current version of the tool?

Efficiency

Finally, consider the criteria of the data mining tool’s efficiency. Will
it take much time to take a decision based on the data mining process?
For example, in developing a set of weights or rules, what matters is
how we find the formula or rule to use. If the rulés are sorted some-
how, it may be possible to use indexing or search methods to find the
most general and robust rule quickly. Otherwise, the complexity of
taking the decision could be higher than if, for instance, all rules must
be compared pair-by-pair. Some tools offer solutions in the form of
hundreds of rules, which defeats the purpose of data mining—uncov-
ering a simple pattern from a massive amount of customer online -
transaction data. For example in a decision tree, the complexity of
decision-making is usually some function of its width and height. In
the evaluation of a data mining tool, how it handles this issue of com-
plexity and efficiency needs to be addressed and considered.

Tool Selection

Other nontechnical issues are of course platform and price, as well as
the availability of training, consulting, and support. The range in
prices for data mining tools vary greatly, starting from a $5,000 desk-
top single technology system to a multiple paradigm suite with each
module costing in excess of $135,000. Keep in mind, however, that
both of these systems may be based on the same core technology, such
as a variation of the CART algorithm or a back-propagation neural
network. The difference in price is really dependent on the platform
each of the systems is designed for deployment on, as well as the scope
and size of the web data set each system is required to mine. Some data
mining companies are new and small and may not be around for long.
What is important to note, however, is the technology that their tools
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e ————F
Figure 4-6

How machine-
learning
algorithm tools
identify cus-
tomer clusters.

Figure 4-7
How neural
network tools
identify cus-
tomer clusters.

———
Figure 4-8

How neural
network tools,
optimized with
a genetic
algorithm tool,
identifies cus-
tomer clusters.

are based on, such as neural networks and machine-learning and
genetic algorithms, is a mature and robust technology that will survive
over time.

Lastly, you need to step back and consider outsourcing rather than
purchasing a data mining tool and the related training it may require
of your staff. As with other information system projects, outsourcing
or consulting is always an option. This may be more cost effective
over time; after all, you are not buying software as much as buying

Machine-Learning Algorithms

¢ = Customer Profile n = Non-Customer Profile

Neu_ral Networks

o
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Genetic Algorithm + Neural Network
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the knowledge and insight it provides from your transactional data.
However, as previously stated, data mining is an iterative process,
which means that you may be churning data on a fairly regular basis
from your website, mandating that you incorporate data mining as
part of your everyday operation.

If your data is highly skewed, you may want to use a machine-
learning algorithm tool, which can locate profitable customer clusters
distinctly independent of one another (Figure 4-6). If your data is
nonlinear, you may want to use a back-propagation neural network
tool, which can map a data space more efficiently than linear regres-
sion (Figure 4-7). You may want to optimize your neural network
tool with a genetic algorithm tool (Figure 4-8).

A Tool .S’hiofpp'il‘iﬁg‘f “T,ip: Kick the Tires before Buying

© You may want to start by brbwsing

the Web for: samples: of ‘evaluation -
~copies of data mining tools. A key site = -
s www,kdnuggets.com; a ‘data min-
“ ing directory of corripanies, tools, and
- reference materials. Keep in mind the '
. platform réquiremnents in the selection.

may require more ‘than one - tool—
consider the benefits of a data mining
suité which incorporates multiple par-
adigms. ‘Finally, ask: for a’ Proof-of-'
Concept ‘evaluation: copy. of . the
software. For example, some vendors

will provide: special pricing for a 90-

Jof tools and the various features each

day “try-out” deal of their tool.
-~ provides. Keep in mind also that you: @ Lo :

Construct the Models

It is not until this stage that the actual data mining of your website
files begin. This is the process of searching for patterns in a data set
and the generation of classification rules, decision trees, clustering,
scores, weights, and evaluation and comparison of error rates.

s s additional data available which could help the performance of
the models?

m  What are the model error rates? Are they acceptable? Can they be

improved?

Is a different methodology necessary to improve model performance?

How many models do you require for your entire website?

Train and test models using a random number seed?

Output SQL syntax for distribution to end-users?

Supervised learning or unsupervised learning?

1 Chapter 4

Amazon/AlmondNet
Exhibit 1009
Page 160



146 Ten Steps to Mining Your Data

Incorporate C code into a production system?
Integrate rules in a decision support system?
Purge noisy and redundant data attributes?
Classification, prediction, or clustering?
Monitor and evaluate results?

Will you be developing a model via supervised learning? This is a
situation where you have samples of both negative and positive cases:
website buyers vs. website non-buyers, web visitor respondents vs.
web visitor nonrespondents, etc. In most instances, especially for a
large electronic retailing site, you will have thousands of samples from
which you can develop your models, in which case you will be per-
forming supervised learning for classification or prediction. However,
if you have multiple products and services, most likely you will need
to construct separate models for each. For example, the propensity to
buy one category of products, say BeatlesCD.htm, will be different
from StonesCD.htm or PoliceCD.htm. Furthermore the propensity for
each product line will also require a specific model, so that a model
for AbbeyRoadCD.htm will be different from WhiteAlbumCD.htm.
To what extent you want to refine your modeling efforts depends on
your resources and time.

If you don’t have a sample of both positive and negative cases, you
will most likely be performing clustering, or unsupervised learning.
This process is much more difficult to do than classification, but it
may be necessary. Clustering is often done to discover consumer pat-
terns. Retailers often do a type of data mining clustering commonly
known as “market basket™ analysis to better position certain products
that tend to sell in unison or to offer special incentives. For example,
a clustering analysis might discover that consumers who buy pre-
mium wine tend to also buy deli cheese, while those who buy micro-
brewery beer tend to instead purchase deli meats.

Similar purchasing patterns can be uncovered in a commercial
website, for example, where certain products tend to be bought at the
same time. Sequencing may be involved between a point in time when
one product is purchased, such as an ink-jet printer this month and
ink-jet cartridges 30 or 60 days later. An exhaustive amount of pur-
chasing associations and patterns exist in large websites such as one
selling relatively inexpensive consumer items like books, CDs, toys,
and software. Visual associations can be explored, which can lead to
cross-selling opportunities.

Both supervised and unsupervised learning require that you split
your data into training and testing sets. This can be in a 90/10, 70/30,
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or 60/40 ratio. The splitting of the original data must be done using
a random seed number; almost all modern data mining tools incor-
porate a feature for splitting your data and evaluating the results of
the models you create. Once the training set has been used to con-
.struct a model, the test set is run through the data mining model in
order to evaluate its accuracy. Dividing the number of incorrect clas-
sifications by the total number of instances produces the model’s
error rate. Dividing the number of correct classifications by the total
number of instances gives the model’s accuracy rate.

Almost all of the current data mining tools provide a method by
which you can measure the accuracy of the models you can construct
with them. They facilitate the process by which you can split your data
into training and testing data sets. They each also provide methods by
which you can randomly test and compare the results of your training
and testing data results. Decision tree tools, for example, provide
detailed output designed to show the differences between the current
tree and the alternate data set. Some tools allow for the “resubstitu-
tion” of data so you can test on the same data that you trained your
model on. However, it is always best to test with an alternate “unseen”
data set to perform the test. This alternate data set can come from a
hold back sample created by partitioning your data or from an
imported, external file.

Validate the Findings

As previously mentioned, a data mining analysis of your website will
most likely involve individuals from several departments, such as
Information Systems, Marketing, Sales, Inventory, etc. It most defi-
nitely will involve the administrators, designers, analysts, managers,
and engineers responsible for designing and maintaining the day-to-
day operations of your website. It is important after you have com-
pleted your data mining analysis that you share and discuss your
findings with all of them. Domain experts (people who are the spe-
cialists in their area) need to be briefed on the results of the analysis
to ensure the findings are correct and appropriate to your site’s busi-
ness objectives. This is the sanity check: You need to be objective and
focused on your initial goal for mining your website. If your data
mining results are faulty—whether it is due to the data, tool, or
methodology—you may need to do another analysis and reconstruct
a new set of models with their participation and input.

What important relationships were discovered between the inde-
pendent and dependent variables? For example, do the demograph-
ics you discovered about your website visitors and customers match
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those of prior marketing analyses? A website selling game software
will likely have totally different customers from those of an invest-
ment brokerage site. Keep in mind too some of the inherent demo-
graphics about who uses the Web in general, for this may skew your
perception of who your website customers are. People on the Web
tend to be better educated and a bit more affluent than average, but
this is also slowly changing every month as more and more people
get “wired.”

Another side issue at this time may be presenting the results to
management and the various departments in your company, includ-
ing your web administrators and designers. It is important that they
understand the implications of the data mining analysis. In other
words, now that you have identified unique consumer patterns or
identified a specific web consumer profile—how are you going to val-
idate it? The validation of the findings often involves testing a model
with “real bullets” in field situations. For example, a field test may
involve making a special offer on your site, or doing a special e-mail-
ing campaign. You will need to do a test to measure how well your
data mining findings or models improve your business bottom line,
like response rates and/or sales figures. To minimize risk you may
want to do a control test to measure how well your data mining mod-
els perform and how well they improve existing baselines prior to full
implementation involving all product lines.

Deliver the Findings

A data mining report should be prepared documenting the entire data
mining process, including the steps you took in selecting and preparing
your data, the tools you used and why, the tool settings, your findings,
and an explanation of what the code that was generated is supposed to
do. As with any business process, you need to establish both baselines
and procedures. In your analysis report you need to comment on the
results of the data mining analysis, stating whether it meets the business
objective of your website. If for some reasons it doesn’t, you should
state why not. You may want to include in your report how the data
mining analysis results can be improved. Is different or new data war-
ranted? Perhaps external demographic and household information
should be brought in, or you could capture better information via
newly designed registration forms or cookies in your website.

You should include some recommendation for action stemming
from the data mining analysis. For example, if you found that most of
your website customers are young professionals, you may want to sug-
gest some subtle changes to the content and design of your site. Data
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mining is an iterative process, and its documentation will ensure that
improvement in the effectiveness of your website, especially if you are
involved in electronic commerce, will continue over time. These incre-
mental improvements will occur not only in how data mining takes
place in your website and your company but also in the accuracy of the
models and in the improvement of your online sales and marketing.

Integrate the Solutions

This final step inthe data mining of your website data project is really a

' commitment to continue the process of learning from your firm’s online
transactions. This process involves incorporating the findings into your
firm’s business practices, marketing efforts, and strategic planning. Data
mining is a pattern-recognition process involving hundreds, thousands,
or maybe millions of daily transactions in your website.

Integrating Your Website and Data Warehouse

The integration of your website data with your company information
file or data warehouse can assist your company in knowing how your
current customers match in characteristics with those of your website
visitors. As with the mining of your data warehouse, the integration
of your website data will further enrich your insight about the attri-
butes of your current and potential customers.

Through the integration of your website with your internal produc-
tion company databases, you can provide website visitors timely infor-
mation about your inventory, services, and customer support. While
doing this you can also begin to learn who they are and what they like
and dislike about your products and services. By mining the data col-
lected about your website visitors you can begin to serve them with the
type of information their demographics indicate they want to possess.

Your company can communicate to its customers in a highly per-
sonalized tone and manner. By integrating web purchasing informa-
tion with your data warehouse, you can acknowledge purchases,
remind customers about similar products, and cross-sell related or
complementary services. Several measurements can be mined, includ-
ing the date of the most recent purchases, the dates of those pur-
chases, and the total amount of money each customer has spent at
your site. The mining of these measurements can be used to calibrate
customer value, profitability, and loyalty.

Through the merger of your data warehouse and website, several
deliverables are possible, including the identification of your most
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profitable customers and potential future clients. With this profile
you can move to target and develop new potential clients while they
visit your website. Comparisons of several attributes can be made
between your existing customers and those of your site visitors in
order to fine tune or alter your ads, offers, incentives, pricing, mes-
sages, banners, and other communications. Through this matching
you can also make some informed decisions about marketing cam-
paigns and the overall design of your website. For example, you can
investigate how your current customers compare to your web visitors
in terms of the following atmbutes

m Age

Gender

Income

Hobbies

Occupation

Marital Status

Home Location

Education Level

Recreational Interest

Disposable Income Ratio

Psychographics and Demographics

Psychographics are measurements of individual’s attitudes and
lifestyle characteristics. Such measurements are excellent indicators
on how website visitors and customers are thinking and where they
are going with their lives. SRI International, an independent non-
profit research institute, has developed eight Values and Lifestyles
(VALS) categories for consumer types:

= Actualizers

= Fullfilleds

m  Achievers

m  Experiencers
m  Believers

w  Strivers

= Makers

m  Strugglers

VALS categorizes U.S. adult consumers into mutually exclusive
groups based on their psychology and several key demographics.
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VALS is unique because it highlights factors that motivate consumer-
buying behavior. VALS looks at the underlying psychological make-
up of people. It looks at the human side of the equation, for
example, preferences for such values as control or freedom, tradi-
tion or novelty, information or stimulation, hands-on activity, or
intellectual abstractions. One of the SRI’s recent developments is
iVALS, which is a profiling system designed to enhance the useful-
ness and quality of online environments for end users, content
providers, and intermediaries. iVALS profiles web users and clusters
them along the following categories:

m  Wizards

= Pioneers

m  Upstreamers

s Socialites

s Workers

m Surfers

= Mainstreamers
» Sociables

= Seekers

» Immigrants

This is an example of an iVALS profile:

The iVALS Wizards Profile

Wizards are the most active and skilled Internet users. Computers are
a key aspect of their lifestyles, and mastery of technology figures
prominently in their identities.

More than 80% of Wizards have been on the Internet for three
or more years. Although Wizards report meeting many new people
during their years online, it is likely that such friendships often stay
virtual. That is, Wizards are not necessarily seeking to meet people in
the traditional sense. Rather, their sociability appears as a byproduct
to their beavy involvement in so many aspects of Net culture.

Nearly everyone in the Wizard group has performed relatively
esoteric functions such as videoconferencing on the Internet or cre-
ating Web pages. Half have participated in a MUD or MOO. Most
would call themselves computer power users. Many have used
WWW retail sites, and all own a lot of games or multimedia, espe-
cially for adults.
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