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STRIPE BASED MEMORY OPERATION

TECHNICAL FIELD

[0001] The present disclosure relates generally to semicon-
ductor memory devices, methods, and systems, and more
particularly, to stripe-based memory operation.

BACKGROUND

[0002] Memory devices are typically provided as internal,
semiconductor, integrated circuits in computers or other elec-
tronic devices. There are many different types of memory
including volatile and non-volatile memory. Volatile memory
can require power to maintain its data and includes random-
access memory (RAM), dynamic random access memory
(DRAM), and synchronous dynamic random access memory
(SDRAM), among others. Non-volatile memory can provide
persistent data by retaining stored information when not pow-
ered and can include NAND flash memory, NOR flash
memory, read only memory (ROM), Electrically Erasable
Programmable ROM (EEPROM), Erasable Programmable
ROM (EPROM), and phase change random access memory
(PCRAM), among others.

[0003] Memory devices can be combined together to form
a solid state drive (SSD). A solid state drive can include
non-volatile memory, e.g., NAND flash memory and NOR
flash memory, and/or can include volatile memory, e.g.,
DRAM and SRAM, among various other types of non-vola-
tile and volatile memory. Flash memory devices, including
floating gate flash devices and charge trap flash (CTF) devices
using  semiconductor-oxide-nitride-oxide-semiconductor
and metal-oxide-nitride-oxide-semiconductor capacitor
structures that store information in charge traps in the nitride
layer, may be utilized as non-volatile memory for a wide
range of electronic applications. Flash memory devices typi-
cally use a one-transistor memory cell that allows for high
memory densities, high reliability, and low power consump-
tion.

[0004] An SSD can be used to replace hard disk drives as
the main storage device for a computer, as the solid state drive
can have advantages over hard drives in terms of perfor-
mance, size, weight, ruggedness, operating temperature
range, and power consumption. For example, SSDs can have
superior performance when compared to magnetic disk drives
due to their lack of moving parts, which may avoid seek time,
latency, and other electro-mechanical delays associated with
magnetic disk drives. SSD manufacturers can use non-vola-
tile flash memory to create flash SSDs that may not use an
internal battery supply, thus allowing the drive to be more
versatile and compact.

[0005] An SSD can include a number of memory devices,
e.g., a number of memory chips (as used herein, “a number
of” something can refer to one or more of such things, e.g., a
number of memory devices can refer to one or more memory
devices). As one of ordinary skill in the art will appreciate, a
memory chip can include a number of dies and/or logical
units (LUNs). Each die can include a number of memory
arrays and peripheral circuitry thereon. The memory arrays
can include a number of memory cells organized into a num-
ber of physical pages, and the physical pages can be organized
into a number of blocks.

[0006] A redundant array of independent disks (RAID) is
an umbrella term for computer data storage schemes that
divide and/or replicate data among multiple memory devices.
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The multiple memory devices in a RAID array may appear to
a user and the operating system of a computer as a single
memory device, e.g., disk. Historically, a RAID operated with
multiple hard disk drives (HDDs).

BRIEF DESCRIPTION OF THE DRAWINGS

[0007] FIG.1is a functional block diagram of a computing
system including at least one memory system, in accordance
with one or more embodiments of the present disclosure.
[0008] FIG. 2 is a functional block diagram of a memory
system in accordance with one or more embodiments of the
present disclosure.

[0009] FIG. 3 is a functional block diagram of non-volatile
memory control circuitry in accordance with one or more
embodiments of the present disclosure.

[0010] FIG. 4 illustrates a block diagram of a storage vol-
ume operated on a stripe-basis in accordance with one or
more embodiments of the present disclosure.

[0011] FIG. 5illustrates a diagram of a portion ofa memory
device in accordance with one or more embodiments of the
present disclosure.

DETAILED DESCRIPTION

[0012] The present disclosure includes methods and
devices for stripe-based memory operation. One method
embodiment includes writing data in a first stripe across a
storage volume of a plurality of memory devices. A portion of
the first stripe is updated by writing updated data in a portion
of'a second stripe across the storage volume of the plurality of
memory devices. The portion of the first stripe is invalidated.
The invalid portion of the first stripe and a remainder of the
first stripe are maintained until the first stripe is reclaimed.
[0013] In the following detailed description of the present
disclosure, reference is made to the accompanying drawings
that form a part hereof, and in which is shown by way of
illustration how one or more embodiments of the disclosure
may be practiced. These embodiments are described in suf-
ficient detail to enable those of ordinary skill in the art to
practice the embodiments of this disclosure, and it is to be
understood that other embodiments may be utilized and that
process, electrical, and/or structural changes may be made
without departing from the scope of the present disclosure. As
used herein, the designators “N,” “M,” “P”” “R,” and “S,”
particularly with respect to reference numerals in the draw-
ings, indicates that a number of the particular feature so
designated can be included with one or more embodiments of
the present disclosure.

[0014] The figures herein follow a numbering convention
in which the first digit or digits correspond to the drawing
figure number and the remaining digits identify an element or
component in the drawing. Similar elements or components
between different figures may be identified by the use of
similar digits. For example, 108 may reference element “08”
in FIG. 1, and a similar element may be referenced as 208 in
FIG. 2. As will be appreciated, elements shown in the various
embodiments herein can be added, exchanged, and/or elimi-
nated so as to provide a number of additional embodiments of
the present disclosure. In addition, as will be appreciated, the
proportion and the relative scale of the elements provided in
the figures are intended to illustrate the embodiments of the
present invention, and should not be taken in a limiting sense.
[0015] FIG.1is a functional block diagram of a computing
system 100 including at least one memory system 104, in
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accordance with one or more embodiments of the present
disclosure. In the embodiment illustrated in FIG. 1, the
memory system 104, e.g., a solid state drive (SSD), can
include a physical host interface 106, memory system control
circuitry 108, e.g., an SSD controller, and one or more solid
state memory devices 110-1, . . ., 110-N. The solid state
memory devices 110-1, . . ., 110-N can provide a storage
volume for the memory system, e.g., with a file system for-
matted to the memory devices. In one or more embodiments,
the memory system control circuitry 108 can be an applica-
tion specific integrated circuit (ASIC) coupled to a printed
circuit board including the physical interface 106 and solid
state memory devices 110-1, ..., 110-N.

[0016] As illustrated in FIG. 1, the memory system control
circuitry 108 can be coupled to the physical host interface 106
and to the solid state memory devices 110-1, ...,110-N. The
physical host interface 106 can be used to communicate infor-
mation between the memory system 104 and another device
such as a host system 102. Host system 102 can include a
memory access device, e.g., a processor. One of ordinary skill
in the art will appreciate that “a processor” can intend one or
more processors, such as a parallel processing system, a num-
ber of coprocessors, etc. Examples of host systems include
laptop computers, personal computers, digital cameras, digi-
tal recording and playback devices, mobile telephones,
PDAs, memory card readers, interface hubs, and the like. For
one or more embodiments, the physical host interface 106 can
be in the form of a standardized interface. For example, when
the memory system 104 is used for data storage in a comput-
ing system 100, the physical host interface 106 can be a serial
advanced technology attachment (SATA), peripheral compo-
nent interconnect express (PCle), or a universal serial bus
(USB), among other connectors and interfaces. In general,
however, physical host interface 106 can provide an interface
for passing control, address, data, and other signals between
the memory system 104 and a host system 102 having com-
patible receptors for the physical host interface 106.

[0017] The memory system control circuitry 108 can com-
municate with the solid state memory devices 110-1, . . .,
110-N to read, write, and erase data, among other operations.
Memory system control circuitry 108 can have circuitry that
may be one or more integrated circuits and/or discrete com-
ponents. For one or more embodiments, the circuitry in
memory system control circuitry 108 may include control
circuitry for controlling access across the solid state memory
devices 110-1, . . ., 110-N and circuitry for providing a
translation layer between a host system 102 and the memory
system 104. Thus, a memory controller could selectively
couple an I/O connection (not shown in FIG. 1) ofa solid state
memory device 110-1, . . ., 110-N to receive the appropriate
signal at the appropriate /O connection at the appropriate
time. Similarly, the communication protocol between a host
system 102 and the memory system 104 may be different than
what is required for access of a solid state memory device
110-1, . . ., 110-N. Memory system control circuitry 108
could then translate the commands received from a host into
the appropriate commands to achieve the desired access to a
solid state memory device 110-1, . .., 110-N.

[0018] A solid state memory device 110-1, ..., 110-N can
include one or more arrays of memory cells, e.g., non-volatile
memory cells. The arrays can be flash arrays with a NAND
architecture, for example. In a NAND architecture, the con-
trol gates of memory cells of a “row” can be coupled with an
access, e.g., word, line, while the memory cells can be
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coupled in series source to drain in a “string” between a select
gate source transistor and a select gate drain transistor. The
string can be connected to a data, e.g., bit, line by the select
gate drain transistor. The use of the terms “row” and “string”
implies neither a linear nor an orthogonal arrangement of
memory cells. As will be appreciated by those of ordinary
skill in the art, the manner of connection of the memory cells
to the bit lines and source lines depends on whether the array
is a NAND architecture, a NOR architecture, or some other
memory array architecture.

[0019] The solid state memory devices 110-1, . .., 110-N
can include a number of memory cells that can be grouped. As
used herein, a group can include one or more memory cells,
such as a page, block, plane, die, an entire array, or other
groups of memory cells. For example, some memory arrays
can include a number of pages of memory cells that make up
ablock of memory cells. A number of blocks can be included
in a plane of memory cells. A number of planes of memory
cells can be included one a die. As an example, a 128 GB
memory device can include 4314 bytes of data per page, 128
pages per block, 2048 blocks per plane, and 16 planes per
device.

[0020] The memory system 104 can implement wear lev-
eling to control the wear rate on the solid state memory
devices 110-1, . . ., 110-N. A solid state memory array can
experience errors, e.g., failures, after a number of program
and/or erase cycles. Wear leveling can reduce the number of
program and/or erase cycles performed on a particular group.
Wear leveling can include dynamic wear leveling to minimize
the amount of valid blocks moved to reclaim a block.
Dynamic wear leveling can include a technique called gar-
bage collection. Garbage collection can include reclaiming,
e.g., erasing and making available for writing, blocks that
have the most invalid pages, e.g., according to a “greedy
algorithm.” Alternatively, garbage collection can include
reclaiming blocks with more than a threshold amount of
invalid pages. If sufficient free blocks exist for a writing
operation, then a garbage collection operation may not occur.
An invalid page, for example, can be a page of data that has
been updated to a different page. Static wear leveling includes
writing static data to blocks that have high erase counts to
prolong the life of the block. One or more embodiments of the
present disclosure can perform wear leveling, e.g., garbage
collection and/or reclamation, on a stripe-basis rather than on
a block-basis. According to one or more embodiments of the
present disclosure, a reclamation process can be initiated in
response to less than a threshold number of free blocks being
available.

[0021] Write amplification is a process that may occur
when writing data to solid state memory devices 110-1, .. .,
110-N. When randomly writing data in a memory array, con-
trol circuitry scans for free space in the array. Free space in a
memory array can be individual cells, pages, and/or blocks of
memory cells that are not storing data and/or have been
erased. If there is enough free space to write the data in a
selected location, then the data is written to the selected
location of the memory array. If there is not enough free space
in the selected location, the data in the memory array is
rearranged by reading, copying, moving, or otherwise rewrit-
ing and erasing the data that is already present in the selected
location to a new location, leaving free space for the new data
that is to be written in the selected location. The rearranging
of'old data in the memory array is called write amplification
because the amount of writing performed by the memory
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device is amplified over an amount of writing that would
occur if there were sufficient free space in the selected loca-
tion. One or more stripe-based memory operation embodi-
ments of the present disclosure can be used to reduce write
amplification as described herein.

[0022] The embodiment of FIG. 1 can include additional
circuitry that is not illustrated so as not to obscure embodi-
ments of the present disclosure. For example, the memory
system 104 can include address circuitry to latch address
signals provided over I/O connections through I/O circuitry.
Address signals can be received and decoded by a row
decoder and a column decoder to access the solid state
memory devices 110-1, . . ., 110-N. It will be appreciated by
those skilled in the art that the number of address input con-
nections can depend on the density and architecture of the
solid state memory devices 110-1, . .., 110-N.

[0023] FIG. 2 is a functional block diagram of a memory
system 204 in accordance with one or more embodiments of
the present disclosure. The memory system 204 can include
memory system control circuitry 208. The memory system
control circuitry 208 can be coupled to one or more solid state
memory devices, e.g., non-volatile memory 210 and/or vola-
tile memory 212. Memory system 204 and memory system
control circuitry 208 can be analogous to memory system 104
and memory system control circuitry 108 respectively, illus-
trated in FIG. 1.

[0024] The memory system control circuitry 208 can
include host interface circuitry 214, host-memory translation
circuitry 216, memory management circuitry 218, a switch
220, non-volatile memory control circuitry 222, and/or vola-
tile memory control circuitry 224. As described herein, the
memory system control circuitry 208 can be provided in the
form of an ASIC, however, embodiments are not so limited.

[0025] The host interface circuitry 214 can be coupled to
host-memory translation circuitry 216. The host interface
circuitry 214 can be coupled to and/or incorporated with a
physical interface to a host system, such as physical interface
106 illustrated in FIG. 1. The host interface circuitry 214 can
interface with a host system, e.g., host system 102 in FIG. 1,
through a number of layers including a physical layer, a link
layer, and/or a transport layer. One of ordinary skill in the art
will appreciate that the number of layers for a particular host
interface can be defined by an interface standard such as serial
advanced technology attachment (SATA), peripheral compo-
nent interconnect express (PCle), universal serial bus (USB),
etc. As used herein, a transport layer can indicate at least a
transport layer as part of a SATA standard and/or a transaction
layer as part ofa PCle standard. One of ordinary skill in the art
will appreciate that a transport layer according to a SATA
standard can be analogous to a transaction layer according to
a PCle standard. The host interface circuitry 214 can include
an advanced host controller interface (AHCI) compatible
host bus adapter (HBA).

[0026] Ingeneral, the hostinterface circuitry 214 is respon-
sible for converting command packets received from the host
system, e.g., from a PCle bus, into command instructions for
the host-memory translation circuitry 216 and for converting
host-memory translation responses into host system com-
mands for transmission to the requesting host. For example,
the host interface circuitry 214 can construct SATA command
packets from PCle based transaction layer packets. The host
interface circuitry 214 can be configured to receive data asso-
ciated with a plurality of addresses from a host system. The
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host interface circuitry 214 can receive updated data associ-
ated with one or more of the plurality of addresses.

[0027] The host-memory translation circuitry 216 can be
coupled to the host interface circuitry 214, to the memory
management circuitry 218, and/or to the switch 220. The
host-memory translation circuitry 216 can be configured to
translate host addresses to memory addresses, e.g., addresses
associated with a received command such as a read and/or
write command. The host-memory translation circuitry 216
might, for example, convert host sector read and write opera-
tions to commands directed to specific portions of the non-
volatile memory 210. Each host operation can be translated
into single or multi-sector non-volatile memory 210 opera-
tion. For example, host read and write commands can be
translated into non-volatile memory 210 read and write com-
mands. The host-memory translation circuitry 216 can
include second level error detection/correction circuitry, such
as RAID exclusive or (XOR) circuitry 226. The RAID XOR
circuitry 226 can calculate parity data based on data received
from the host interface circuitry 214.

[0028] According to one or more embodiments of the
present disclosure, write data can be striped across multiple
solid state memory devices in a RAID operation. As one of
ordinary skill in the art will appreciate, striping includes
splitting data so that it is stored on more that one device. The
portions of the more than one device that store the split data
are collectively referred to as a stripe. In contrast, mirroring
can include storing duplicate copies of data on more than one
device. Striping is described in more detail in connection with
FIG. 4. As an example, write data can be striped across seven
of'eight memory devices, where parity data can be stored in an
eighth memory device, e.g., memory system 204 can include
multiple non-volatile memory devices 210, each coupled to
the memory system control circuitry 208 by a separate chan-
nel. For each bit written to the seven of eight memory devices,
aparity bit can be calculated by the RAID XOR circuitry 226
and written to the eighth memory device, e.g., bit 0 from each
of the seven memory devices can be used to generate bit 0 in
the parity (eighth) memory device.

[0029] The memory management circuitry 218 can be
coupled to the host-memory translation circuitry 216 and to
the switch 220. The memory management circuitry 218 can
control a number of processes including but not limited to
initialization, wear leveling, e.g., garbage collection and/or
block reclamation, and/or error detection/correction, e.g., via
operation of processor 228. Memory management circuitry
218 can access a block table, e.g., block table 236, to deter-
mine candidates for wear leveling, e.g., garbage collection.
The memory management circuitry 218 can be configured to
provide indications in a block table, e.g., block table 236, as
to whether a portion of a stripe, e.g., one or more blocks, is
valid or invalid. The memory management circuitry 218 can
updatean LBA table, e.g., LBA table 234, with a new physical
address corresponding to a logical address when data associ-
ated with the logical address is updated. With respect to
stripe-based operation, memory management circuitry 218
can be configured to effectively remove a portion of a par-
ticular stripe from the particular stripe in response to a
detected error associated with the portion of the particular
stripe.

[0030] The memory management circuitry 218 can, e.g., as
part of a wear leveling operation, search for blocks that have
a high erase count in a block table, e.g., block table 236. The
memory management circuitry can compare the erase count
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of'a particular block with a threshold count. For example, the
erase count of the block with the lowest erase count can be
subtracted from the particular block. If the difference is
greater than the threshold count, then the particular block can
be indicated as a candidate for block reclamation.

[0031] The memory management circuitry 218 can, e.g., as
part of a dynamic wear leveling operation, search for blocks
that have a garbage collection threshold amount of invalid,
e.g., unused, portions, e.g., pages, therein. After searching the
block table, e.g., block table 236, the memory management
circuitry 218 can indicate the stripes that have blocks with the
most invalid pages as candidates for a stripe-based reclama-
tion process. The memory management circuitry 218 can
include reclamation circuitry 230. Reclamation is a process
that can be invoked by memory management circuitry 218 as
part of wear leveling.

[0032] Reclamation involves moving all valid pages from a
block to be erased to new locations before the block is erased.
[0033] The switch 220 can be coupled to the host-memory
translation circuitry 216, the memory management circuitry
218, the non-volatile control circuitry 222, and/or the volatile
memory control circuitry 224. The switch 220 can be a cross-
bar switch and can include and/or be coupled to one or more
buffers, e.g., static random access memory (SRAM) buffers.
The switch 220 can provide an interface between various
components of the memory system control circuitry 208. The
switch 220 can account for variations in defined signaling
protocols that may be associated with different components
of the memory system control circuitry 208 in order to pro-
vide consistent access and implementation between compo-
nents. In one or more embodiments, the switch 220 can be a
direct memory access (DMA) module.

[0034] The non-volatile memory control circuitry 222, e.g.,
controller, can be coupled to the switch 220 and to one or
more non-volatile memory devices 210. Among other infor-
mation, the one or more non-volatile memory devices 210 can
store a copy of a logical block address (LBA) table 234-C
and/or a block table 236-C, as described herein. In some
embodiments, the memory system control circuitry 208 can
include one non-volatile memory controller for all memory
channels. In one or more other embodiments, each memory
channel is coupled to a discrete non-volatile memory control-
ler.

[0035] One or more embodiments including discrete non-
volatile memory controllers for each channel can include
discrete first level error detection/correction circuitry 232
coupled to each controller and/or one or more first level error
detection/correction circuits 232 that can be used with more
than one channel. The first level error detection/correction
circuitry 232 can be configured to apply error correction such
as BCH error correction, as will be understood by one of
ordinary skill in the art, to detect and/or correct errors asso-
ciated with data stored in the non-volatile memory 210. For
example, the first level error detection/correction circuitry
can provide 29 bits of error correction over a 1080-bit code
word. The first level error detection/correction circuitry 232
can be configured to provide differing error correction
schemes for single and/or multi level cell (SLC/MLC) opera-
tion. The first level error detection/correction circuitry 232
can detect errors that are not correctable by the first level error
detection/correction, e.g., UECC errors, such as by determin-
ing that there are more than a threshold amount of correctable
errors. As described in more detail below in connection with
FIG. 4, one or more embodiments of the present disclosure

Mar. 31, 2011

provide for correction of UECC errors. For example, a por-
tion of a stripe with a UECC error or other error can be
effectively removed from the stripe and the non-volatile
memory control circuitry 222 can be configured to operate the
stripe without the removed portion.

[0036] The non-volatile memory control circuitry 222 can
be configured to write data in a first stripe across a number of
memory channels as described herein. The non-volatile
memory control circuitry 222 can be configured to write
updated data in a second stripe across the number of memory
channels without reading or copying the data in the first
stripe. In one or more embodiments, the non-volatile memory
control circuitry 222 can be configured to read portions of a
stripe on a page-basis without reading a remainder of the
stripe. The non-volatile memory control circuitry 222 can be
configured to operate a number of non-volatile memory
devices associated with the number of memory channels as a
RAID. At least one of the number of memory channels can be
operated as a parity channel and accordingly, one or more
memory devices associated with the at least one of the num-
ber of memory channels can be operated as a parity memory
device(s). Additional detail on stripe-based memory opera-
tion is provided in conjunction with the discussion of FIG. 4
below and throughout the present disclosure.

[0037] The volatile memory control circuitry 224 can be
coupled to the switch 220 and to one or more volatile memory
devices 212. Among other information, the one or more vola-
tile memory devices can store an LBA table 234 and/or a
block table 236. The LBA table 234 can store the physical
page address of pages in the one or more non-volatile memory
devices 210 and include corresponding logical addresses. The
LBA table 234 can be indexed by the LBA that is contained in
an associated SATA command. The LBA table 234 can be
used to look-up physical page addresses that correspond to
logical block addresses where corresponding information can
be stored. The block table 236 can store information for
erasable blocks in the one or more non-volatile memory
devices 210. Information stored in the block table 236 can
include valid page information, erase count, and other status
information. Information accessed from the block table 236
can be indexed by physical block address.

[0038] FIG. 3 is a functional block diagram of non-volatile
memory control circuitry 322 in accordance with one or more
embodiments of the present disclosure. The non-volatile
memory control circuitry 322 can be analogous to the non-
volatile memory control circuitry 222 illustrated in FIG. 2.
The non-volatile memory control circuitry 322 can be
coupled to one or more solid state memory devices 310-1, . .
., 310-N. In one or more embodiments, each solid state
memory device 310-1, . . ., 310-N can be coupled to the
non-volatile memory control circuitry 322 by a separate
channel. Each channel can be associated with discrete chan-
nel memory control circuitry 338-1, . . ., 338-N. However,
embodiments are not so limited, as fewer, e.g., one, non-
volatile memory control circuit 322 can provide control to a
plurality of channels in one or more embodiments. Non-
volatile memory control circuitry can perform a number of
operations on the one or more solid state memory devices
310-1, ..., 310-N including page read, stripe write, and stripe
erase.

[0039] A page read operation can allow access to a page of
memory. A page read command can be sent, e.g., queued, to
a particular channel memory controller 338-1, . ..,338-Nand
executed on the one or more solid state memory devices
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310-1, . . ., 310-N. For example, a page read operation can
support 4 kilobyte (KB), 8 KB, or another volume of data,
depending upon page size, plus meta-data. Data from a page
read operation can be transferred, e.g., in a DMA operation,
by the channel memory controller 338-1, . . ., 338-N from the
page in the solid state memory device 310-1,...,310-Nto a
read buffer. Device status can be provided upon completion of
the operation on the memory channel.

[0040] A stripe write operation can include a plurality of
page write operations, e.g., one page write operation per each
channel associated with the non-volatile memory control cir-
cuitry 322. In one or more embodiments, the plurality of page
write operations in the stripe write operation can be per-
formed substantially simultaneously across the plurality of
channels. A page write operation can allow access to a page of
memory. A page write command can be sent, e.g., queued, to
the desired channel memory controller 338-1, ..., 338-N and
executed on the one or more solid state memory devices
310-1, ..., 310-N. For example, a page write operation can
support 4 kilobyte (KB), 8 KB, or another volume of data,
depending upon solid state memory device 310-1, ..., 310-N
page size, plus meta-data. Data from a page write operation
can be transferred from a write buffer to the page in the solid
state memory device 310-1, . . . , 310-N by the channel
memory controller 338-1, . . ., 338-N. Write data for a stripe
write operation can be received from a host system, e.g., host
system 102 in FIG. 1.

[0041] Write data can be striped across a storage volume of
a plurality of solid state memory devices 310-1, . . ., 310-N.
For example, a first page of write data received from a host
can be written to a first memory device, a second page to a
second memory device, etc. In another example embodiment,
a first fragment, e.g., a sector, of a first page of write data
received from a host can be written to a first memory device,
a second fragment of the first page to a second device, etc.
Although data may be written in a stripe-based operation,
data may still be read in a page-based operation.

[0042] A stripe reclamation operation can include a plural-
ity of' block erase operations, e.g., one block erase operation
per each channel associated with the non-volatile memory
control circuitry 322. In one or more embodiments, the plu-
rality of block erase operations in the stripe reclamation
operation can be performed substantially simultaneously
across the plurality of channels. A block erase command can
be executed on one or more solid state memory devices 310-1,
..., 310-N. Additional detail on stripe-based operation is
provided herein.

[0043] FIG. 4 illustrates a block diagram of a storage vol-
ume 440 operated on a stripe-basis in accordance with one or
more embodiments of the present disclosure. The storage
volume 440 can be provided by a file system formatted to a
number of solid sate memory devices, e.g., solid state
memory devices 110-1, . . ., 110-N in FIG. 1, in a memory
system, e.g., memory system 104 in FIG. 1. As described
herein, each solid state memory device can be associated with
amemory channel 442-1, . ..,442-(N-1), 442-N. Data can be
written in a number of stripes 444-1, 444-2, . . ., 444-P across
the storage volume 440 provided by the number of solid state
memory devices.

[0044] A memory system can receive write data from a host
system. The memory system, e.g., RAID XOR circuitry 226
associated with host-memory translation circuitry 216 in
FIG. 2, can calculate parity data for the write data. In one or
more embodiments, the write data and parity data can be
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striped across the storage volume 440 such that write data is
written across a subset of the number of available channels,
e.g., channels 442-1, . . ., 442-(N-1) and parity data can be
written across a second subset of the number of available
channels, e.g., channel 442-N. For example, a memory sys-
tem can include eight channels where seven channels are used
for writing write data and one channel is used for writing
parity data, however embodiments are not so limited. How-
ever, embodiments are not limited to using N-1 of N channels
for write data and a single channel for parity data. According
to one or more embodiments of the present disclosure, RAID
structure and/or stripe size can be programmable options.
[0045] A RAID structure can represent an implementation
of'a RAID storage scheme devised to divide and/or replicate
data across multiple memory devices. For example, data can
be striped and/or mirrored across two or more devices. Again,
striping can include dividing write data into fragments and
storing at least one fragment in each of a number of memory
devices. Mirroring can include redundantly storing a copy of
write data in at least two memory devices. Both striping and
mirroring can include the use of first level and/or second level
error detection/correction. Parity data can be stored in the
same memory devices as write data and/or in a separate
device from the devices storing write data. According to one
or more embodiments of the present disclosure, the particular
RAID structure to be implemented by a memory system can
be a programmable option.

[0046] As used herein, a stripe size can refer to the number
of memory devices across which data is striped. According to
one or more embodiments of the present disclosure, a stripe
size for a memory system can be a programmable option such
that any number of the memory devices available to the
memory system can be used for a stripe. For example, a
memory system including 32 channels and 32 corresponding
memory devices can have any stripe size from 2-32 memory
devices. Furthermore, a stripe size can change during opera-
tion of the memory system as described herein, e.g., in
response to an effectively removed portion of the memory
stripe. As described herein, a block table can be used to keep
track of which portions of the memory system constitute
which stripes.

[0047] Storing parity data can allow data associated with an
effectively removed portion of a memory stripe to be recre-
ated, e.g., a portion that experiences a UECC error. A memory
channel, a memory device, a block of memory, a page of
memory, or another portion of a memory device could expe-
rience an uncorrectable error or other error. For example,
write data can be written in the first stripe 444-1 across chan-
nels 442-1, . . ., 442-(N-1). Parity data can be written in the
first stripe 444-1 across channel 442-N. If the first channel
442-1 experiences an uncorrectable error or other error, write
data associated with channels up to 442-(N-1) and parity data
associated with channel 442-N can be used to recreate the
data written across the first channel 442-1. Similar to the case
of creating the parity data, the memory system, e.g., RAID
XOR circuitry 226 in FIG. 2, can use parity data along with
write data to calculate replacement data for data associated
with a portion of the memory system that experiences an
uncorrectable error or other error.

[0048] The ECC circuitry 232 associated with the non-
volatile memory control circuitry 222 in FIG. 2, can calculate
error correction data 448 for fragments of the write data 446
and/or the parity data 450 to be stored in the memory devices.
FIG. 4 includes an illustration of write data 446 and error
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correction data 448 being stored in association with channels
442-1, . .., 442-(N-1) and parity data 450 and error correc-
tion data 448 being stored in association with channel 442-N.
When a stripe is written, both write data and error correction
data can be written together. If an error is detected in data,
whether write data or parity data, error correction data can be
used in attempt to correct the error in a first level of error
correction before and/or without implementing a second level
of error correction, e.g., the correction associated with parity
data described above. A memory system may store sufficient
error correction data to enable a threshold number of errone-
ous bits to be corrected. If an error is detected, e.g., a UECC
error during a read operation, that includes more bit errors
than are correctable with the error correction data, then the
second level of error correction, e.g., using the parity data
described above, may be implemented, e.g., the data associ-
ated with the error(s) may be recreated using parity data and
a remainder of the write data.

[0049] Data can be written in a first stripe 444-1. Writing
data in a stripe can include splitting write data into a number
of fragments, e.g., pages, sectors, etc., and writing the frag-
ments to memory devices associated with each channel 442-
1, ..., 442-(N-1), 442-N. One or more embodiments can
include writing at least one fragment to each of the plurality of
memory devices, e.g., to each channel 442-1, . . ., 442-(N-1),
442-N. In some embodiments that include writing parity data
along with the write data, at least one fragment of write data
can be written to one or more memory devices associated with
a first subset of the channels, e.g., channels 442-1, . . .,
442-(N-1), and parity data can be written to one or more
memory devices associated with a second subset of the chan-
nels, e.g., channel 442-N.

[0050] A memory system can receive a write command,
write data, and a number of LBAs associated with the write
data. Write data associated with the number of LBAs can be
written in a first stripe 444-1. Subsequently, the memory
system can receive a write command and updated write data
associated with a particular one or more of the LBAs associ-
ated with the data written in the first stripe 444-1, e.g., an LBA
that is the same as at least one LBA associated with data
written in the first stripe 444-1. In some instances, the subse-
quent write command may be accompanied by unrelated data,
e.g., data associated with LBAs for which associated data was
not written in the first stripe 444-1, in addition to the updated
data. In some instances, the subsequent write command
including updated data can be combined with another subse-
quent write command that includes unrelated data.

[0051] In one or more embodiments, a portion of the first
stripe 444-1 can be updated by writing updated data in a
portion of second stripe 444-2 that is written across the stor-
age volume 440. The memory system can write the updated
data, and concurrently write other unrelated data, in a second
stripe 444-2. Writing updated data and unrelated data in the
second stripe 444-2 increases a utilization of the storage
volume of the second stripe 444-2 as compared to writing
updated data alone in the second stripe 444-2. “Unrelated
data” means data not associated with LBAs for which asso-
ciated data was written in the first stripe. In association with
writing the second stripe 444-2, the memory system can
update an L.BA table, e.g., LBA table 234 in FIG. 2, with the
location of the updated data for the particular LBA. The
memory system can update ablock table, e.g., block table 236
in FIG. 2, to indicate that the portion of the first stripe 444-1
associated with the data that was updated is now invalid.
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[0052] According to some previous approaches to updating
a fragment of data stored in a first stripe, the entire stripe of
data would be read, the fragment would be updated, e.g.,
modified, and the stripe (including the updated data and a
remainder of the data from the first stripe) would be written
either in the same first stripe or in a second stripe. However,
according to one or more embodiments of the present disclo-
sure, a fragment of data in a first stripe can be updated without
reading or copying the first stripe. Such embodiments can
improve device performance over some previous approaches
by allowing updating write operations that do not include
reading or copying operations, e.g., small random write per-
formance can be improved.

[0053] Both the invalid portion of the first stripe 444-1 and
a remainder of the first stripe 444-1 can be maintained until
the first stripe 444-1 is reclaimed. Maintaining the invalid
portion of the first stripe 444-1 can include preventing erasing
of the invalid portion of the first stripe 444-1 even if the
invalid portion of the first stripe 444-1 is in a different erase
block than the remainder of the first stripe 444-1. Maintaining
the remainder of the first stripe 444-1 can include reading at
least a portion of the remainder of the first stripe 444-1. In
some embodiments, a portion of non-updated data can be read
without reading a remainder of the non-updated data. Main-
taining the remainder of the firsts stripe 444-1 can include
preventing erasing of the remainder of the first stripe 444-1.
That is, the remainder of the first stripe 444-1 can continue to
operate as though the invalid portion of the first stripe had not
been updated.

[0054] Thefirst stripe 444-1 can be maintained as described
herein to facilitate error correction including the use of parity
data as described above. That is, subsequent to invalidating
the portion of the first stripe 444-1, a UECC error may occur
in a valid portion of the first stripe 444-1. Because the parity
data stored in the first stripe was calculated based on the
non-updated (referred to herein as “original”) write data in the
first stripe 444-1, non-updated write data would be used to
calculate replacement data for the valid portion of the first
stripe 444-1 having a UECC error. Replacement data calcu-
lated in response to a UECC error can be written to a third
stripe, e.g., stripe 444-P, without writing a remainder of the
data from the first stripe 444-1. In some embodiments,
replacement data can be written to the third stripe concur-
rently with data unrelated to data in the first stripe 444-1
and/or the second stripe 444-2. According to one or more
embodiments of the present disclosure, invalid data can be
maintained in a stripe after the invalid data has been updated
with valid data in a different stripe. Such embodiments can
reduce an amount of operating overhead with respect to some
previous approaches that include reading and copying an
entire stripe when updating a portion of the stripe.

[0055] The first stripe 444-1 can be reclaimed, e.g., erased
and made available for future write operations. Reclaiming
the first stripe 444-1 can include copying the remainder, e.g.,
valid portions, of the first stripe 444-1 to a third stripe, e.g.,
stripe 444-P, in response to, for example, a wear leveling
operation as described herein. For example, the first stripe
444-1 can be reclaimed when all portions of the first stripe
444-1 are invalid, e.g., have been updated in other stripes.
Copying valid portions of the first stripe 444-1 to the third
stripe can include concurrently writing the data from the valid
portions and other unrelated data in the third stripe. Reclaim-
ing the first stripe can include erasing portions of the stolid
state memory devices associated with the first stripe. One or
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more embodiments of the present disclosure can include
reclaiming portions of a memory system on a stripe-basis
rather than a block-basis as may occur according to some
previous approaches. Stripe-based reclamation can further
provide for an ability to maintain invalid data in a stripe for
potential use with later UECC correction with parity data,
valid data, and invalid data.

[0056] One or more embodiments of the present disclosure
can include detecting an error associated with a portion of a
first stripe 444-1, effectively removing, e.g., invalidating, the
portion of the first stripe 444-1 from the first stripe 444-1, and
operating the first stripe 444-1 without the removed portion.
For example, a UECC error may be associated with a particu-
lar channel, e.g., channel 442-(N-1). Data written across
channel 442-(N-1) can be recreated by calculating replace-
ment data using write data and parity data (and error correc-
tion data when applicable) from a remainder of the channels
associated with the first stripe 444-1. The replacement data
can be written to a second stripe 444-2, e.g., without writing
a remainder of the data from the first stripe 444-1. Subse-
quently, the first stripe 444-1 can be operated without the use
of the removed channel 442-(N-1). For example, a subse-
quent write operation in the first stripe 444-1 can include
calculating parity data based on data associated with channels
other than the removed channel 442-(N-1), e.g., one fewer bit
per parity bit.

[0057] Ablocktable, e.g., block table 236 in FIG. 2, can be
provided with an indication that the removed portion of the
first stripe 444-1, e.g., channel 442-(N-1) is effectively
removed. Operating the first stripe 444-1 without the removed
channel 442-(N-1) can include, after the first stripe 444-1 is
reclaimed, writing data and parity data in the first stripe 444-1
across the storage volume 440 provided by a number of
memory devices without writing data and/or parity data to the
removed channel 442-(N-1). The removed portion need not
be a channel. The removed portion can be a memory device,
a die, a block, a page, or some other portion of a memory
system.

[0058] FIG. 5 illustrates a diagram ofa portion ofa memory
device 510 in accordance with one or more embodiments of
the present disclosure. Although not shown in FIG. 5, one of
ordinary skill in the art will appreciate that the memory device
510 can be located on a semiconductor die along with various
peripheral circuitry associated with the operation thereof.
Memory device 510 can include one or more arrays of
memory cells.

[0059] Asshownin FIG. 5, memory device 510 can include
a number of physical blocks 560-1 (BLOCK 1), 560-2
(BLOCK 2),...,560-M (BLOCK M) of memory cells. In the
example shown in FI1G. 5, the indicator “M” is used to indicate
that the memory device 510 can include a number of physical
blocks. As an example, the number of physical blocks in
memory device 510 may be 128 blocks, 4,096 blocks, or
32,768 blocks, however embodiments are not limited to a
particular number or multiple of physical blocks in a memory
device. Further, embodiments are not limited to the type of
memory used in the array, e.g., non-volatile, volatile, etc. In
the embodiment illustrated in FIG. 5, the memory device 510
can be, for example, a NAND flash memory device 510 such
that, for example, the memory cells in each physical block
560-1,560-2,...,560-M canbe erased together as aunit, e.g.,
the cells in each physical block can be erased in a substan-
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tially simultaneous manner. For instance, the cells in each
physical block can be erased together in a single erasing
operation.

[0060] Although not specifically designated as such in FIG.
5, a number of blocks can be designated as spare blocks to
reduce the amount of write amplification associated with
writing data in the solid state memory devices, e.g., solid state
memory devices 110-1, .. ., 110-N in FIG. 1. A spare block
can be a block in a memory array that can be designated as a
block where data cannot be written. Write amplification can
be reduced by increasing the amount of space on a memory
array that is designated as free space (i.e., where static data
will not be written), thus allowing for less amplification of the
amount of data that has to be written because less data will
have to be rearranged. Furthermore, spare blocks can be used
as replacement blocks for blocks that experience uncorrect-
able errors or other errors during operation of the memory
system. For example, a memory system can be configured
such that a particular number of blocks are reserved as spares
per channel. If a particular block in a channel that is being
operated as a portion of a stripe experiences an uncorrectable
error or other errors, one of the spare blocks from that channel
can be used to replace the particular block so that the stripe
can continue to be the same size, e.g., include the same
number of channels and/or memory devices. A block table
can be updated such that an address associated with the par-
ticular block is updated with an address of the replacement
block to allow the stripe to continue to operate at the same
size.

[0061] The indicator “R” is used to indicate that a physical
block, e.g., 560-1, 560-2, . . ., 560-M, can include a number
of rows. In some embodiments, the number of rows, e.g.,
word lines, in each physical block can be 32, but embodi-
ments are not limited to a particular number of rows 570-1,
570-2, ...,570-R per physical block. As one of ordinary skill
in the art will appreciate, each row 570-1, 570-2, . . ., 570-R
can include one or more physical pages, e.g., an even page and
an odd page. A physical page refers to a unit of writing and/or
reading, e.g., a number of cells that are written and/or read
together or as a functional group of memory cells. Accord-
ingly, an even page and an odd page can be written and/or read
with separate writing and/or reading operations. For embodi-
ments including multilevel cells (MLC), a physical page can
be logically divided into an upper page and a lower page of
data. For example, one memory cell can contribute one or
more bits to an upper page of data and one or more bits to a
lower page of data. Accordingly, an upper page and a lower
page of data can be written and/or read as part of one writing
and/or reading operation, as the logical upper page and logi-
cal lower page are both part of the same physical page. For
ease of illustration, eachrow 570-1,570-2, . ..,570-R, in FIG.
5 includes only one physical and logical page, however
embodiments are not so limited.

[0062] In one or more embodiments of the present disclo-
sure, and as shown in F1G. 5, a page can store data in a number
of sectors 580-1, 580-2, .. ., 580-S. The indicator “S” is used
to indicate that a page can include a number of sectors. Each
sector 580-1, 580-2, . . ., 580-S can store system and/or user
data and can include overhead information, such as error
correction code (ECC) information, and logical block address
(LBA) information. As one of ordinary skill in the art will
appreciate, logical block addressing is a scheme that can be
used by a host for identifying a sector of information, e.g.,
each sector can correspond to a unique LBA. In one or more
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embodiments, a sector is the smallest addressable portion of
a storage volume. As an example, a sector of data can be a
number of bytes of data, e.g., 256 bytes, 512 bytes, or 1,024
bytes. For example, an SSD can have 4, 8, or 16 sectors in a
page, where a sector can be 512 bytes, and an SSD can have
128, 256, or 512 pages per physical block, therefore physical
block sizes are 131072 bytes, 262144 bytes, and 524288
bytes. Embodiments are not limited to these examples.
[0063] It is noted that other configurations for the physical
blocks 560-1, 560-2, . . ., 560-M, rows 570-1, 570-2, . . .,
570-R, sectors 580-1, 580-2, . . . , 580-S, and pages are
possible. For example, the rows 570-1, 570-2, . . ., 570-R of
the physical blocks 560-1, 560-2, . . ., 560-M can each store
data corresponding to a single sector which can include, for
example, more or less than 512 bytes of data.

CONCLUSION

[0064] The present disclosure includes methods and
devices for stripe-based memory operation. One method
embodiment includes writing data in a first stripe across a
storage volume of a plurality of memory devices. A portion of
the first stripe is updated by writing updated data in a portion
of'a second stripe across the storage volume of the plurality of
memory devices. The portion of the first stripe is invalidated.
The invalid portion of the first stripe and a remainder of the
first stripe are maintained until the first stripe is reclaimed.
[0065] It will be understood that when an element is
referred to as being “on,” “connected to” or “coupled with”
another element, it can be directly on, connected, or coupled
with the other element or intervening elements may be
present. In contrast, when an element is referred to as being
“directly on,” “directly connected to” or “directly coupled
with” another element, there are no intervening elements or
layers present. As used herein, the term “and/or” includes any
and all combinations of one or more of the associated listed
items.

[0066] As used herein, the term “and/or” includes any and
all combinations of one or more of the associated listed items.
As used herein the term “or,” unless otherwise noted, means
logically inclusive or. That is, “A or B” can include (only A),
(only B), or (both A and B). In other words, “A or B can mean
“A and/or B” or “one or more of A and B.”

[0067] It will be understood that, although the terms first,
second, third, etc. may be used herein to describe various
elements, these elements should not be limited by these
terms. These terms are only used to distinguish one element
from another element. Thus, a first element could be termed a
second element without departing from the teachings of the
present disclosure.

[0068] Although specific embodiments have been illus-
trated and described herein, those of ordinary skill in the art
will appreciate that an arrangement calculated to achieve the
same results can be substituted for the specific embodiments
shown. This disclosure is intended to cover adaptations or
variations of one or more embodiments of the present disclo-
sure. Itis to be understood that the above description has been
made in an illustrative fashion, and not a restrictive one.
Combination of the above embodiments, and other embodi-
ments not specifically described herein will be apparent to
those of skill in the art upon reviewing the above description.
The scope of the one or more embodiments of the present
disclosure includes other applications in which the above
structures and methods are used. Therefore, the scope of one
or more embodiments of the present disclosure should be
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determined with reference to the appended claims, along with
the full range of equivalents to which such claims are entitled.
[0069] In the foregoing Detailed Description, some fea-
tures are grouped together in a single embodiment for the
purpose of streamlining the disclosure. This method of dis-
closure is not to be interpreted as reflecting an intention that
the disclosed embodiments of the present disclosure have to
use more features than are expressly recited in each claim.
Rather, as the following claims reflect, inventive subject mat-
ter lies in less than all features of a single disclosed embodi-
ment. Thus, the following claims are hereby incorporated into
the Detailed Description, with each claim standing on its own
as a separate embodiment.

What is claimed is:

1. A method for stripe-based memory operation, compris-
ing:

writing data in a first stripe across a storage volume of a

plurality of memory devices;

updating a portion of the first stripe including:

writing updated data in a portion of a second stripe, the
second stripe being across the storage volume of the
plurality of memory devices; and
invalidating the portion of the first stripe; and
maintaining the invalid portion of the first stripe and a
remainder of the first stripe until the first stripe is
reclaimed.

2. The method of claim 1, wherein writing data in the first
stripe includes splitting write data into a number of fragments
and writing the number of fragments to the plurality of
memory devices.

3. The method of claim 2, wherein writing the number of
fragments to the plurality of memory devices includes writing
at least one fragment to each of the plurality of memory
devices.

4. The method of claim 2, wherein writing the number of
fragments to the plurality of memory devices includes writing
at least one fragment to each of a subset of the plurality of
memory devices.

5. The method of claim 4, wherein writing at least one
fragment to each of a subset of the plurality of memory
devices includes writing a respective page of the write data to
each of a subset of the plurality of memory devices.

6. The method of claim 1, wherein updating the portion of
the first stripe includes writing updated data in the portion of
the second stripe without reading or copying the data written
in the first stripe.

7. The method of claim 1, wherein:

writing data in the first stripe includes writing data associ-

ated with a number of logical block addresses (LBAs);
and

updating the portion of the first stripe includes writing

updated data associated with at least one of the number
of LBAs.

8. The method of claim 1, wherein maintaining the first
stripe includes preventing erasing of the first stripe.

9. The method of claim 1, wherein maintaining the first
stripe includes reading at least a portion of the remainder of
the first stripe.

10. The method of claim 1, further comprising reclaiming
the first stripe.

11. The method of claim 10, wherein reclaiming the first
stripe includes:

copying the remainder of the first stripe to a third stripe in

response to a wear leveling operation; and

erasing the first stripe.
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12. The method of claim 1, further comprising reading the
portion of the second stripe on a page basis without reading
the remainder of the first stripe or another portion of the
second stripe.

13. A method for stripe-based memory operation, compris-
ing:

writing original data in a first stripe across a storage volume

of a plurality of memory devices; and

updating at least a fragment of the original data, wherein

updating includes writing updated data in a second stripe
without reading or copying the original data.

14. The method of claim 13, wherein the method includes
writing unrelated data in the second stripe concurrent with
writing the updated data in the second stripe, wherein the
unrelated data is unrelated to the original data in the first stripe
and the updated data in the second stripe.

15. The method of claim 13, wherein:

writing original data includes writing original data associ-

ated with a number of logical block addresses (LBAs);
and

updating at least the fragment of the original data includes

writing updated data associated with at least one of the
number of LBAs.

16. The method of claim 13, wherein the method further
includes:

calculating respective first level error correction data based

on each fragment of the original data; and

calculating second level error correction data based on the

original data;

wherein writing the original data includes writing the origi-

nal data and the first level error correction data in a first
subset of the plurality of memory devices, and writing
the second level error correction data in a second subset
of the plurality of memory devices.

17. The method of claim 16, wherein the method includes
detecting an error in a fragment of the original data in the first
stripe and correcting the error with the first level error cor-
rection data.

18. The method of claim 16, wherein the method includes:

detecting an error in a fragment of original data in the first
stripe, wherein the error is uncorrectable with the first
level error correction data; and

correcting the error, wherein correcting the error includes:

creating replacement data for the fragment of original
data based on at least a remainder of the original data
and the second level error correction data in the first
stripe; and

writing the replacement data in a third stripe without
writing the remainder of the original data in the third
stripe.

19. The method of claim 18, wherein the method includes
writing unrelated data in the third stripe concurrent with
writing the replacement data in the third stripe, wherein the
unrelated data is unrelated to the original data in the first stripe
or the replacement data in the third stripe.

20. The method of claim 16, wherein the second level error
correction data comprises parity data.

21. The method of claim 13, wherein the method includes
reading a fragment of non-updated original data without read-
ing a remainder of the original data.

22. A method for stripe-based memory operation, compris-
ing:

writing data in a stripe across a storage volume of a plural-

ity of memory devices;
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detecting an error associated with a portion of the stripe;

effectively removing the portion of the stripe from the

stripe; and

operating the stripe without the removed portion.

23. The method of claim 22, wherein operating the stripe
without the removed portion includes subsequently writing
data in the stripe across the storage volume of the plurality of
memory devices without writing data in the removed portion.

24. The method of claim 22, wherein writing data in the
stripe includes writing first level error correction data with the
data.

25. The method of claim 24, wherein detecting an error
associated with the portion of the stripe includes detecting an
error that is correctable using the first level error correction
data; and

wherein the method includes correcting the error with the

first level error correction data.
26. The method of claim 24, further comprising writing
second level data in the stripe; and
wherein detecting an error associated with the portion of
the stripe includes detecting an error that is not correct-
able using the first level error correction data; and

wherein the method includes creating replacement data for
data associated with the removed portion of the stripe
based on a remainder of the data and the second level
error correction data.

27. The method of claim 26, wherein the method includes
writing the replacement data in an additional stripe without
writing the remainder of the data in the additional stripe.

28. The method of claim 26, wherein the method includes
effectively removing the portion of the stripe from the stripe
in response to detecting the error that is not correctable using
the first level error correction data.

29. The method of claim 22, wherein removing the portion
of'the stripe includes providing an indication in a block table
that the portion is invalid.

30. Memory system control circuitry, comprising:

non-volatile memory control circuitry configured to:

write original data associated with a plurality of
addresses in a first stripe across a plurality of chan-
nels; and

write updated data associated with at least one of the
plurality of addresses in a second stripe across the
plurality of channels without reading or copying the
original data in the first stripe.

31. The memory system control circuitry of claim 30,
further comprising:

a switch coupled to the non-volatile memory control cir-

cuitry; and

host interface circuitry coupled to the switch and config-

ured to:
receive the original data; and
receive the updated data.

32. The memory system control circuitry of claim 31,
wherein:

the host interface control circuitry is coupled to the switch

across host-memory translation circuitry; and

the host-memory translation circuitry is configured to

translate the plurality of addresses from host addresses
to memory addresses.

33. The memory system control circuitry of claim 32,
wherein a logical memory address associated with the origi-
nal data is the same as a logical memory address associated
with the updated data.

34. The memory system control circuitry of claim 30,
wherein:
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the non-volatile memory control circuitry includes discrete
channel memory control circuitry for each of the plural-
ity of channels; and

the non-volatile memory control circuitry is configured to

operate a plurality of non-volatile memory devices asso-
ciated with the plurality of channels as a striped redun-
dant array of independent disks (RAID).

35. The memory system of claim 34, wherein the non-
volatile memory control circuitry is configured to operate the
striped RAID with a programmable stripe size such that a
number of non-volatile memory devices included in the stripe
is programmable.

36. The memory system of claim 34, wherein the non-
volatile memory control circuitry is configured to operate the
striped RAID with a programmable RAID structure such that
a particular RAID storage scheme to be implemented is pro-
grammable.

37. The memory system control circuitry of claim 36,
wherein the non-volatile memory control circuitry is config-
ured to operate one of the plurality of channels as a parity
channel.

38. The memory system control circuitry of claim 37,
further comprising an exclusive or (XOR) circuit configured
to calculate parity data based on the original data.

39. Memory system control circuitry, comprising:

non-volatile memory control circuitry configured to:

write the received data in a stripe across a plurality of

channels; and

detect an error associated with a portion of the stripe; and
memory management circuitry configured to effectively

remove the portion of the stripe from the stripe;
wherein the non-volatile memory control circuitry is fur-

ther configured to operate the stripe without the removed

portion of the stripe.

40. The memory system control circuitry of claim 39,
wherein the portion of the stripe comprises one of the group of
portions including a memory device, a die, a block, a page,
and a sector.

41. The memory system control circuitry of claim 39,
further comprising a switch and host interface circuitry,
wherein the non-volatile memory control circuitry is coupled
to the switch, wherein:

the host interface control circuitry is coupled to the switch

via host-memory translation circuitry, wherein:

the host-memory translation circuitry includes an exclu-

sive or (XOR) circuit configured to calculate second
level error correction data based on the original data, and
wherein:

the non-volatile memory control circuitry is configured to

write the original data and the second level error correc-
tion data in the stripe across the plurality of channels
substantially simultaneously.

42. The memory system control circuitry of claim 41,
wherein the non-volatile memory control circuitry is config-
ured to write the second level error correction data in the
stripe across one of the plurality of channels and to write the
original data in the stripe across a remainder of the plurality of
channels.

43. The memory system control circuitry of claim 39,
wherein:

the non-volatile memory control circuitry includes error

detection/correction circuitry, wherein the error detec-

tion/correction circuitry is configured to:

calculate first level error correction data for fragments of
the original data; and
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detect errors in fragments of data read from the stripe;
and

the non-volatile memory control circuitry is configured to

write the first level error correction data with the original
data in the stripe across the plurality of channels.

44. The memory system control circuitry of claim 39,
wherein the non-volatile control circuitry is configured to
read portions of the stripe on a page-basis without reading a
remainder of the stripe.

45. The memory system control circuitry of claim 39,
wherein the memory management circuitry is configured to:

indicate the portion of the stripe as invalid in a block table;

and

update a logical block address (LBA) table with a new

physical address for at least one LBA previously asso-
ciated with the portion of the stripe.

46. A memory system, comprising:

control circuitry;

a plurality of solid state memory devices, wherein:

each of the plurality of solid state memory devices is
coupled to the control circuitry by a respective one of
a plurality of channels; and

the plurality of solid state memory devices provide a
storage volume for the memory system;

wherein the control circuitry is configured to:

write data in a stripe across the storage volume of the
plurality of solid state memory devices across the
plurality of channels;

read data from a portion of the stripe across one of the
plurality of channels; and

reclaim portions of the storage volume on a stripe-basis.

47. The memory system of claim 46, wherein the control
circuitry is configured to:

maintain a block table with information regarding validity

of portions of the stripe;

indicate that a portion of the stripe is invalid in the block

table in response to updated data corresponding to the
portion of the stripe being written to another stripe; and
operate the stripe without the invalid portion.

48. The memory system of claim 47, wherein the control
circuitry is configured to reclaim a particular stripe in
response to one or more of the group including:

all portions of the particular stripe having an invalid indi-

cation in the block table; and

a garbage collection threshold amount of portions of the

particular stripe having an invalid indication in the block
table.

49. The memory system of claim 47, wherein:

the memory system includes a volatile memory; and

the block table is stored in the volatile memory.

50. The memory system of claim 49, wherein a copy of the
block table is stored in at least one of the plurality of solid
state memory devices.

51. The memory system of claim 46, wherein the control
circuitry includes discrete channel memory control circuitry
for each of the plurality of channels.

52. The memory system of claim 46, wherein:

the control circuitry comprises an application specific inte-

grated circuit (ASIC);

the plurality of solid state memory devices comprise

NAND flash chips; and

the memory system comprises a solid state drive (SSD).

53. The memory system of claim 46, wherein the stripe
comprises portions of the plurality of solid state memory
devices that store the data written in the stripe.
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